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Abstract

Thecontinuedincreasein microprocessorclock frequencythat
hascomefromadvancementsin fabricationtechnologyandreduc-
tionsin featuresize, createschallengesin maintainingbothmanu-
facturingyield ratesandlong-termreliability of devices.Methods
basedon defectdetectionand reductionmaynot offer a scalable
solutiondueto costof eliminatingcontaminantsin themanufac-
turing processand increasingchip complexity. This paper pro-
posesto usetheinherentredundancyavailablein existingandfu-
ture chip microarchitecturesto improveyield andenablegraceful
performancedegradation in fail-in-place systems.We introduce
a new yield metric called performanceaveragedyield ( �	��
	� )
which accountsboth for fully functionalchips and thosethat ex-
hibit someperformancedegradation. Our resultsindicatethat at
250nmwe are able to increasethe �

��
	� of a uniprocessorwith
onlyredundantrowsin its cachesfroma basevalueof 85%to 98%
usingmicroarchitectural redundancy. Givenconstantchip area,
shrinking feature sizesincreasesfault susceptibilityand reduces
thebase�

�	
�� to 60% at 50nm,which exploiting microarchitec-
tural redundancythenincreasesto 99.6%.

1 Intr oduction
The bulk of the performanceimprovementin micropro-

cessorsin recentyearshascomefrom increasesin clock
frequency predominantlyachievedby aggressivereductions
in technologyfeaturessizesfrom 
������ to ����
������ , and
on-chip transistorcountsthat have soaredfrom 2,300 to
over 100 million. While technologytrendssuggestchips
with clock frequenciesin themultigigahertzrangecontain-
ing over a billion transistorsby theendof thedecade,two
substantialchallengesmustbe addressedto enablepracti-
cal deploymentof suchsystems. First, shrinking lithog-
raphy, new materialsandprocesstechnologies,and lower
designtolerancesmake integratedcircuitsmoresusceptible
to manufacturingdefects,requiringsubstantialinvestments
to maintainchip yield at acceptablelevels. Second,some
manufacturingdefectsare latent and manifestthemselves
only after the chipshave beendeployed andrun for some
periodof time. As largercommercialandscienti�c systems
areconstructedfrom hundredsor thousandsof processors,
theprobabilityandfrequency of latentfailuresincrease.

In this paperwe examinethe redundancy alreadyavail-
able within modernmicroprocessorsthat can be usedto

improve chip yield and enhancethe gracefuldegradation
of fail-in-placesystems.While modernchipsaretypically
declaredfunctionalonly if all of the componentsarefully
functional(taking into accountredundantrows to increase
yield in caches),we proposethat chips with somenon-
functioningcomponentsarestill usefulandcancontribute
to bothoverallyield andgracefullydegradedcomponentsin
a fail-in-placesystem. Today, it hasalsobecomecommon
for manufacturersto separatechips that are for sale into
speedbinsbasedon their operatingfrequency, andrecently
somehavemadeuseof amoregeneralperformancebinning
strategy thatseparatespartsinto binsof guaranteedperfor-
mancelevelsratherthanbinsbasedsolelyonoperatingfre-
quency [11]. We proposethat designsthat include repli-
catedor non-essentialfunctionsin supportof increasedper-
formancebe enhancedwith the capabilityto disablesome
of thesestructuresin faceof defectsdetectedwithin thecir-
cuitry. Chipsof differentend-performance,corresponding
to differentdegradedcon�gurations,canbe offeredat dif-
ferent prices,extendingthe currentmanufacturersuseof
speedbinning. We formalize this notion of performance
binning,andproposeanew yield metriccalledperformance
averagedyield( ������� ) in whichthetotalyield is a function
of the performancerangeof eachbin and the numberof
chipsin thebins. Our resultsindicatethat the �

����� for a
uniprocessorcanbe improvedfrom 85%to 98% with cer-
tain assumptionsaboutdefectdensityanddefectsize. For
chip-multiprocessorarchitecturesatfuturetechnologies,we
show thatmicroarchitecturalredundancy providessubstan-
tial bene�tsachieving �

����� of up to 99.6%.

Theremainderof thispaperis organizedasfollows. Sec-
tion 2 providesbackgroundon yield lossandsomerelated
work in yield enhancement.Section3 identi�es andclas-
si�es the typesof redundancy in modernmicroprocessors
anddescribesthemechanismsrequiredto exploit it for yield
andfail-in-placeenhancement.Section4 describesthede-
tails of our yield, area,andperformancemodels.Section5
presentsresultsshowing theyield bene�tsof microarchitec-
turalredundancy asafunctionof technology, defectcharac-
teristics,andarchitecture.Section6 summarizesour �nd-
ingsanddescribesthesynergy betweenthiswork andother
designtrends.
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2 Background and RelatedWork

Yield lossover timecanbedividedinto aninitial phase
of technologydeployment dominatedby systematicfail-
ures,with an eventualcrossover to a more maturephase
dominatedby randomdefects[17]. Futuretechnologyad-
vancementsareexpectedto involve continuedshrinkingof
featuresizes,andtheintroductionof new processstepsand
materialsincreasingtheyield sensitivity to designfeatures,
introducingnew sourcesof systematicdefects,andrequir-
ing afeature-basedmethodologyto quantifyyield loss[12].
Thoughwefocusprimarily on theyield lossdueto random
defects,werecognizethatmany of thetechniquesdiscussed
herewill also help in identifying more usablechips dur-
ing the initial technologylearningphase.In this paperwe
pushthetraditionaltechniquesof yield enhancement,based
ondetectingandeitherdisablingor recon�guringthefaulty
resources[10], insidetheboundariesof a singleprocessor
by identifying andexploiting redundanciesat themicroar-
chitecturallevel. Due to theenormousexpenseof suitable
testersand test time with growing chip complexity, com-
poundedby the�ne-grainednatureof redundancy proposed
in thispaper, weenvisiontheneedfor moreadvancedBIST
controllersthatbuild on thecapabilitythatexists for array
repair to includesupportfor othertypesof fault tolerance
mechanisms[6].

Therearetwo classesof work relatedto theperformance
averaged yield concept. In [20], yield evaluationis done
for memorychipswith redundancy that allows the chip to
bepartitionedsothat thefault-freesectionscanoperatein-
dependently. Theequivalentyield conceptproposedin that
paperaccountsfor partially goodchipsby scalingtheyield
by the memorycapacityof the degradedchip. In this pa-
per, weextendtheargumentto processorchipsandpropose
a performancebasedmetric that is a bettermeasureof the
effect of chip degradationat thesystemlevel. Performabil-
ity [14] wasproposedasa re�ned measureof availability
by accountingfor the degradedperformancedynamically.
Performanceaveragedyieldadaptsthisdynamicconceptto
staticchipyield evaluation,while recognizingthefactthatit
directly appliesto fail-in-placesystemswith runtimeBIST
andrepair.

3 On-Chip RedundancyModel
This sectiondescribeseachredundancy model and our

implementationof the redundancy modelsin the different
processorcomponents.In thefuture,many chipswill likely
contain multiple processors,when we can imagine a set
of intra-processorredundanciesaswell asinter-processor
redundancy at the next level of hierarchy. As a basisfor
analysingtheeffectsof thedifferentredundancy types,we
have de�ned a processormodel(Table1) that is similar to
the Alpha 21264[9]. Both the integer and �oating point
clustersare symmetricand eachhave 2 functional units

within them. The processoralsohasan on-chipL2 cache
of 1MB. Thespare entriesprovidedin thecomponentsare
usedonly in thefaceof defectsanddonot contributeto ad-
ditional performance.We identify threeprimary typesof
redundancy asabasisfor our redundancy model(Figure1).

Component Level Redundancy ( � �"! ): In � �"! , the
componentis typically replicatedto provideadditionalper-
formancethroughparallelism,but only a subsetis actually
requiredfor correctfunctionality. Eachcomponentthathas

� �"! hasaresourceline associatedwith it, andthecompo-
nent'sBISTmodulesetstheresourceline to bepermanently
BUSY in theeventthecomponentis disableddueto inter-
nal faults.Theparentcontrol logic alreadycontainsmech-
anismsthat restrictsits useeachcycle to only thosecom-
ponentswhoseresourcelines areFREE.For instance,the
instructionschedulinglogic is implementedusingwakeup
arraysthat containRESOURCEAVAILABLE lines indicat-
ing which resourcesareFREEin thegivencycle [4]. The
executionclustersandthe internalALUs of the processor
arecoveredby the � �"! model.Thehierarchicalnatureof
the � �"! for theclustersandALUs providescoverageover
thecontrollogic of theindividualclusters.

Array Redundancy( #$! ): Whendefectsaredetectedin
rows or columnsof bit cells in themainbodyof thearray,
the #%! mechanismscanbe con�gured to effectively steer
thedecodetowardstheredundantentryratherthantowards
the bad row or column.From a yield perspective, #%! is
attractive becausea relatively small investmentin areacan
offer excellentdefecttolerancefor theentirestructure.The
setassociativeL1 andL2 cachesareway-interleavedallow-
ing both � �&! (disablingoneset)and #%! (redundantrow
steeringwithin oneof the operationalsets).The � �"! for
the cachesprovidescoverageover the peripherallogic of
the individual cachebanksalso. Consistentwith the ac-
cepteddesignpractice[8], theredundantrowsandcolumns
areabout2.5% of the basecachecapacity. The TLBs are
alsocoveredby the #$! model.

Dynamic Queue Redundancy ( ')(*! ): A valid bit is
addedto eachqueueentry that has '+(,! . If a particular
queueentryhasdefects,it canbepermanentlydisabledby
clearingthevalid bit, thusdecreasingthenumberof avail-
ableentries.The existing protocolsthataddqueueentries
aremodi�ed to stall themachinewhentheavailablequeue
entriesarefull. Downstreamqueueaccesslogic is alsoaug-
mentedso that the queueentriesmarked invalid arenever
processed.In highly pipelineddesigns,aswell asdesigns
thatsupportdynamicreorderingof operations,many struc-
turessuchasthereorderbuffer, theissuewindow, theregis-
terremappers,theloadandstorebuffersareimplementedas
queues.In our implementationof ')(*! , we includespare
queueentriesto providesomedefecttolerancewithout los-
ing any performance,similar to #$! . Nevertheless,our ex-



ProcessorRedundancy Con�guration
MicroarchitectureResource Basecapacity/ Spareentries Redundancy Model Minimum operationalsize

INT, FPInstructionWindow 20 / 1 DQR 20
INT, FPRegisterFile 80 / 2 DQR 80
INT, FPMapTable 32 / 1 DQR 32
Executionunitspercluster 2 / 0 CLR 1
(INT Alu, FPAlu, INT Mult, FPMult)
INT, FPClusters 2 / 0 CLR 1
ReorderBuffer 80 / 2 DQR 80
Load/ Storequeue 32 / 1 DQR 32
TLBs (Fully associative) 128/ 2 AR 128
L1 I, D cache(2-way associative) 64KB / 1.5KB AR, CLR 32KB
L2 cacheon-chip 1MB / 24KB AR, CLR 0MB

Table 1. Processor redundanc y con�guration
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Figure 1. Basic Redundanc y Models.

perimentsshow thatdisablingoneor two entriesin mostof
thesequeuesresultsin at most1%lossin performance.

Elementsof theprocessornot listedin thetable,like ran-
domcontrol logic, andlogic that is usedto implementthe
redundancy model itself, have no redundancy coveragein
our exampledesign. Nevertheless,approximately85% of
thetotal areaof theprocessorhascoveragethroughredun-
dancy, ascomparedto 50% with #$! alonein the L1 and
L2 caches.This con�gurationandaggregatemodelis used
for the uniprocessorandmultiprocessoryield analysisde-
scribedthroughoutthis paper. Sincemainstreamproces-
sors [2] alreadyemploy redundantrows and columnsin
caches,the baselineyield ( ��-.��/10 ) correspondsto a pro-
cessorwith #%! in theL1 andL2 caches.

4 Methodology
Our methodologyfor calculatingoverall chip yield inte-

gratesabasicyield modelandamicroprocessorareamodel
with the redundancy modelof thechip components. The
yield of thechipcomputedthusis thenlinkedwith its mea-
suredend-performanceacrosstherangeof differentcon�g-
urationsto obtaintheperformanceaveragedyield ( �

����� ).
Theremainderof this sectiondescribeseachof thesemod-
elsin greaterdetail.

4.1 Random DefectLimited Yield Model

In this paper, we have adopted the PoissonYield
modelfor modelingtherandomyield component[13]. Our

methodologycanbeextendedto useothercommonlystud-
ied and more detailedyield modelssuchas the Negative
Binomial model[10]. ThePoissonYield ( ��� ) Model mod-
elstherandomdefectsto becompletelyindependentandis
describedby:

���32547698�:<;>=

�

=@?BA�C (1)

where'D� is thedefectdensitymeasuredin defectsper EF�HG ,
# representsthe areaof the componentin EF�HG , and IJ!

is the kill ratio or the fraction of the total componentarea
that is sensitive to defects.The kill ratio modelsthe inter-
actionbetweenthe defectsizeandthe layout featuresize,
andincreasesasthe ratio of defectsizeto the featuresize
increases.The ITRS [17] hasset a target of 83% for the
random-defectlimited yield of microprocessors.We obtain
a �

-K��/10 of 85.4%at 250nmusingthedefectdensitypro-
videdby theITRS,for a normaldefectto featuresizeratio,
andachipareaof �7L����M�NG , validatingourinputparameters
to thePoissonYield model.

4.2 Chip Ar eaModel

Estimationof individual componentyield requiresde-
tailedareamodelsof theprocessingcoresandcaches.We
con�gured Cacti 3.0 [19], an integratedmemory access
time,energy, andareamodel,to deriveareaestimatesof L1
andL2 caches,TLBs, register�les, andall on-chipqueues.
To modeltheareaof functionalunitsweusedanempirically
derived, technology-independent areamodel [5]. To esti-



Structure Percentageof total area

L2 cache 49.0%
L1 D cache 12.7%
L1 I cache 5.5%
Integer functional units 6.3%
Floating point functional units 6.7%
On-chip storagestructures 11.1%
(exceptcaches)
Misc. components 6.0%
(BIU, PLL,I/O padsetc.)
Randomcontrol logic 2.7%
Total Ar eaat 250nm OFPFQ�R%R S

Table 2. The Unipr ocessor Model

matetheareaof miscellaneousblockssuchasI/O padsand
clock distribution trees,we developedan empiricalmodel
basedonouranalysisof theAlpha21264�oorplan [9]. We
validatedourareamodelagainsttheAlpha21264micropro-
cessor�oorplan area[9] andcalculatedtheerrorto be3.8%.
Table2 shows theareaof theprocessormodeldescribedin
Section3, and its distribution amongits most signi�cant
components.

4.3 Overall Chip Yield Model

Section3 describeshow a singleprocessorcomponent
mayhave morethanoneform of redundancy. If themulti-
ple redundanciesarenon-hierarchicalin nature,theoverall
componentyield is simply equalto the productof the in-
dividual regionyieldscorrespondingto thedifferentredun-
dancy models.Theindividualyieldscanbecomposedusing
a simpleproductbecausethe Poissonmodeltreatsdefects
ascompletelyindependent.Ontheotherhandif thecompo-
nenthasredundanciesthat composehierarchically, we be-
gin by applyingthemethodat thelowestlevel at which the
redundanciesof the regionsarenon-hierarchicaland then
reapplythemethodrecursively at eachhigherlevel of hier-
archy. Thechip areamodelis usedto estimatetheareaof
thedifferentcomponentregions.Theredundancy modelof
a region is oneof � �"! , #$! , ')(*! or no redundancy. The
PoissonYield modelis useddirectly to calculatethestatis-
tical yield of a region with no redundancy. Themethodto
calculatetheyield of a regionwith oneof thethreeprimary
redundancy schemesis describedbelow.

Yield with the basic redundancy models: A redun-
dancy modelspeci�estheminimumnumberof workingen-
tries the componentmust possessto ensurecorrectover-
all functionality. The overall componentyield is therefore
thesumof theprobabilitiesassociatedwith all thecon�g-
urationsin which thecomponenthasat leasttheminimum
numberof workingentries,outof thetotalnumberof entries
including spares.The �

A

from this calculationis summa-
rizedusingthewell known binomialexpansion:

�
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where �

c

m is the combinationsoperator, �Mn�o[p is the sub-
set of entriesrequiredfor correct functionality, qrp repre-
sentsthebasenumberof entriesin thecomponent,and pl4

is the numberof spareentries. The probability of a entry
beingfunctionalor invalid is computedusing the Poisson
Yield model. For example,cachesthat have #$! arepro-
videdwith enoughredundantrows andcolumnsto greatly
improveyield andat thesametimeshow noreductionfrom
peakperformance.Hencein this case�Mndo[p becomesequal
to qrp , andthevalueof pl4 is dependenton thecachecapac-
ity. With � �"! in the clusters,the processorcould poten-
tially have a con�gurationwith only onefunctionalcluster,
in which casep�4 is equalto zeroand �Mndo[p is equalto one.
Hence �ts

�.0

A

��u@u , our overall yield metric, not only in-
cludesthetraditionallyaccountedfully functionalchipsbut
also includeschipswith degradedcomponents.The min-
imum subsetof entriesfor eachon-chipcomponentdeter-
minedby thespeci�c redundancy modelis givenin Table1.

4.4 PerformanceAveragedYield Model

While �
s

�.0

A

��u	u treatsall the resultingyield con�g-
urationsequally regardlessof their degradedstate, �������

speci�cally aims to differentiatebetweenfully functional
chips and chips with degradedcomponents. Our design
of the �

����� metric achieves this by using the vxw,� of
the resultingchip con�guration asthediscriminatingmea-
sure. Using this formulation capturesboth the effects of
redundancy—improvements in yield and reductionsfrom
peak performance. Adding three stepsto the algorithm
for computing �

s
�.0

A

��u@u gives us ���[��� . First, the
y

#{zJvxw,� correspondingto thebasecon�guration(which
is themaximalcon�guration) is calculated.Eachdegraded
con�guration is thenassociatedwith a relativeIPC, which
is theratio of its vxw,� to the

y

#$zJv7w,� . Finally theyield
of eachcon�gurationis scaledby its relativeIPC andaccu-
mulatedto give ������� . This is describedby theequation:

�
�����

T

^
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m
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X

�
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vxw,�

_

y

#{z‰v7w,�

(3)

To evaluatetheperformanceof thevariousdegradedcon-
�gurationsweusedthesim-alphasimulator[3] whichmod-
els the Alpha 21264core in detail. First, we con�gured
sim-alphato resembleour processormodel. We further
mademodi�cations that enableus to simulatethe differ-
entdegradedcon�gurationsbyselectivelydisablingon-chip
components.We chosesevenbenchmarks(Figure2) from
theSPEC2000benchmarksuiteandsphinx, aspeechrecog-
nition benchmark,to provide a wide rangeof behavior in



Benchmarkcategory Benchmarkname FFWD RUN MaxIPC
(x100M)

INT Memoryintensive 181.mcf 336.3 100M 0.13
sphinx 60 200M 0.57

Processorbound 164.gzip 332 100M 1.76
252.eon 207.3 100M 1.29

FP Memoryintensive 171.swim 1196 100M 1.02
179.art 66.3 100M 0.26

Processorbound 183.equake 193.4 100M 1.11
177.mesa 639.9 100M 1.34

Figure 2. Benc hmarks used for perf ormance experiments
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Figure 3. IPC distrib u­
tion for the diff erent
con�gurations.

IntFus 4 3 2 4 4 4 4 4 2 2 1 1 4 2 1
FpFus 4 4 4 3 2 4 4 4 2 2 1 1 4 2 1
IL1 (KB) 64 64 64 64 64 32 64 64 64 32 64 32 64 32 32
DL1 (KB) 64 64 64 64 64 64 32 64 64 32 64 32 64 32 32
L2 (MB) 1 1 1 1 1 1 1 0.5 1 0.5 1 0.5 0 0 0

Rel IPC 1.0 0.97 0.93 0.98 0.99 0.97 0.97 0.94 0.93 0.85 0.73 0.69 0.65 0.50 0.44

Table 3. Relative IPCs for a few sample degraded con�gurations.

their usageof the memory systemand the executionre-
sources. Figure2 also shows the numberof instructions
skippedto reachthestartof theexecutionphase( Š*Š,‹Œ' ),
the numberof instructionssimulated( !,• Ž ), determined
usingSimPoint[18], andthemaximumIPCfor eachbench-
markat thebasecon�guration.

Two importantfactorscontribute to �
����� beingnearly

equalto �ts
�.0

A

��u	u . To describethe factorswe plot the
normalizedIPCdistribution for therangeof all theallowed
processorcon�gurations(Figure3),notaccountingfor their
actualyield or likelihood of occurence. First, the graph
shows that 80% of the con�gurationshave a relative IPC
(Rel IPC) greaterthan0.8. The remainingcon�gurations
having RelIPC around0.55correspondto thechipswith a
fully defective L2 cache.Theleft sectionof Table3 shows
harmonicmeanRelIPCsof a smallsubsetof chip con�gu-
rationshaving RelIPC greaterthan0.8. In theright section,
the Rel IPC dropsbelow 0.8, with the last columncorre-
spondingto ourmostdegradedcon�guration.Second,there
is enoughredundancy in our processormodelthatmostof
the yield is also concentratedin con�gurationswith high
RelIPC, andhighly degradedcon�gurationssuchasin the
right sectionof thetablenever occurandhenceprovideno
contributionto yield. Hencein all of theproducttermscon-
tributingto ������� (Equation3) with non-zeroyield ( �

_ ) the
associatedRelIPC is closeto one.

5 Results

In this sectionwe presentour resultsfor the yield en-
hancementwe observe at future technologiesandchip mi-
croarchitecturesasa function of the defectcharacteristics
andtheredundancy model.

5.1 Chip Topologies

Futurechip microarchitectureshave substantial�e xibil-
ity in usingthe larger numberof transistorsthat can�t in
a given chip area. In the caseof special-purposeproces-
sors, where the desiredfunctionality remainsfairly con-
stantwith time, the requiredperformancecanbe achieved
with no additional featuresin the processorarchitecture.
As shown in Figure 4a, the areaof the uniprocessorin
theconstant-architectureschemedecreasesrapidlywith de-
creasingfeaturesizebecausethe microarchitectureis kept
constant. However, with successive microprocessorgen-
erations,the dominanttrend in generalpurposeprocessor
designhasbeento addmicroarchitecturalfeaturesthaten-
hancethe processor's functionality andconsumethe extra
silicon area.Figure4b illustratesthis constant-areaunipro-
cessormodel, where the relative proportionsof the core
areaandtheareaoccupiedby cachesis keptapproximately
constant.Technologyscalingtrendsandconsiderationson
multi-threadperformancehave in�uenced someemerging
architecturesto includemultiple processorswithin a single
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Figure 4. Chip topologies.

chip,whichhassubstantialimplicationsfor yield. Figure4c
illustratestheCMP(Chipmultiprocessor)modelbuilt using
the constant-architectureuniprocessormodelas the build-
ing block.

5.2 Unipr ocessorYield
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Figure 5. Yield for a constant­ar chitecture
unipr ocessor model at normal defect size.

Constant-architecture Unipr ocessor Yield: Figure 5
shows ������� obtainedby incrementallyadding different
�a vors of on-chip redundancy to the constant-architecture
uniprocessormodel. For instance,at 100nm the maxi-
mum contribution comesfrom L2 bank level redundancy,
and � �"! in the functionalunits dominatesamongall the
othertypesof redundancy,whichtogetherincrease�

����� to
98.8%.Acrosstechnologies,� -K��/10 increasesfrom 85.4%
to a maximumof 93.7%becausethegain from therapidly
decreasingchip areaoutweighstheincreasedsusceptibility
to yield lossdueto the higherkill ratio. Second,the con-
tribution of L2 banklevel redundancy continuesto be sig-
ni�cant, andall theothertypesof redundancy giveprogres-

sively diminishingreturns. This is becausetheL1 andL2
cachesoccupy almost70% of the chip areaandthe abso-
lute areaoccupiedby the remainingcomponentsbecomes
vanishinglysmall at smallerfeaturesizes. Finally, �������

increasesfrom 98%at 250nmto 99.2%at 50nm,andsince
mostof thecon�gurationslie within 20%of maximumper-
formance(Figure 3) � s �.0

A

��u@u (indicatedby the dotted
line) is at most0.4%above ������� acrossall technologies.
The above result is signi�cant becauseit shows that even
though ��-.��/10 improves with technology, ������� can be
furtherimprovedby addingmicroarchitecturalredundancy.

Constant-area Unipr ocessor Yield: Unlike the
constant-architecturemodel ��-K��/10 decreasessubstantially
from 85.4%at 250nmto 59.5%at 50nm,astheareaof the
chip componentsremainconstantacrosstechnologies,and
thekill ratio increaseswith decreasingfeaturesize.Hence,
exploiting the greater available redundancy at smaller
feature sizes, whether in the form of more functional
units,cachebanks,offersgreaterimprovementsto ��-K��/10 ,
achieving �

s
�.0

A

��u	u ranging from 98% at 250nm to
91.3% at 50nm. However, the increasingdif�culty in
achieving scalableperformanceby scalingan out of order
superscalaruniprocessor, has induced the adoption of
CMPsasdiscussedin thenext section.

5.3 Multipr ocessorYield

In thispaper, weexploretwo typesof multiprocessorre-
dundancy. In intra-processorredundancy,achipcanhaveits
processorsin any of theallowedinternallydegradedstates,
but theentirechip is consideredbadoncetheavailablere-
dundancy is exhaustedin evenoneof its processors.Onthe
otherhanda processorin a chip with only inter-processor
redundancy becomesuselessif any fault residesin it. How-
ever, if enoughof the remainingprocessorsarefunctional,
thechip canstill beoperational.In this paperwe consider
the chip to be functional as long as there is at leastone
goodprocessor, but in practiceour modelsnever produce
chip con�gurationswith morethantwo badprocessorsper
chip. We calculatechip performanceastheaggregateper-
formanceof all the coreson the chip, sincewe model the
multiple threadsto be independent.The algorithmfor cal-
culating ������� from Section4.4 canbenaturallyextended
to a multiprocessorby modifying eachstepto accountfor
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danc y at normal defect size.
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the v7w,� of theentiremultiprocessor(whetherthecon�gu-
rationis fully functionalor degraded).

5.3.1 Yield with Intra-pr ocessorRedundancy

Figure6 plots ���[��� , acrossall technologies,obtainedby
incrementallyadding redundancy to eachprocessorin a
multiprocessorchip with intra-processorredundancy. The
x-axis shows the featuresize and the numberof proces-
sorsper chip at eachtechnology. At any given technol-
ogyaddingredundancy improves�

����� substantially, � �"!

in the functional units give maximum yield bene�t, and
the bene�ts from L2 bank level redundancy, '+(*! in the
queues,and � �"! in the clustersarecomparable.For in-
stance,at 70nmaddingredundancy dramaticallyimproves

�
����� from 68.2% to 93.7%.Thereare three interesting

featuresthat can be observed acrosstechnologies. First,
the �t-.��/10 decreasessubstantiallyfrom 85.4%at 250nm
to 59.5%at50nm,becausethekill ratio increasesconsider-
ablyatsmallerfeaturesizes.Second,theinstancesof intra-
processorredundancy onthechipincreaseslinearlywith the
numberof processors,andasaresulttheadditionof redun-
dancy leadsto greaterimprovementsin yield atsmallerfea-
turesizes.For instance,at 180nm ������� increasesby 4.4%
onadding� �&! in thefunctionalunits,whereasit increases
by 12.4%at50nm.Third, thehigheryield bene�ts,depend-
ing ontheredundancy model,imply thatmorechipsarede-
gradedat smallertechnologies.But as the areaoccupied
by a singleprocessordecreases,its �

-K��/10 increases(see
Figure5), and hencethe probability of it being defective
decreases.Combinedwith theincreasingnumberof proces-

sorsper chip, the fractionof degradedprocessorsper chip
decreaseswith technology. Hence,eventhoughthenumber
of degradedchips increasesat smallertechnologies,each
resultingdegradedchip con�guration containsa majority
of fully functionalprocessorcoresandvery few degraded
processors.As a result, ������� continuesto bewithin 0.2%
of �

s
�K0

A

��u@u at all technologies.Although therearesig-
ni�cant bene�tsfrom addingredundancy, ���[��� with all the
typesof redundancy dropsfrom 98%at 250nmto 91.3%at
50nmdueto higherkill ratio.

5.3.2 Comparisonof RedundancyModels

Figure7 compares�
����� obtainedusingfour differentre-

dundancy models.With only #$! , �
����� decreasesrapidly

from 85.4%at 250nmto 59.5% at 50nm. Having intra-
processorredundancy alone achieves high ������� , which
decreasesslightly from 98% at 250nmto 91.3%at 50nm.
Inter-processorredundancy givescoverageover the entire
areaof thechip andhence������� increasesuniformly from
85.4%at250nmto 98%at50nm.Theyield bene�tsoffered
by intraandinter-processorredundancy crossoverat100nm
becauseof the oppositetrendsin their ������� acrosstech-
nologies.While thisanalysisassumesaconstantdefectden-
sity acrosstechnologies,largerdefectdensitieswill shift the
crossover point to the right becausethe fault susceptibility
perunit areaof silicon increases,andhence�ne grainedre-
dundancy becomesmoreappropriate.Also while our CMP
designis composedof a numberof relatively small Alpha
21264-like cores,futureCMP designsmay take advantage
of much larger uniprocessorcoresto achieve technology



scalablehigh performanceover a wide rangeof applica-
tions[16]. Consequently, therewill befewerprocessorsand
signi�cantly greaterintra-processorredundancy thaninter-
processorredundancy per chip, which will againshift the
crossoverpoint to theright. Sinceintra andinter-processor
redundancy offer different typesof coverage,having both
intra andinter-processorredundancy providesconsistently
high ������� rangingfrom 98%at 250nmto 99.6%at50nm,
with amaximumimprovementin ������� of 3.75%overhav-
ing only oneof thetypesof redundancy.

6 Conclusions

Thispaper, examinestheredundancy in modernmicroar-
chitecturesthatcanbeusedto enhancetheiryield, andeval-
uatesthe trade-off betweenperformanceand yield within
the context of microprocessorsand chip multiprocessors.
We proposea new yield metric called performanceaver-
aged yield ( �

����� ) which accountsfor the level of perfor-
mancedegradationon all functioningchips. By exploiting
microarchitecturalredundancy we demonstratethat ���[���

canbeimprovedto ashigh as99.6%at 50nm,with a max-
imum reductionin performancein any chip of less than
20%,asubstantialimprovementfrom a �

s
�K0

A

��u@u of 60%
achievedwhenonly consideringthedefect-freeparts.

Today'ssystemsthatprovidefail-in-placecapabilitiesdo
so at the systemlevel andtypically provide hot sparesfor
power supplies,processorschips, memory modules,and
disks [2]. We advocatepushing fail-in-place inside the
boundariesof asinglechipor processorandallowing defec-
tivecomponentsto continueto operate,perhapswith some-
what degradedperformance. Of coursefail-in-placealso
requirestechniquesfor detectionandrecovery from inter-
mittentandtransientfailuresthatoccurduringa program's
execution,andsomesuchmechanismsaresummarizedin
theliterature[1, 15].

The regularity andredundancy that we exploit is syner-
gistic with several technologyanddesigntrends. Manag-
ing increasingdesigncomplexity demandsmodulardesign
techniquesthatreusechipcomponents,thuscreatingredun-
dancy opportunities.Second,theincreasein wire delayrel-
ative to transistorswitching time will likely lead to parti-
tionedarchitecturescomposedof replicatedhardwaremod-
ules[16]. Finally, looming limits on energy andheathave
led architectsto suggesttradingpower for performanceby
selectively disablingmicroarchitecturecomponents[7]. We
expect that future systemsdesignerswill take advantage
of replicationandpartitioningto meetthesejoint goalsof
power, performance,reliability, andeaseof design.
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