CHAPTER |

INTRODUCTION

In the not-very-distant future, software agents will be able to provide decision support
for human decision makers, or even behave autonomously in the environment on behalf of
human decision makers. These software agents need built-in planning capabilities to cope
with the complexity of real-world applications, because decisions are not made in isolation
and earlier decisions will a ect how later decisions can be made. Artificial intelligence (Al)
planning deals with the problem how such decisions can be made. It is important that
planners of such agents have the same planning objectives as their human users; otherwise
the plans generated by them are not what people really want, and thus of little use to their
human users. Planners of such agents also need to deal with uncertainty, which, for example,
can result from sensor or actuator errors, as well as incomplete information or incomplete
modeling of the environment. However, current decision-theoretic (DT) planners, although
a promising approach to planning under uncertainty, are insu cient for such real-world
applications since they use simple planning objectives that often do not meet people’s
needs.

A human decision maker’s preference structure indicates how he or she compares dif-
ferent outcomes of his or her decisions. The preference structure determines the planning
objective. Decision theory has studied empirical and normative preference structures of
human decision makers. However, it only specifies what optimal plans should be, but not
how to obtain them e ciently. On the other hand, decision-theoretic planning has devel-
oped planners that solve artificial intelligence planning problems e ciently by exploiting
structures of these planning problems. But it only uses simple planning objectives such as
maximizing the expected plan-execution reward or maximizing the probability of achieving

a goal state. Therefore, the current “decision-theoretic” planning research is not complete,



Table 1.1: An illustrative example for risk attitudes

Probability Reward Expected Reward | Utility | Expected Utility
. 50% $10,000,000 0.95
Alternative 1 50% $ 0 $5,000,000 0.00 0.475
Alternative 2 100% $ 4,500,000 $4,500,000 0.74 0.740

without investigating how to plan e ciently with more realistic preference structures from
decision theory.

This thesis studies risk-sensitive planning objectives, an important type of realistic plan-
ning objectives, in the decision-theoretic planning framework, by combining principles from
decision theory, theoretical foundations from operations research (OR), and constructive
methods from artificial intelligence planning, thus combining the strengths of these decision-

making disciplines and extending the applicability of Al planners.

1.1 RIisk Attitudes

Risk-sensitive planning objectives are planning objectives that take into account human
users’ risk attitudes. Risk attitudes are an important type of preference structure that
influences how people make decisions in domains where huge wins or losses are possible.
Many domains in Al planning under uncertainty are such high-stake planning domains
since huge losses of money, equipment, or even human life are possible in these domains.
Examples include space applications, such as autonomous spacecraft control (Pell et al.,
1998) and rover navigation (Simmons et al., 1995; Zilberstein et al., 2002); environmental
applications, such as fighting forest fires (Cohn et al., 1989) and containing marine oil spills
(Blythe, 1997); and business applications, such as production planning (Murthy et al., 1999)
and autonomous trading agents (Goodwin et al., 2002).

In high-stake decision scenarios, human decision makers usually do not maximize the
expected reward because they take their risk attitudes into account. Risk attitudes explain
why human decision makers buy insurance even though the insurance premium is usually
much larger than the expected loss from the insurance cause, and also why human decision

makers buy lottery tickets even though the ticket price is usually much larger than the



expected lottery prize. Before considering how risk attitudes a ect planning, we first illus-
trate the concept of risk attitudes more specifically using a simple lottery example shown
in Table 1.1. The decision problem involves a choice between two alternatives, and one can
choose to participate in one and only one of the two lotteries at no charge. When human
decision makers have to decide whether they would like to choose Alternative 1: $10,000,000
with 50% probability (and nothing otherwise), or Alternative 2: $4,500,000 for sure, many
prefer Alternative 2 although its expected reward is clearly lower — they are risk-averse
(basically meaning that they tolerate a smaller expected reward for a reduced variance, and
thus put more weights on the worst case of all possible outcomes, although this explanation
is a bit simplified). If a planner chooses Alternative 1, then many human decision makers
will be extremely unhappy half of the time. But this is exactly what a planner will do un-
der the currently popular planning objective in decision-theoretic planning research, which
maximizes the expected reward.

Decision theory (French, 1986) has been used as a normative framework for making
rational decisions under uncertainty, and can explain why the behavior of choosing Alter-
native 2 is perfectly rational. The two components of decision theory are probability theory
and utility theory, where probability theory deals with uncertainty and utility theory deals
with preferences. Utility theory (von Neumann and Morgenstern, 1944; Fishburn, 1970;
Barbera et al., 1998) suggests that people prefer an alternative with the maximal expected
utility, where the utility, in this context, is the value of a monotonically increasing function
of the wealth level (how much money one has), and the function is risk-sensitive if it is
nonlinear. Intuitively, the utility reflects how happy the decision maker is with its current
wealth level. Maximizing the expected utility and maximizing the expected reward result
in the same decisions if either the domain is deterministic or the utility function is linear,
in which case the utility function and the agent are referred to as risk-neutral. These as-
sumptions, however, are often not satisfied. For example, nonlinear utility functions are
necessary to account for the risk-averse attitudes of many human decision makers in the

lottery example above.
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Figure 1.1: Interpretation of the lottery example using a concave exponential utility func-
tion

Utility theory explains the behavior of taking Alternative 2 as follows. Exponential
utility functions are a popular type of risk-sensitive utility function (Corner and Corner,
1995). With a concave exponential utility function 1 — 0.9999997" when being o ered the
lotteries, the human decision maker associates utility 0.00 with a wealth level of $0, utility
0.74 with a wealth level of $4,500,000, and utility 0.95 with a wealth level of $10,000,000.
Then, the (expected) utility of getting $4,500,000 for sure is 0.74, whereas the expected
utility of getting $10,000,000 with 50% probability is only 0.475. These calculations are also
depicted in Figure 1.1, where the solid lines correspond to Alternative 1 and the dashed
lines correspond to Alternative 2. In this case, Alternative 2 maximizes the expected utility
for this person, which captures why this person prefers the safe alternative (Alternative 2)
over the one with the larger expected reward (Alternative 1). Other human decision makers
can have other utility functions and thus may arrive at di erent decisions. For example,
some human decision makers, such as aggressive gamblers, can be risk-seeking, who would
welcome a larger variance for a reduced expected reward, and thus put more weight on
the best case of all possible outcomes. For example, a risk-seeking person may still take

Alternative 1 in the lottery example for the chance of winning big, even if the sure reward
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Figure 1.2: A grid-world robot navigation example

in Alternative 2 were increased to $5,500,000, which would be higher than the expected
reward from Alternative 1.

Intuitively, risk attitudes will also a ect which plan to choose in high-stake planning
domains, where the multiple decisions are made sequentially. In this thesis, | study how
to incorporate risk attitudes into decision-theoretic planning to make it more suitable for
building software agents in real-world applications. Before we discuss risk-sensitive planning
in more detail, we first briefly review some concepts from Al planning and DT planning,

and introduce two running examples.

1.2 Al Planning and Two Examples

In this section, we briefly review some concepts of Al planning under uncertainty. This
review is necessary since we need to re-examine the concepts from current decision-theoretic
planning under risk-sensitive planning objectives, in order to understand their similarities
and di erences.

We also introduce two running examples, a robot navigation problem and a painted
blocks problem, which will be used throughout this thesis. The robot navigation example
is also used in this section to illustrate concepts in Al planning under uncertainty. The

painted blocks example will be introduced toward the end of this section.
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Figure 1.3: Action models

Planning in artificial intelligence concerns determining how intelligent agents should act
in the environment. The agent can perform actions that change its states in the environ-
ment. The first example is a grid-world robot navigation problem. Figure 1.2(a) shows the
map for this problem, where the states are cells, and actions are movements in the four main
compass directions, north (N), east (E), south (S), or west (W). The robot is able to enter
any cell in the map. If there is no uncertainty, the robot will move deterministically into the
cell next to its current cell in the direction corresponding to the action it chose, as shown
in Figure 1.3(a), where the solid arrow indicates the action and the dashed arrow indicates
the resulting state. But if uncertainty is present, a movement action can have multiple
distinct outcomes. Figure 1.3(b) illustrates such a case. A moving east action (E) in state
B1 can result in one of the states A2, B2, or C2. Usually actions are associated with costs
or rewards. In the example, performing an action incurs a unit cost, and additional costs
are possible if the robot enters muddy terrain (darker colors) but there are no additional
costs if it remains on the road (white color). The additional costs of states are shown in
Figure 1.2(b). The robot does not move when it bumps into the border of the grid world.

The agent usually needs to determine a series of actions that achieve a certain goal, and
this process is called planning. A plan is a collection of actions that can be executed by
the agent. If deterministic actions are su cient to model the problem, the robot will be
able to reach the goal state J1 starting from the initial state C1, following a deterministic
plan as shown in Figure 1.4(a). But if uncertainty is unavoidable, as in many real-world
applications, the agent needs plans that can handle all possible contingencies. Such a

plan is called a contingent plan. A contingent plan for the robot navigation example is
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Figure 1.4: Deterministic and contingent plans

shown in Figure 1.4(b). This contingent plan tries to recover from unintended outcomes of
actions by always going back to the nominal path suggested by the deterministic plan from
Figure 1.4(a).

A trajectory is the course of actions and states resulting from executing a plan. Since
we consider planning problems involving uncertainty, where there can be multiple distinct
outcomes when performing the same action in the same state but at di erent times, execut-
ing a plan several times can result in multiple distinct trajectories. For example, Figure 1.5
shows two possible trajectories for executing the contingent plan from Figure 1.4(b).

Planning objectives concern how the agent chooses among plans based on the agent’s
preference structure. For example, the agent may prefer a plan achieving a goal state over
one not achieving a goal state, or the agent may prefer a plan with a lower cost when
achieving a goal state. For an autonomous agent acting on behalf of a human user, or
a decision support agent for a human user, it is essential that the software agent uses the
same preference structure as its human user. Otherwise the resulting plans may not be very
useful for the user. When uncertainties are involved, the planning objectives should also
take into account all contingencies, rather than just comparing plans based on one sample
trajectory resulting from each plan. For example, in the robot navigation problem, the

contingent plan shown in Figure 1.4(b) is often preferred over the deterministic plan shown
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Figure 1.5: Two possible trajectories under the contingent plan

in Figure 1.4(a), since the former can deal with all possible trajectories, but the latter only
takes into account one possible trajectory.

The second example is the painted blocks domain (Koenig and Simmons, 1994b). An
agent tries to build towers of blocks. The agent can only move one top block at a time,
and it can move the block onto the table or onto the top of another tower. We assume that
the moving actions have uncertain outcomes. When the agent tries to move a top block
onto the top of a tower, this block may drop onto the table, and thus the action fails. The
action of moving a top block onto the table, however, always succeeds. Moreover, the agent
can perform deterministic painting actions that paint a block black or white. We assume
that it takes one minute to perform the moving action, and three minutes to perform the
painting action. A planning problem in the painted-blocks domain is to convert a given
initial configuration to a given goal configuration, which may only be partially specified.
An example of a painted-blocks problem is shown in Figure 1.6. If we do not distinguish
the individual blocks, the initial configuration Figure 1.6(a) is also the initial state, but the
goal configuration Figure 1.6(b) corresponds to seven goal states since the remaining two

blocks are not specified in the goal configuration.
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Figure 1.6: A painted blocks problem
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Figure 1.7: A probabilistic action model

1.3 Decision-Theoretical Planning

Decision-theoretic planning (Blythe, 1999; Boutilier et al., 1999) deals with planning prob-
lems under uncertainty in a quantitative fashion. It uses probabilities to describe the
likelihoods of uncertain outcomes of actions. For the robot navigation problem, we may
assign probabilities as shown in Figure 1.7. For the painted blocks problem, we assume that
the action of moving a block to the top of a tower succeeds with probability 0.5, which is
di erent from (Koenig and Simmons, 1994b). Therefore, following a certain plan does not
produce a single trajectory, but a probability distribution over possible trajectories. Since
some trajectories are more preferable than others, the agent needs to trade 0 between the
probabilities of realizing a trajectory and the preferability of doing so. For the robot nav-
igation example, we can use simulation to illustrate the distribution of trajectories under
the contingent plan from Figure 1.4(b) with the probabilistic action model from Figure 1.7.
Since it is di cult to show the distribution of trajectories directly, we show the frequen-
cies of state visits (Figure 1.8, where a darker cell indicates a higher probability) and total
rewards (Figure 1.9) as indications of the distribution of trajectories. These results are
obtained by simulating complete runs from the initial state to the goal state 200,000 times.
For the contingent plan, the expected total reward is —30.74 and the variance of the total

reward is 25.75.



Figure 1.8: Simulated frequencies of state visits for the contingent plan
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I use decision theory, especially utility theory, as a normative framework for making this
tradeo . In the context of planning, utility theory claims that under a set of reasonable
assumptions, we can define a utility function that maps trajectories to real-valued utilities.
The utility function is based on the agent’s preference structure so that a trajectory with a
higher utility is preferred over a trajectory with a lower utility. Moreover, the utility func-
tion assigns values such that when facing uncertainty, a rational agent’s planning objective
is to choose the plan that maximizes the expected utility (MEU) over all possible trajecto-
ries. Human decision makers sometimes deviate from utility theory because utility theory
does not model human inadequacies in decision making and thus is not able to explain all
empirical findings about human decision making (Kahneman et al., 1982; Bell et al., 1988).
This is not a problem for planning, since planners are supposed to follow a theory of nor-
mative rather than empirical decision making in order to eliminate inconsistencies. Besides,
recent empirical studies show that if human decision makers are given opportunities to learn
their inconsistencies, their behaviors will converge to what utility theory suggests (van de
Kuilen and Wakker, 2004). In this work, we assume that the agent is rational and follows
the implications of utility theory, that is, it prefers the plan that maximizes the expected
utility, where the expectation is taken over the probability space of the trajectories. When
the maximizing plan is hard to find, the planning objective is relaxed to finding a plan that
approximately maximizes the expected utility, that is, a “good” plan, which often can be
obtained much faster.

However, utility theory by itself only provides methods for choosing actions in simple
problems where all possible alternatives can be enumerated. For Al planning problems,
there are too many possible plans to enumerate (in fact there can be an infinite number of
plans). To alleviate this problem, many decision-theoretic planners adopt Markov decision
process (MDP) models from operations research as the formal representation of planning
problems under uncertainty (Koenig, 1992; Boutilier et al., 1999). The MDP formulation
can model various kinds of uncertainties such as uncertain outcomes of actions, exogenous

events, and has been extended to partially observable MDPs (POMDPs) to model sensor
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uncertainty (Sondik, 1971). With the MDP formulation, planning problems involving un-
certainty are now expressed in a language well-known to the operation research community
and with a rich literature (Puterman, 1994; Feinberg and Shwartz, 2002), from which Al
planning can use a lot of results and methods.

A popular planning objective for MDPs is to maximize the expected total reward (MER).
This planning objective is based on a simple utility function that is defined as the total
reward along the trajectory, by summing up the rewards obtained from each action. As
suggested by utility theory, the agent will choose a plan that maximizes the expected total
reward, which is a risk-neutral planning objective since the utility is identical to the total
reward and the identity utility function is risk-neutral. For the robot navigation problem,
an optimal plan under the MER objective is shown in Figure 1.10(a). The expected total
reward is —28.33 and the variance of the total reward is 13.68. To compare it with the plan
from Figure 1.4(b), we show the simulated frequencies of state visits in Figure 1.10(b) and
total rewards in Figure 1.10(c).

Risk-neutral planning objectives! are used by most decision-theoretic planners. Under a
risk-neutral objective, we can construct e cient Al planning algorithms based on a synthesis
of results from operation research, probabilistic reasoning, and classical Al planning. For
example, decision-theoretic planners from (Barto et al., 1995; Hansen and Zilberstein, 2001)
use heuristic search methods, which are popular in artificial intelligence (Hart et al., 1968;
Korf, 1990; Nilsson, 1980) and in Al planners for deterministic planning problems (Korf,
1987; Bonet and Ge ner, 2001; Ho man and Nebel, 2001), to focus computational e ort on
parts of the state space that are relevant for solving the planning problem; decision-theoretic
planners from (Hauskrecht et al., 1998; Sutton et al., 1999b; Dietterich, 2000; Parr, 1998)
use domain knowledge to hierarchically decompose planning problems, analogous to the

hierarchical planning ideas in classical Al planners such as (Tate, 1977; Nau et al., 1999);

IThere are variants of the MER objective that we just described, for example, the discounted version
MERg. We refer to the MER objective and its variants collectively as risk-neutral planning objectives. They
are described in more detail in Section 2.3.
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Figure 1.10: An optimal plan under the MER objective
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and decision-theoretical planners from (Boutilier et al., 2000; Hoey et al., 1999) use feature-
based representations of the state space, similar to the representations used in classical Al
planning research (Fikes and Nilsson, 1971; Pednault, 1989).

Nevertheless, risk-neutral objectives also have their negative side. They emphasize a par-
ticular utility function, and thus a particular preference structure. This is overly simplistic
in some applications such as high-stake decision scenarios. To account for more realistic
preference structures of human decision makers, we need to use the more general MEU ob-
jectives with more general utility functions. Since it is important to take human decision
makers’ risk attitudes into account when solving planning problems involving uncertainty,
this thesis discuss general approaches and specific planners that plan under risk-sensitive

planning objectives that reflect di erent risk attitudes.

1.4 Risk-Sensitive Planning

As illustrated by the lottery example, the MER objective is often too simplistic to model the
preference structures of human decision makers adequately. In particular, it cannot model
the risk attitudes when facing high-stake decision scenarios.

How to plan under risk-sensitive planning objectives that are useful in high-stake scenar-
ios, however, is a topic that has been neglected in the literature of Al planning, with very
few exceptions (Koenig and Simmons, 1994a,b; Koenig, 1997; Koenig and Liu, 1999). It is
nevertheless an important topic because the recommendations of planners should reflect the
opinions of their users correctly, and risk attitudes are a common type of preference struc-
ture that cannot be captured by the overly simplistic risk-neutral objectives. Therefore, |
believe that risk-sensitive planning has its place in Al planning research and will have its
appropriate applications.

The results from risk-sensitive planners are qualitatively di erent from those from risk-
neutral planners. This phenomenon reflects the e ects of the risk aspects of human pref-
erence structures. We can demonstrate such e ects with the robot navigation example.

Suppose exponential utility functions are used. An optimal plan for a risk-seeking agent? is

2y = 1.4 is a risk parameter. See Chapter 3 for the meaning of y.
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shown in Figure 1.11(a), and the simulated frequencies resulting from this plan is shown in
Figure 1.11(b). An optimal plan for a risk-averse agent® is shown in Figure 1.11(c), and the
simulated frequencies resulting from this plan is shown in Figure 1.11(d). Comparing these
two plans to the optimal plan under the MER objective (—28.33 and 13.68 respectively), we
can identify qualitative di erences between a risk-sensitive plan and a risk-neutral plan.

We can also interpret risk-sensitive planning objectives as a way of making tradeo s
between the mean and the variance of the total plan-execution reward. A risk-averse agent
will tolerate a decrease in the mean in exchange for a smaller variance, while a risk-seeking
agent will tolerate a decrease in the mean in exchange for a larger variance. For the robot
navigation example, the risk-seeking optimal plan has an expected total reward of —29.89
and a variance of 38.16, and the risk-averse optimal plan has an expected reward of —28.66
and a variance of 12.34. Comparing these values to those for the risk-neutral optimal plan,
we see that the risk-seeking agent prefers a higher variance with a modest reduction in
the expected total reward, and the risk-averse agent prefers a lower variance with a similar
reduction.

However, a planning objective directly involving the variance is not an MEU objective
in general. Otherwise, according to utility theory, the variances of non-deterministic out-
comes would be the expectation of variances of deterministic outcomes, namely zero, which
obviously is not true. The risk-sensitive objectives, however, provide a way to take the
variance into account. Since a larger variance implies a better best-case scenario and a
worse worst-case scenario, and conversely, a smaller variance implies a worse best-case sce-
nario and a better worst-case scenario, the tradeo between the mean and the variance is
also a tradeo among planning for the best-case, expected-case, and worst-case scenarios.
For a risk-averse agent, the tradeo is between the expected case and the worst case; for
a risk-seeking agent, the tradeo is between the expected case and the best case. In real-
ity, the best-case and worst-case scenarios rarely happen, therefore planning based on such
scenarios is often extremely biased. Even worse, the worst-case scenarios can have infinite

loops, and thus are not suitable for planning problems with goal states, which will never be

3y =0.8.
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reached. Risk-sensitive planning hence provides a well-founded alternative for agents that

care about the variances.

1.5 Scope of Research

This thesis studies how to solve Al planning problems e ciently under uncertainty under
risk-sensitive planning objectives. For this purpose, I formulate the planning problems as
Markov decision process models with a finite number of states and actions, and consider
indefinite planning horizons with goal states. | consider both exponential utility functions
and general risk-sensitive utility functions in this research.

Most Al planning problems have a finite number of states and actions. Al planning
problems are often described using a finite set of features, each with a finite number of
values. This results in problems with a finite number of states and a finite number of
actions.

Al planning problems often have goals to achieve. The most common type of goal is to
reach a set of goal states. The agent will stop acting only when it is in a goal state. Planning
horizons concern how far into the future the planner considers a plan. When goal states are
present, it is appropriate to consider indefinite planning horizons that are characterized by
reaching a goal state, but cannot be determined for certain in advance.

DT planning is closely related to reinforcement learning (Sutton and Barto, 1998; Kael-
bling et al., 1996). The major di erence is that reinforcement learning assumes that the
transition probabilities and the reward function are unknown, therefore a reinforcement
learning method needs either to estimate the transition probabilities and the reward func-
tion (the model-based approach) or to estimate the optimal value function or an optimal
policy directly (the model-free approach). On one hand, the model-based approaches essen-
tially use a DT planning method to solve the problem after the model has been estimated.
On the other hand, a model-free method can also be used to solve DT planning problems
if the problem formulation, which has known transition probabilities and a known reward
function, is used as a generative model. In this thesis, we consider only DT planning

methods.

17



Exponential utility functions, as used in the example in Section 1.1, are a popular class
of risk-sensitive utility functions (Corner and Corner, 1995). By varying a risk parameter,
exponential utility functions can express a spectrum of constant risk attitudes such that the
preferences among alternatives do not change with the wealth level. | consider planning with
exponential utility functions, because they are the most widely used risk-sensitive utility
functions, and also because they are of special structure and thus the planning methods can
be customized to be more e cient.

I also consider more general risk-sensitive utility functions to model variable risk atti-
tudes, where the preferences among alternatives can change with the wealth level. Human
decision makers can be both risk-averse and risk-seeking at the same time, as exemplified
by those buying lottery tickets and insurance at the same time. Such a risk attitude can
only be modeled by general risk-sensitive utility functions representing variable risk atti-
tudes, but not by exponential utility functions, since the latter can only model constant
risk attitudes.

When discussing computational procedures for exponential and general risk-sensitive
utility functions, | consider problems with only nonpositive rewards, since they can model
action costs such as consumption of resources, which human decision makers care about. We
also consider problems with only nonnegative rewards, since such problems have solution
procedures almost identical to those with only nonpositive rewards.

It is often convenient to have arbitrary (both nonnegative and nonpositive) rewards in
the formulation of Al planning problems. However, it is a subtle matter for risk-sensitive
planning, since many basic properties such as the existence and finiteness of optimal values
remain unknown. Therefore, for problems with arbitrary rewards, | discuss their basic

properties in this thesis, which are prerequisites for solving such problems.

1.6 Contributions

As a preview of the contributions, Table 1.2 lists a rough classification of research e ects

for planning with MDPs under di erent planning objectives, and shows where this thesis
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Table 1.2: Summary of existing research and contributions

| Reward Model and Objective || Basic Properties | Basic Algorithms | Large-Scale Problems |
| MERg | Well Known | Well Known | Active Research |
Nonnegative/ MER Well Known Well Known Active Research
Nonpositive MEUexp Recent Recent Chapter 3
Rewards MEU Chapter 4 —
Arbitrary MER Known Known —
Rewards MEUexp and MEU Chapter 5 — —

work fits. In the table, MERg indicates the discounted risk-neutral planning objective and
MEUep indicates the risk-sensitive planning objective with an exponential utility function.

This work consists of three contributions related to risk-sensitive planning. For risk-
sensitive planning objectives with exponential utility functions, | use a transformation-of-
algorithms approach and show that many existing Al planners under a risk-neutral objective
can be adapted to solve risk-sensitive planning problems. For risk-sensitive planning ob-
jectives with general risk-sensitive utility functions, | use a state-augmentation approach
and construct basic dynamic programming algorithms to solve such risk-sensitive planning
problems. For planning problems with arbitrary rewards, | investigate their basic proper-
ties, especially existence and finiteness properties under risk-sensitive planning objectives.

In the following subsections, | discuss these contributions in more detail.
1.6.1 Exponential Utility Functions

The benefit of an exponential utility function is that a planning problem remains decom-
posable under the corresponding MEU planning objective. This makes it possible to reuse
results for solving large problems under risk-neutral planning objectives.

I use transformations of algorithms that transforms a risk-neutral planner to an MEUgy,
planner. The transformations are of two principle types. The first type relates probabilities
to pseudo-probabilities that may not sum to one. The second type relates (transition-
dependent) discount factors to transition-dependent pseudo-discount factors that may be
greater than one. These two types are almost equally applicable to MDPs whose transition

probabilities are represented explicitly. But they di er when the probabilities are implicitly
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represented. Two kinds of implicit representations of probabilities are common in decision-
theoretic planning: temporally extended probabilities that involve multiple time-steps, and
probabilities represented in feature-based (or factored) forms. The key intuition is that
the pseudo-probability transformation is more convenient for temporally extended prob-
abilities, while the pseudo-discount factor transformation is more convenient for factored
probabilities.

To demonstrate how the transformation-of-algorithms works, | use generalizations of ex-
isting methods for solving large-scale risk-neutral planning problems. The LAO* method,
a search-based method (Hansen and Zilberstein, 2001), is used to show that if the prob-
abilities are given explicitly, either type can lead to the correct algorithm. The pseudo-
probability transformation is demonstrated using the sensor-planning method from (Hansen,
1994, 1997) and hierarchical decision-theoretic planning methods (Sutton et al., 1999b; Di-
etterich, 2000; Parr, 1998). On the other hand, the pseudo-discount factor transformation is
applied to structured dynamic programming methods for solving factored MDPs (Boutilier
et al., 2000; Hoey et al., 1999; Feng and Hansen, 2002; Hansen et al., 2002).

The transformation-of-algorithms approach has the advantage that ideas from solving
large-scale planning problems under a risk-neutral objective can be reused to solve risk-
sensitive planning problems, rather than developing completely new methods from scratch.
When new methods for planning under a risk-neutral objective become available, they can
be adapted to solve risk-sensitive planning problems. Since it is unlikely that there will
be a universal planning method that can work for all kinds of Al planning problems under
uncertainty, we will also need risk-sensitive planners that use di erent techniques, and the
transformation approach is very attractive for its simplicity and ease of implementation to
obtain risk-sensitive planners from their risk-neutral counterparts.

I emphasize that the transformation-of-algorithms is only nominal, in the sense that
we can solve the problem using a method with visual resemblance to the corresponding
method under a risk-neutral objective, but there might be conditions and separate proofs
to ensure the correctness of the transformed planner, and thus | do not pursue an automatic

algorithm transformer. The benefit of a nominal transformation is that it is easier to relate
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and communicate the underlying ideas, and can hint at the correct procedures when we
consider whether an idea from planning under a risk-neutral objective can be reused to
solve problems under risk-sensitive planning objectives. It requires only minimal changes

to existing risk-neutral planners in order to obtain risk-sensitive planners.
1.6.2 General Risk-Sensitive Utility Functions

Di erent from the case of exponential utility functions, | consider basic computational
procedures for planning with general risk-sensitive utility functions, as well as properties
leading to the construction of such procedures.

For general risk-sensitive utility functions, | augment states with accumulated plan-
execution rewards. This state-augmentation approach converts a planning problem under
the MEU objective into a planning problem under the MER objective with an augmented
state space, which in general has an infinite number of states. But the benefit is that we can
use results for MDPs under the MER objective with infinite state spaces. An equivalence
result is obtained for the original problems and the augmented problems, so that an optimal
plan for the augmented problem is also an optimal plan for the original problem.

With the state-augmentation approach, we immediately obtain that if there exists an
optimal plan, an optimal plan in general is not a function from states to actions. It also
depends on how much reward has been accumulated starting from the initial state. In other
words, there are optimal plans that are functions from the augmented states to actions.

The augmented model with augmented states in general has a countably infinite number
of states since there are countably many possible accumulated rewards, so we need a method
to deal with an infinite number of states. | use a functional interpretation of value functions
and approximation techniques. More concretely, | use functional value functions that map
(original) states to real-valued functions of the wealth level, and approximate each functional
value function for each original state. The functional interpretation of value functions is
possible since the augmented states that correspond to the same original states but di erent
accumulated rewards share the same transition probabilities for any given action. We can

then view that the (original) states have functional value functions that are mappings from
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(original) states to real-valued functions of the accumulated reward, while regular value
functions are mappings from states to real numbers. However, to deal with the infinite
state space, we still need to use some approximation method. The functional interpretation
also allows for approximation techniques, for example, using piecewise linear functions so
that approximately optimal values can be obtained e ciently. To fully understand the
properties and complexities of this approximation technique, | first study finite horizon
problems for which the approximation problem is simpler.

One-switch utility functions form an interesting class of utility functions (Bell, 1988;
Bell and Fishburn, 2001). It has an attractive property that it models a class of smoothly
varying risk attitudes, which cannot be modeled by exponential utility functions. It also
has an attractive form as a linear combination of exponential and linear utility functions,
two types of utility functions for which we know how to solve planning problems. This
suggests that the planning problems with one-switch utility functions can be solved by
combining results for linear, exponential, and general utility functions. We provide a value
iteration procedure and a backward induction procedure for solving planning problems with

one-switch utility functions.
1.6.3 Problems with Arbitrary Rewards

As mentioned in Section 1.5, the risk-sensitive planning methods, with either exponential
or general risk-sensitive utility functions, are applicable to problems with pure action costs,
which are the most common type of planning problems. Since costs are nonpositive rewards
in the MDP formulation, MDP models of these planning problems are called negative in
the MDP literature. Some of these methods are also applicable to positive models where
the rewards are all nonnegative, since the same procedure often works for both positive and
negative models, although for di erent reasons.

It can be more convenient for decision-theoretic planning to use arbitrary rewards that
can be both nonpositive and nonnegative. One proposal is to use costs (negative rewards)
associated with actions and arbitrary rewards associated with states (Boutilier et al., 1999).

However, using arbitrary rewards poses a problem for risk-sensitive planning, since many
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of the theoretical foundations are not yet known. The most important research question is
to determine su cient conditions under which the optimal expected utilities exist and are
finite, conditions general enough to allow for most of the interesting Al planning problems.

I propose di erent sets of conditions, each of which consists of two classes of conditions:
one that constrains the utility function and one that constrains the MDP model. For each
class, we have a spectrum of conditions. These two classes of conditions are complementary
in the sense that if we pick a stronger condition from one class, then we can pick a weaker
condition from the other class, and the existence and finiteness properties should hold under
this combination of conditions. In this way, we can characterize a wide range of problems
that can be considered in the MDP framework.

In this thesis, |1 show that the existence and finiteness properties hold for a special class
of plans, namely, stationary plans where the action to perform in each state does not change
over time, under those di erent sets of conditions. We conjecture that the existence and

finiteness properties also hold for all possible plans.
1.6.4 Summary

| argue that the current decision-theoretic planners have shortcomings that limit their ap-
plications, since they lack the ability to deal with risk attitudes that arise in planning under
uncertainty. | therefore combine ideas from Al planning, operations research, and utility
theory to study the basic properties and computational issues involved. The fusion of these
methods is most promising for risk-sensitive planning. Utility theory provides the funda-
mental theoretical background for the MEU approach to planning. But utility theory does
not answer the question of how to construct complex plans. Operations research then pro-
vides basic computational approaches in the risk-neutral case, which is the starting point of
this research. Operations research also provides some tools for obtaining theoretical results
for risk-sensitive planning, such as the existence of optimal expected values and plans, and
the structures of optimal or near-optimal plans. But operations research methods for solv-
ing MDPs often are not su cient for large-scale problems under general MEU objectives.

Al planning, on the other hand, focuses on using knowledge about the structure of problems
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to solve large-scale problems and speed up the solution process. | show that we then can
use ideas from various Al planning methods to solve planning problems under risk-sensitive
planning objectives. To my knowledge, this work is the first comprehensive investigation of

general risk-sensitive planning objectives in Al planning.
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