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An intelligent agent operating in the real world needs to be fully aware

of the surrounding environment to make the best decision possible at any given

point of time. There are many forms of input devices for a robot that gather

real-time information of the surroundings, such as video cameras, laser/sonar

range finders, and GPS to name a few. In this thesis, a vision system for a mo-

bile robot navigating through different illumination conditions is investigated.

Many state-of-the-art object recognition algorithms employ methods

running on grayscale images, because using color is difficult for several reasons:

(a) The object-of-interest’s true colors may not be recorded by the camera

hardware due to illumination artifacts, and (b) colors are often too ambiguous

to be a robust visual descriptor of an object. In this dissertation, we address

these two challenges and present new color-based vision algorithms for mobile

robots that are robust and efficient.

The first part of this dissertation focuses on the problem of color con-

stancy for mobile robots under different lighting conditions. Specifically, We

use a generate-and-test methodology to evaluate which simulated global illu-

mination condition leads to the generated view that most closely matches what
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the robot actually sees. We assume the diagonal color model when generating

views of the object of interest under previously unseen conditions.

In the second part of the dissertation, we present a vision framework for

mobile robots that enables observation of illumination artifacts in a scene and

reasoning about the lighting conditions to achieve robust color-based object

tracking. Before implementing this framework, we first devise a novel vision-

based localization correction algorithm with graphics hardware support, and

present how to find possibly shaded regions in the recorded scene by using

techniques from 3D computer graphics. We then demonstrate how to integrate

a color-based object tracker from the first part of this dissertation with our

vision framework.

Even with the contributions from the first two parts of the dissertation,

there remains some degree of uncertainty in robot’s assessment of an object’s

true color. The final part of this dissertation introduces a novel algorithm to

overcome this uncertainty in color-based object tracking. We show how an

agent can achieve robust color-based object tracking by combining multiple

different visual characteristics of an object for more accurate robot vision in

the real world.
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Chapter 1

Introduction

1.1 Motivation

One objective of artificial intelligence (AI) is to create an agent that

perceives its environment and takes appropriate actions to reach its goal. In-

formation about the environment may be given in unprocessed raw form such

as sensor readings or images, and the agent must first be able to ignore back-

ground/noise in the data and extract useful information for decision making.

This dissertation focuses on methods for autonomous agents whose input data

are images from a camera with a frame grabber which provides the agent with

similar information to what humans see. If useful information can be extracted

from the captured data, it can contain a lot of detailed information – more

than range sensors – with relatively inexpensive cost.

For an agent to fully understand the content of an image, it needs

various background knowledge about objects, object categories, properties of

materials, illumination, common sense, and the physics of the world. However,

integrating all necessary knowledge into a machine is a difficult problem in the

domain of AI. Although some recent work integrate knowledge into computer

vision, the computer vision community has traditionally been trying to find

methods to describe objects with visual features that enable recognition of ob-

jects and object categories without implementing a huge knowledge database.

Among various visual features that describe an object, the colors of
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an object are a very easily visible characteristic of an object. Despite its

rich information, many state-of-the-art object recognition algorithms employ

methods running on grayscale images, because using color is difficult for two

reasons: (a) its susceptibility to illumination conditions, and (b) its weakness

as a unique visual descriptor of an object, compared to some other grayscale

visual descriptors such as SIFT feature descriptors (Lowe, 2004).

For the first challenge of illumination susceptibility, let us assume the

robot is given the task of following an orange ball by its color. The robot

could learn the color of the ball by sampling its color pixels, and start tracking

it by looking for the learned color distribution in each incoming video image

frame. However, if the ball and the camera are exposed to a new illumination

condition, e.g., the ball rolls into a shaded area, the robot will not see the

color distribution it has learned, for the RGB, or any other color space, pixel

values of the object of interest have changed.

The second challenge, the lack of unique descriptive power as a visual

descriptor, is rather trivial to describe, but important to address. Taking the

previous example, there can be arbitrarily many objects in the scene that ex-

hibit a similar color distribution to the orange ball. In this case, incorporating

other visual features for the object tracking task is necessary.

Nonetheless, the color of an object is an informative and readily avail-

able visual cue that should be combined with other visual cues for a robust

object tracking. In some cases, the color of an object may be its only distin-

guishing property among other similarly shaped objects in the environment

and may be in fact the unique visual descriptor. In this scenario, a robust

color constancy method is important and highly desirable.
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1.2 Objectives

In particular, the question that this dissertation is aiming to answer is:

How can a color-based vision system for a mobile robot

achieve robust operation in the real-world?

To answer this question, we present instances of robot vision tasks

under three different settings.

First, we assume global ambient illumination conditions and present an

object tracking algorithm that works even as the lighting changes. We use a

generate-and-test methodology to evaluate which simulated global illumination

condition leads to the generated view that most closely matches what the

robot actually sees. We assume the diagonal color model when generating

virtual views of the object of interest under previously unseen conditions. We

explore to what extent we can apply a generate-and-test methodology under

the assumption of global ambient illumination to achieve relatively robust

color-based tracking for our mobile agent.

However, an autonomous robot in the real world will be required to op-

erate under illumination conditions other than global ambient lighting, such

as direct light sources. Thus, we remove the global ambient lighting assump-

tion and allow direct light sources such as lamps in the second part of the

dissertation. But, in this setting, we consider an environment whose map of

static objects is available. By map of the environment, we mean the geome-

try of surfaces. With easily available off-the-shelf distance perception sensors

such as stereo cameras, lidars, and Microsoft Kinect (Wikipedia, 2010), we

consider this requirement of a static map to be a realistic assumption. We
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aim to achieve color constancy using techniques from the computer graphics

community, and thus achieve a robust color-based vision system for mobile

robots.

Even with the contributions from the first two parts of the dissertation,

there remains some degree of ambiguity in robot’s assessment of an object’s

true color. Thus, in the final part of this dissertation, we devise a novel algo-

rithm that achieves robust color-based vision by combining the color informa-

tion with several other visual descriptors to compensate for the ambiguity of

the color as a visual descriptor.

1.3 Contributions

This dissertation makes the following contributions:

Object Tracking with Global Lighting Estimation:

For a mobile robot operating both indoors and outdoors, we devise a

generate-and-test methodology to estimate the global lighting condition

to achieve color constancy, even if a map of the environment is not

available.

Vision-based Localization Correction with Graphics Hardware:

We present a method for vision-based localization correction using graph-

ics hardware if a 3D map of the environment is available. Specifically,

we achieve more scalable and more accurate localization correction than

previous implementations by utilizing the rendering pipeline in modern

3D graphics accelerators.

Illumination-Adaptive Robot Vision with Computer Graphics:

We create a mobile robot that autonomously determines the location of

4



a point light source by observing and navigating the surroundings. Once

the light source is located, the agent then achieves color constancy by

computing the shaded regions using 3D computer graphics techniques to

an internal model of the world.

Mobile Robot Vision with Multiple Visual Classifiers:

We show how we can achieve robust color-based tracking using multiple

heterogeneous visual classifiers. The feedback of each classifier to the

others plays a crucial role in improving the accuracy of the overall vision

system.

1.4 Overview

The rest of this dissertation is organized as follows:

Chapter 2 gives an overview of 3D computer graphics and related techniques

this dissertation is based on, as well as an explanation about the inter-

national home assistant robot competition RoboCup @Home. In par-

ticular, Chapter 4 requires knowledge about rasterization-based render-

ing, z-buffering, and Open Graphics Library (OpenGL). Chapter 5 ap-

plies the shadow volume technique to predict the shaded regions in the

recorded image. The experiments in following chapters are mainly fo-

cused around improving components of our person following algorithm

we demonstrated in RoboCup @Home 2007 which are listed in the last

section of this chapter. The reader can skip this chapter if he or she is

familiar with these topics.

Chapter 3 provides a method to achieve illumination invariance under the

assumption of global ambient lighting and in the absence of a map. The
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illumination-adaptive tracking algorithm presented in this chapter is

used in Chapter 5.

Chapter 4 presents an algorithm for vision-based localization correction of

the robot using the Open Graphics Library (OpenGL) to achieve a more

scalable and more accurate method than existing methods. Minimizing

localization error plays an important role in Chapter 5 to apply the

observed primary point light source location to its internal 3D map of

the world.

Chapter 5 demonstrates how our autonomous agent can observe the illumi-

nation artifacts of a couple of probes in the environment. The observed

point light source information is then applied to an internal 3D world

model and uses the localization correction method presented in Chapter

4. By using the shadow volume technique from the graphics community,

the agent finds the possibly shaded regions in the recorded image, and

uses the illumination-adaptive tracking presented in Chapter 3.

Chapter 6 addresses the limitations of using ambiguous visual features, such

as colors, of an object and introduces the concept of heterogeneous clas-

sifier feedback to compensate the visual classification accuracy.

Chapter 7 summarizes the previous work by other scholars related to this

dissertation.

Chapter 8 finally provides our final thoughts on the usefulness and potential

future application of our work.
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Chapter 2

Background

This chapter provides an overview of 3D computer graphics and re-

lated techniques, as well as the international home assistant robot competition

RoboCup @Home. Readers in the robot vision community might specifically

find the computer graphics material informative while readers in the computer

graphics community might benefit from the description of RoboCup @Home to

understand the motivation behind the experiments. Readers already familiar

with these topics may skip the chapter.

This chapter is laid out with the following sections:

Section 2.1 describes the scene generation in 3D computer graphics. This

section covers the necessary knowledge to understand the following sec-

tions in the chapter.

Section 2.2 explains rasterization, a real-time 3D rendering technique, in

detail. This section serves as background for Chapter 4 which utilizes 3D

computer graphics hardware designed for rasterization-based rendering.

Section 2.3 presents a visibility testing algorithm called z-buffering. Z-buf-

fering is used for occlusion handling in the localization correction algo-

rithm presented in Chapter 4.

Section 2.4 gives a brief overview of a typical OpenGL application that per-

forms rasterization-based rendering with z-buffering. The structure of an
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OpenGL program is shown here to aid the understanding of algorithms

presented in Chapter 4.

Section 2.5 explains how shadow volume works, a technique for determining

which regions in 3D space are in shadow. Using this technique, Chapter 5

determines which regions in the recorded 2D image are possibly shaded.

Section 2.6 introduces the international home assistant robot competition

RoboCup @Home 2007 and the evaluation tasks relevant to the person

following task we demonstrated. This dissertation is initially motivated

by improving these tasks, and our experiments are thus focused around

these.

2.1 Scene Generation

The first step in producing images in 3D computer graphics is repre-

senting the objects in the world in a 3D coordinate system (often Cartesian),

which is called modeling. The modeled scene is then projected on a 2D view

plane which we ultimately see on the screen; this projection is called rendering.

3D Modeling: It is often sufficient to only represent an object in

the scene by its surfaces for visualization purposes. There are many different

ways to describe surfaces such as polygon meshes, bi-cubic parametric patches,

constructive geometry models, and voxels, to name a few. Details of these

various representations can be found in 3D computer graphics literature such

as (Watt, 1999). To reduce computation for rendering, the most frequently

used representation is the polygon mesh—a collection of vertices, edges, and

faces that defines the shape of polyhedral objects as seen in Figure 2.1.

At the end of modeling, all objects’ surfaces are stored as a collection
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Figure 2.1: Wire-frame visualization of a modeled 3D world (image from
(Owen, 1992))

of 3D polygons, each defined with a set of points and given properties such

as textures and reflectance. These are then used during the rendering phase.

The polygons are often specified as triangles because triangles can represent

any polygon. Without loss of generality, we will only consider triangles as the

input to the following stage of rendering, and in the remainder of this chapter

as well.

3D Rendering: 3D rendering is the process of generating a 2D image

from the 3D scene description that was generated from the modeling phase.

Given the position, direction, and orientation of the virtual camera, a rectan-

gular 2D view plane, image plane, is set up between the camera and the scene

which is the image the user ultimately sees on the screen. There are multiple

ways to determine each of the view plane’s pixel’s values, such as rasterization,

ray casting (Roth, 1982), and ray tracing (Appel, 1968), to name a few.

2.2 Rasterization

Among many different rendering algorithms, the fastest method, and

thus the most popular technique for producing real-time 3D computer graph-

ics applications such as video games, is rasterization. The biggest advantage
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of rasterization-based rendering is its real-time performance and readily avail-

able hardware support by commodity graphics hardware, although images

produced by this rendering technique may be of inferior quality compared to

other more sophisticated algorithms such as ray tracing. Since real-time per-

formance of algorithms are crucial for our robot’s operation, we will utilize

this technique in many parts of our robot vision system. In this section, we

explain the internal stages of the rasterization-based rendering in detail.

Since 3D computer graphics is about projecting 3D geometry onto a

2D view plane, it involves many transformation of vertices from one coordi-

nate system to another. Transformations in 3D computer graphics are usually

performed by matrix multiplication. We first pad the 3D vertex with a 1 (the

homogeneous variable) to create a 4D vertex, multiply this 4D vertex by a 4×4

transformation matrix, and then remove the homogeneous matrix at the end

to obtain the transformed 3D vertex. For example, to translate a 3D vertex

(x, y, z) by (∆x,∆y,∆z), one would have to carry out the following matrix

multiplication:








x′

y′

z′
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1 0 0 ∆x
0 1 0 ∆y
0 0 1 ∆z
0 0 0 1
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A series of transformations are carried out by a series of matrix mul-

tiplications. For example, to translate a 3D vertex (x, y, z) by (∆x,∆y,∆z)

first, and then scale it by (sx, sy, sz), one would carry out the following matrix

multiplication:
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That the transformations can be expressed by a series of matrix mul-

tiplications is especially convenient when implementing a graphics hardware

accelerator, because a matrix multiplication unit can handle almost any kind

of transformation. Some of the transformations, e.g., shearing, require a scalar

division after the multiplication, and the homogeneous component serves as an

indicator for a need of such said adjustment; if the value of the homogeneous

component is not 1, the vector is divided by that amount.

We do not list all the transformation matrices, because it is not nec-

essary to know the form of each transformation matrix to understand the

remainder of this dissertation. It is sufficient to know that there are four

kinds of transformations that are often used: translation, scaling, rotation,

and shearing. The form of these matrices can be found in the 3D computer

graphics literature such as (Foley et al., 1993, 1995).

Viewing Transformation: The input to the rasterizer is usually given

in a global world coordinate system. The coordinate system is converted into

viewer coordinate system, i.e., the 3D coordinates are converted to another 3D

coordinate system where the virtual camera is located at the origin, looking

towards the z-axis. Essentially, this viewing transformation consists of at most

one translation and at most three rotations.

Projection Transformation: After the viewing transformation, the

viewing frustum is set. It is essentially the viewer’s field of view. Every

surface in this space is to be projected to the 2D view plane. In addition

to the field of view, a near plane and a far plane are defined which cut the

frustum perpendicular to the viewing direction. Surfaces closer to the camera

than the near plane or beyond the far plane are not drawn. An example of

the viewing frustum is shown in Figure 2.2.
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Figure 2.2: A viewing frustum (modified from a publicly available image
(Wikipedia, 2007))

We use the perspective projection, so that objects close to the camera

appear larger than objects further from the camera. Also, this projection in-

corporates foreshortening – the visual effect that an object or distance appears

shorter than it actually is because it is angled toward the viewer – and mimics

what the human eye sees, to finally project the 3D polygons onto the 2D view

plane, using another matrix multiplication:
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1 0 0 −dx
0 1 0 −dy
0 0 1 0
0 0 1
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0
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where d is the distance of the camera to the 2D view plane which is usually

located at the near plane of the viewing frustm. The homogeneous variable in

result may no longer be 1, because this matrix multiplication often modifies

the homogeneous component of the vector. As explained earlier, the resulting

vector needs to be divided by the value of the homogeneous component of the

product vector.

Clipping: After the projection transformation, some projected trian-

gles or parts of some triangles may lie outside the view plane. Thus, we have

the stage of clipping to truncate such triangles and fit them inside the view
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plane. This stage is not necessary to achieve a correctly rendered output, but

is important for real-time performance since good clipping can reduce a fair

amount of unnecessary computation.

Scan Conversion: The last stage in the rasterization process is to

assign an appropriate color to each pixel in the output image. So far, we

have not described an algorithm that checks the occlusion of one surface by

another. This is called hidden surface removal, and we will discuss a form

of hidden surface removal, namely z-buffering, in Section 2.3. If a pixel on a

triangle is selected by z-buffering to be drawn on the screen, because it was not

occluded by any other surface according to the visibility test, the actual color

values of each pixel is determined using texture maps (Catmull, 1974) and

shading (Phong, 1973; Gouraud, 1971). We will not discuss these techniques

in this dissertation, because these are not used.

Rendering Pipeline: With the growing popularity and success of 3D

computer graphics applications such as video gaming, graphics hardware ac-

celerators that aid 3D rendering has become a standard in modern computing

machines. Such a graphics processing unit takes a stream of 3D primitives

as its input and outputs a 2D raster image at the end of rasterization-based

rendering.

The aforementioned stages of rasterization do not have to process the

set of 3D triangles all at once to proceed from one stage to another; each

triangle can be processed individually, which can exploit parallelism using

pipelining. In other words, when a triangle is finished with the clipping, it

can advance to the scan conversion phase, while another triangle enters the

clipping phase and utilizes the associated hardware components for clipping

within the same image. Thus, this framework is called the rendering pipeline.
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2.3 Z-Buffering

In this section, we briefly summarize an important technique in 3D

computer graphics: z-buffering. Z-buffering is the management of image depth

coordinates. It is one solution to the visibility problem, which is the problem of

deciding which elements of a rendered scene are visible, and which are hidden,

from the camera’s point of view. This process assumes that all objects are

opaque and not transparent.

After the camera configuration and the viewing frustum are set, the

actual z-buffering is performed for visibility testing. In z-buffering, two buffers

are maintained which have the same resolution as the projected 2D image. One

is called the color buffer and keeps the color of each pixel in the image. The

color buffer is typically the final result, the image, of the rasterization. Prior

to the visibility test, every pixel in this buffer is set to the background color.

The other buffer is called the depth buffer and has the same dimensions as the

color buffer. Each pixel in the depth buffer stores the distance of the scene’s

closest vertex (to the camera) that would be projected to that particular pixel

coordinates on the 2D image plane. Prior to the visibility test, every pixel in

this buffer is set to ∞.

For each surface, transformation operations are performed to determine

to which pixel (on the image plane) each point on the surface is projected

to. In other words, a 3D point coordinate (x3D, y3D, z3D) in the world is

transformed to be projected on a 2D pixel coordinate (x2D, y2D) on the image

plane. Also, while doing this transformation, the distance between the camera

and the point (x3D, y3D, z3D) is computed, which is called the z-value. To

do the visibility test, both aforementioned buffers are utilized. If the z-value

of the newly projected vertex is smaller than the existing entry in the depth
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buffer, it means that the point is closer to the camera than any other projected

point and should overwrite existing entries in both the color buffer and the

depth buffer. If the z-value is larger than the pixel value in the depth buffer, it

means that the point is further away than some other already projected point

and is thus not drawn. This process is illustrated in Figure 2.3.

(a)

(b)

(c)

Figure 2.3: An example of z-buffering algorithm: (a) 3D configuration of the
scene. (b) The initialized, intermediate, and final buffers when Surface 1 is
processed first. (c) The same as (b), except that Surface 2 is processed first.

After processing all surfaces in the viewing frustum, each pixel in the

color buffer only contains the color value of the closest point among all the

points that are projected on that particular pixel on the image. One advantage

of this algorithm is that points do not have to be processed in particular order.

This can be noted from the final output buffers in the third column of Figure

2.3 (b) and (c).
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Z-buffering is straightforward and can be easily implemented in hard-

ware with just an additional buffer (the z-buffer) and a min operator. Although

z-buffering can be done in software, its popularity in 3D computer graphics

made it almost a standard and most modern graphics processors support it in

hardware. Also, z-buffering is readily accessible in the Open Graphics Library

(OpenGL). A typical OpenGL application is shown in the following section.

2.4 Open Graphics Library (OpenGL)

Open Graphic Library (OpenGL) is a standard specification defining

a cross-language, cross-platform application programming interface (API) for

writing computer graphics applications. The API provides both 2D and 3D

computer graphics routines. In this dissertation, we are primarily interested

in the latter group. At the early stages of OpenGL development, the API was

implemented in software only, but became so popular that all modern graphics

hardware supports it.

An OpenGL application that produces real-time rendered scenes typi-

cally consists of a display function and a main function that calls the former

infinitely until the program terminates. For generating a scene, the display

function consists of two parts:

1. Defining the viewing frustum and camera settings, and

2. Specifying the surfaces of the model

If the camera is static and does not move, the first step can be done outside

the display function, and thus outside the infinite loop. However, since the

camera moves around in our setting, we define the viewing frustum and camera

settings every frame. A typical OpenGL program is shown in Algorithm 2.1.
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Algorithm 2.1 A typical OpenGL program

1: function Main

2: Initialize OpenGL with z-buffering
3: Load the world model
4: while True do
5: DisplayFunc

6: end while
7: end function
8: function DisplayFunc

9: Clear the color and the depth buffers
10: Set the viewing frustum and the camera pose
11: Specify all surfaces in the world model
12: end function

The main function initializes the OpenGL with enabled z-buffering for

3D computer graphics (line 2), and loads the world model into the memory

(line 3). The aforementioned infinite loop then starts, which calls the display

routine every frame (lines 4–6). For each frame, the two buffers of the z-

buffering are cleared at the beginning (line 9). The viewing frustum and

camera settings are defined prior to any actual drawing (line 10). Finally, all

surfaces in the world model are drawn (line 11).

In Chapter 4, we will revisit this OpenGL application template and

apply necessary changes to the display routine to implement our vision-based

localization correction using OpenGL.

2.5 Shadow Volume

With rasterization-based rendering in Section 2.2, the rendered 2D im-

age will not have any shadows in the scene. For more realistic scenes, a separate

shadow casting process needs to be run to compute the shadows separately.

Shadow mapping (Williams, 1978) and shadow volume (Crow, 1977) are such

techniques. The former is less accurate than other techniques, but is fast and
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thus more favored in real-time applications than alternative methods. In this

dissertation, Chapter 5 to be specific, we aim to find regions in the 2D image

that might be under shadow, and shadow mapping is not suitable for this task

since it does not compute the shaded 3D region in space. In order to find the

shaded 3D regions and then project them to the 2D image plane, we use the

shadow volume technique and give an overview of this graphics algorithm in

this section.

Shadow volume itself is the 3D volume in space describing the 3D shape

of the region occluded from a light source. This volume is created by first

traversing every surface in the 3D world model from the light source’s point of

view. If the surface is in view and is not fully occluded by any other surface,

the visible parts of this surface form the silhouette edges. These silhouette

edges are extended to infinity in the direction away from the light source.

Each of these resulting volumes is a shadow volume. The concept of shadow

volume is depicted in Figure 2.4.

(a) (b)

Figure 2.4: Concept of shadow volumes: (a) Original scene geometry, and (b)
its shadow volumes

Once these shadow volumes are constructed, the point of view is set
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to the camera’s point of view. Upon rendering the actual image, every vertex

visible to the camera is checked for whether or not it is in any shadow volume.

If it is inside one, the vertex should be drawn darker since it is under a shadow.

If the vertex does not reside in any of the shadow volumes, the vertex is brightly

lit by the light source and may be rendered normally.

2.6 RoboCup @Home 2007

Many of the experiments run in this dissertation are focused around

evaluation tasks in the international home assistant robot competition RoboCup

@Home 2007. Since this dissertation is initially motivated by our attempt of

improving our robot’s performance in these tasks, we explain the RoboCup

@Home 2007 competition in this section.

RoboCup @Home is an international research initiative that aims “to

foster the development of useful robotic applications that can assist humans

in everyday life” (Committee, 2007). The eventual goal is to create fully func-

tional robots that can assist humans at home in a variety of ways, performing

any function that humans are currently hired to do, including assisted living

and nannying. The RoboCup @Home community created a compelling and

challenging set of tasks for the first year of the event in 2006 (van der Zant

and Wisspeintner, 2006) and has been raising the bar every year (Committee,

2007, 2008, 2009, 2010, 2011).

In the 2007 competition, robots in a living room and kitchen environ-

ment (Figure 2.5) had to complete up to four of six specified tasks. These tasks

can be considered fundamental building blocks toward the complex behavior

and capabilities that would be required of a fully functional home assistant

robot. The specific tasks are described in Table 2.1.
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Figure 2.5: A view of the RoboCup @Home 2007 setting.

Task Description
Navigate Navigate to a commanded location
Manipulate Manipulate one of three chosen objects
Follow and Guide a Human Follow a human around the room
Lost and Found Search for and locate previously seen objects
Who Is Who? Differentiate previously seen and unseen humans
Copy-cat Copy a human’s movement in a game-like setting

Table 2.1: List of RoboCup @Home 2007 tasks.

Within each task, there were two levels of difficulty. The easier level,

called the first phase, existed as a proof of concept and often abstracted away

part of the problem (e.g., object recognition or mapping and navigation). The

second, more difficult phase of each task was structured similarly to how the

task would need to be performed in a real domestic setting. During each phase,

there was a ten minute time limit to complete the task objectives.

After the specific tasks, all teams performed a free-form demonstration

in what was called the Open Challenge, during which they showed off their
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most impressive technical achievements to a panel of other team leaders. Each

event was scored and five teams advanced to the Finals. In the Finals, the five

finalists performed demonstrations for trustees of the RoboCup organization,

who determined the final standings.

In the 2007 competition, our robot attempted three of the six possible

RoboCup @Home tasks. These tasks were Lost and Found, Follow and Guide

a Human, and Who Is Who?. In the Finals, our agent demonstrated the task

of person following (a combination of Follow and Guide a Human and Who

Is Who? explained in detail in Chapter 6) as Open Challenge. In this dis-

sertation, we focus on improving components of this demonstration of person

following, and thus we only describe the relevant Follow and Guide a Human

and Who Is Who? tasks in the following subsections.

2.6.1 Follow and Guide a Human

In Follow and Guide a Human, a robot followed a designated human as

he or she walked throughout the home and then, optionally, returned to the

starting position (thus “guiding” the human).

2.6.1.1 First Phase

A team member led his or her robot across a path determined by the

competition referees. The leader was permitted to wear any clothing or mark-

ers he chose. Once the leader and the robot reached the destination, an op-

tional extension was to have the robot return back to the starting point with

the human-following.
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2.6.1.2 Second Phase

The rules were the same except that the human leader was a volunteer

chosen from the audience. Therefore, the algorithm needed to robustly identify

a person without markers or pre-planned clothing.

2.6.2 Who Is Who?

The Who Is Who? task tested person-recognition capabilities on a

mobile robot. Both phases of the task involved the robot learning to recognize

four people, the referees rearranging the people and adding one new person

(a “stranger”), and the robot subsequently identifying the four known people

and the stranger accurately.

2.6.2.1 First Phase

The four people lined up side-to-side while a robot moved among them

and learned their appearances and names. Once the robot finished training,

the four people and a stranger were arranged into a new order by the referees.

Then, the robot again moved among the people, announcing their names as

each was identified. One mistake was allowed.

2.6.2.2 Second Phase

The second phase was much like the first, but after the robot finishes

training, the four known people and the stranger were placed by the referees

in various locations around the entire living room and kitchen environment.

The robot then had to search them out and correctly identify them.
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Chapter 3

Tracking Multiple Colors in Global

Illumination

Real-time object tracking is one of the most fundamental tasks a hu-

man-interacting robot must be able to perform. This capability is essential for

human-robot interaction tasks such as person following and gesture recogni-

tion, among others. For a mobile robot equipped with a color video camera,

one of the most useful features for object tracking should be the object’s color

profile, since it is often one of the most distinctive properties. In addition,

color is relatively cheap to track computationally, which is especially impor-

tant for real-time operation. However, color features are notoriously difficult

to use under varying illumination conditions: the observed pixel values on the

object only remain consistent under extremely stable illumination conditions.

For this reason, color constancy, the ability to interpret colors, is an important

and active research goal for computer vision and mobile robot vision (Sridha-

ran and Stone, 2009).

The color constancy problem is typically formulated as a mapping prob-

lem from the camera’s recorded colors to true colors. However, it is generally

difficult to estimate the color of ambient light illuminating a given image frame

and remove reflection and shadow artifacts caused by the illumination. Thus,

we approach the problem from the opposite point of view; we create a mapping

from true color and known illumination condition to recorded color. Such a

“reverse” mapping approach can be used when extensive information about
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the light sources is available, e.g., via a probe in the scene (Makihara et al.,

2003). However, we show how such reverse mapping can be achieved without

such probes (a) if the lighting in the scene is dominated by global illumination,

and (b) if the object is multi-colored. The case of dominant local, direct light

sources will be discussed in Chapter 5.

Given a color distribution model of the object being tracked (which we

refer to as the object of interest or OOI), we first create a mapping from its

true color(s) and a given illumination condition to the resulting colors that

will be recorded by the video camera. We then use this generative model to

search for the object of interest under many possible illumination conditions.

That is, after training on an object, we generate the many possible recorded

color profiles that it could take on in various illumination conditions, and then

search for all of these profiles in new, incoming images during tracking. The

key insight of this chapter is that mapping an object’s true color to its recorded

color based on knowledge of the illumination conditions is a main focus of the

computer graphics community. This chapter hypothesizes that the methods

and equations from that community can be useful tools for solving the color

constancy problem.

The main contribution of this chapter is the demonstration that mobile

robots can use computer graphics methods as a way of achieving color con-

stancy on multi-colored objects for the purpose of color-based object tracking.

Assuming the diagonal color model, we incorporate the capability to virtu-

ally experience unseen illumination conditions into our color-based tracking

algorithm and achieve illumination adaptability for our tracker. We compare

its accuracy to a widely used color-based object tracker such as CAM-Shift

(Bradski, 1998). Finally, we fully implement and test our algorithm on a mo-
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bile robot platform based on a Segway Robotic Mobility Platform outfitted to

perform basic human-assistive tasks such as person recognition and person fol-

lowing. We apply our color constancy algorithm to help implement the person

following logic of the robot.

Viewed from the perspective of the overall thesis, the tracking algorithm

in this chapter serves as a plug-in vision algorithm to the vision framework

presented in Chapter 5.

The remainder of this chapter is organized as follows:

Section 3.1 describes the concepts of our color-based object tracking algo-

rithm. The implementation details in Section 3.2 are based on the con-

cepts in this section.

Section 3.2 presents the implementation details of our color-based object

tracker. The final method will be used in Chapter 5 in accordance with

the proposed vision framework to achieve robust color-based vision under

a point light source.

Section 3.3 evaluates our color tracker to CAM-Shift and evaluates its inte-

gration with a Segway robot.

Section 3.4 summarizes and concludes the chapter.

3.1 Concept

For a mobile robot operating under changing lighting conditions, learn-

ing the colors of an object on the fly and tracking it is a difficult task for two

reasons. First, since the illumination conditions are unknown, the true colors
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of the object cannot be easily observed at learning time. Second, since the illu-

mination conditions are changing, the recorded colors of the object at tracking

time are different from those initially learned. Traditionally, this problem of

color constancy has been viewed as a mapping problem from recorded colors to

true colors, often based on estimated illumination. We re-frame the problem

as that of mapping illumination condition and true color to recorded color.

From a high-level perspective, our approach to color constancy for

multi-colored object tracking is as follows (Figure 3.1):

1. Learning:

(a) “Imprint” on the object of interest (OOI) in good (relatively bright)

lighting and add it to the set of learned views of the object. When

saving the view, only its color histogram is stored.

(b) Generate the expected appearance of the object in a wide variety

of possible, virtually simulated lighting conditions and add these

to the set of learned views of the object. Likewise, only their color

histograms are saved.

2. Tracking: Determine a region of interest (ROI) in the image (possibly

the whole image) where the object is expected to be located. Search

for color patterns in the ROI that match any of the views in the set

of learned views. For searching, color histogram matching is performed

using the Jensen-Shannon divergence as the distance metric (Manning,

1999).
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Figure 3.1: High-level overview of learning and tracking in our system. Learn-
ing occurs when the object of interest (OOI) is indicated in an image. During
tracking, the OOI is searched for in a region of interest (ROI).

3.1.1 Histogram Generation

In the color constancy literature, there have been many different ap-

proaches modeling the color change, as listed in Chapter 7. Among these, the

diagonal color model, first proposed in (von Kries, 1878), describes that colors

recorded under one illumination condition can be mapped onto another by

applying component-wise multiplication in each color channel of the camera:




Rrecorded

Grecorded

Brecorded



 =





Rtexture · Rlight

Gtexture ·Glight

Btexture · Blight



 (3.1)

Despite the limitations explored in (West and Brill, 1982; Worthey, 1985;

Worthey and Brill, 1986), the diagonal color model has been effectively used

for most color constancy algorithms. In this Chapter, we also assume the diag-

onal color model, as it is known to work well with flat and matte surfaces with

global illumination, and use Equation 3.1 for generating unseen illumination

conditions for our color tracker.

Given a multi-colored surface, each point on the surface with the true

color represented in (Rtexture, Gtexture, Btexture) will be recorded by the camera
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with color (Rrecorded, Grecorded, Brecorded) if the color of the light were (Rlight, Glight, Blight).

R,G,B values are floating point numbers in range [0, 1]. The multi-color re-

quirements and their reason will be addressed in the following subsection.

Equation 3.1 is written in (R,G,B) tuples because the image frames

captured by the video camera are given in (R,G,B) tuples, but any color

space is usable. One of the reasons why people prefer a certain color space over

others, e.g., HSV over RGB, is to make the color representation as illumination

invariant as possible. Our scheme does not require such choice of color space,

because it already includes the color of the light in generated histograms.

3.1.2 Multi-Color Constraint

Consider the object of interest to be of a single color (one hue), e.g.,

red. Under a sudden illumination change, our method may not be able to find

the object in the scene, because every single colored blob in the scene would

match a generated histogram under some simulated lighting condition. For

example, after learning the red shirt, the simulation equation would generate

a color histogram under a yellow light, and thus an orange colored histogram,

and a color histogram under a blue light, and thus a purple colored histogram.

If there are both purple and orange objects in the new scene with changed

illumination, both of them would be a match. To eliminate this effect of having

too many false positives, we must constrain the object to be multi-colored. By

doing so, each simulated histogram now contains some characteristic variance.

This constraint can be easily satisfied by changing the sampling region

to include some invariant background. For example, for the shirt learning

scenario, the tracker can use both the neck (skin color of the person) and the

shirt, or the color of the pants and that of the shirt. As another example, if
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every object of interest is single-colored such as in RoboCup Legged League,

the green field can be sampled with the orange ball at the time of learning.

Figure 3.2: Histogram generation under global illumination assumption on
Non-Reflective Surface. (a) Once the location of the face is located with a
person face detector, a region below the bounding box of the face is recorded
for a sample of the shirt to track. (b) Multiple histograms are generated by
changing the illumination in the virtual world. 12 samples of the texture under
different lighting conditions are shown. Note that only the histograms (and
not the recorded textures) are saved and used for tracking.

3.2 Implementation

This section provides the details of first the learning and then the track-

ing phase of our approach to leveraging graphics equations for color constancy.

3.2.1 Learning

The learning phase is relatively straightforward. Given a view of the

OOI, the channel intensity of the global ambient illumination is varied to

generate different views of the object. The histogram of each of the views are

saved to be used at the tracking phase. The pseudocode is shown in Algorithm

3.1.

For each input image, in the form of a two-dimensional array of (R,G,

B) tuples (R,G,B values are floating point numbers in the range [0,1]), the
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Algorithm 3.1 Object learning with simulated illumination changes

1: function Learn(Image, ROI)
2: SubImage← Copy image region specified by ROI
3: (Rmax, Gmax, Bmax)← (0, 0, 0)
4: for each pixel in SubImage do
5: Rmax ← MAX(pixel[R], Rmax)
6: Gmax ← MAX(pixel[G], Gmax)
7: Bmax ← MAX(pixel[B], Bmax)
8: end for
9: Rlight ← MAX(Rmax, 0.8)
10: Glight ← MAX(Gmax, 0.8)
11: Blight ← MAX(Bmax, 0.8)
12: for each pixel in SubImage do
13: pixel[R] ← pixel[R]/Rlight

14: pixel[G]← pixel[G]/Glight

15: pixel[B] ← pixel[B]/Blight

16: end for
17: Histograms← ∅
18: for each Rlight in [0.6, 1] do
19: for each Glight in [0.6, 1] do
20: for each Blight in [0.6, 1] do
21: hist ← Compute histogram of SubImage under (Rlight,

Glight, Blight) with Equation 3.1
22: Histograms← Histograms ∪ hist
23: end for
24: end for
25: end for
26: return Histograms
27: end function

region of interest (ROI) is given either by a supervisor or by another tracker.

For our person-tracking application, the ROI is specified by a face detector at

the very beginning when the agent gets to learn various properties of the per-

son. Since the person’s face is often not visible in a person following scenario,

our tracker is used to learn a more easily visible feature: the color histogram

of the shirt which is the region just below the face. The region of interest is

saved in SubImage as a separate image, and is used to generate histograms
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with simulated illumination.

When saving the texture of the shirt, which is the only real training data

captured from the real world while the rest of the training data is artificially

generated with virtually simulated illumination, the color of ambient light

is assumed to be at (0.8,0.8,0.8) (lines 9–11). This may not be true, but

setting the color of the light to this value and simulating brighter and darker

illumination results in good variety of histograms. If the color of the light

is assumed to be at (1,1,1), the simulation cannot generate the image patch

at a brighter condition. The for loop to detect the maximum value of each

channel is used to prevent artifacts when generating fake histograms (lines

4–8). Assume there are a set of pure red dots (1,0,0) on the shirt which

is recorded as such. The R channel of the light cannot be 0.8, because the

recorded color is already 1, which would make the true R channel value of the

point 1 / 0.8 = 1.25 which is not in the range of [0,1]. Simply setting it to a

maximum value of 1 would be simpler than the above calculation, but doing

so would distort the original distribution and result in artifacts when lighting

simulation is performed. Thus, we need to determine the maximum value of

each channel and adjust our assumption of the light accordingly (lines 4–8).

The assumed color of the light is removed from the texture in lines 12–13.

In lines 18–25, the learner simulates different lighting conditions and

projects them to the texture. Extremely dark lighting conditions are excluded,

because color is not a good feature in such conditions, so tracking by color fails

anyway. Thus, the lower bound of the simulated light is set to 0.6. Simulating

dark illumination especially below 0.4 results in many false positives at the

tracking phase, since the tracking algorithm described in the next subsection

does not prefer any specific histogram over others.
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If there is any knowledge of the possible environmental lighting con-

ditions, some lightings may be excluded. For example, the object is highly

unlikely to be lit by a green lighting source in an office, thus some excessively

green lighting conditions could be excluded from the simulation to increase

speed and accuracy at tracking phase. After applying simulated lighting to

the texture, its histogram is computed and added to the set of generated his-

tograms Histograms. At the end of the learning phase, the set is returned

(line 20).

3.2.2 Tracking

In the tracking phase, the tracker checks every region in the image

for possible matches with histograms in the set returned by the learner from

Algorithm 3.1. One of the main features of the algorithm being illumination

invariance, the tracker does not prefer any histograms from the previous frame

(or any other histograms in similar lighting conditions) over others.

Algorithm 3.2 presents the tracking details in pseudocode. In line 2,

there is a pre-processing routine that computes the integral histogram of the

image, as described in (Porikli, 2005). The integral histogram is a data struc-

ture that stores cumulative histogram values while scanning through the image

once, and allows a constant time look-up of histograms of any partial image

without re-scanning the area. This method is not required, but reduces the

time required to compute the color histogram in each part of the image which

happens many times for checking all generated histograms.

DistanceMetric in line 7 can be any distance function that takes in

two distributions and returns their similarity score. We used Jensen-Shannon

divergence for comparing 3D histograms.
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Algorithm 3.2 Object tracking with simulated illumination changes

1: function Track(Image, Histograms)
2: IntegralHistogram ← Compute integral histogram as in (Porikli,

2005) on Image
3: dmin ←∞
4: ROI ← ∅
5: for each hist ∈ Histograms do
6: for each region ∈ IntegralHistogram do
7: d← DistanceMetric(hist,region)
8: if d < dmin then
9: dmin ← d
10: ROI ← region
11: end if
12: end for
13: end for
14: if dmin > THRESHOLD then
15: return NULL
16: else
17: return ROI
18: end if
19: end function

One additional optimization that we use is a prior on object location

and size from the previous frame. Doing so can decrease computation (fewer

image regions’ histograms need to be checked in lines 5–13) and increase pre-

cision when correctly tracking the object of interest. This optimization is not

shown in Algorithm 3.2 for brevity. For our robot’s tracking scenario in Section

3.3, we make use of the aforementioned information.

3.3 Evaluation

This section presents empirical results demonstrating the effectiveness

of our color-based object tracker under changing global illumination. First we

compare its ability to track a multi-colored object in varying lighting conditions

against the currently most widely-used color-based object tracker, CAM-Shift.
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We then provide evidence of the approach’s ability to work in real time on a

mobile robot. A compilation of the evaluation video is available at http:

//youtu.be/qncVzFeGPLw

3.3.1 Comparison to CAM-Shift on a Video

Here we apply our tracker to shirt tracking as mentioned in the previous

sections. To compare performance against CAM-Shift, we record a person-

following scenario with a camcorder, and run trackers on the video.

We first define the following performance metric:

Precision(A,B) =
No. of overlapping pixels in A ∩B

Total number of pixels in B
(3.2)

with A being the hand-labeled bounding box around the object of interest,

B being the bounding box returned by the tracking algorithm. Note that

the equation is not symmetric in A and B: we are more interested that the

entire detected bounding box be within the object than vice versa. That is,

we consider the tracker to be accurate if it can detect a part of the object.

This focus is compatible with the learning procedure described in Chapter 6 in

which the learner only scans the rectangular area just below the face bounding

box (returned by the face detector), which usually is only a part of the shirt.

For this experiment, we ran our learning algorithm with a RGB his-

togram of 8 × 8 × 8 bins and 3 × 3 × 3 lighting conditions (brighter, normal,

and darker color for each channel). In Figure 3.3, we compare the tracking

precision of our method and CAM-Shift. Four frames of interest are shown in

the third row, sampled at t = 1, 15, 25, and 35. The blue, red, and green rect-

angles are the hand-labeled, our method’s, and CAM-Shift’s bounding boxes,

respectively.
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Figure 3.3: Comparison to CAM-Shift with a video (length of 40 seconds with
25 frames per second). The first row shows the precision of the algorithms at
one-second intervals. The second row (colored stripe) shows the color of the
simulated light that generated the best texture match over a plurality of images
in one-second intervals. The third row is a snapshot of the video at frames at
t = 1, 15, 25, and 35 (sec). Blue, red, green rectangles are hand-labeled, our
method’s, CAM-Shift’s bounding boxes, respectively.

In the first frame, the shirt of the person is just learned and is located

by both trackers in an indoor setting. In contrast, CAM-Shift’s bounding box

includes a huge portion of the background which decreases its precision. In

the second frame, the person is still indoors, just about to go outside. Because

of the sharp contrast, CAM-Shift quickly loses the shirt while the person is

passing the door at t ∈ [17, 20]. Once the lighting is steady and the camera

approaches the person, the shirt is tracked for a short period while illumination

is just a little bit darker than the initial condition (t ∈ [20, 27]). However, after

t > 27, the person is completely outdoors in an area shaded by a building,

which shifts the hue of the light. In this setting, CAM-Shift is no longer able

to track the shirt. However, our tracker is able to robustly detect the shirt

throughout the entire image sequence.

The second row of the figure (colored stripe) shows the color of the
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illumination corresponding to the histogram that matched most of the images

over a 1-second interval. It can be noted that there are more color histograms

matches that are generated under blue/green lighting simulations in the build-

ing than other colors (t ≤ 27). Similarly, there are more matches that are

generated under red/yellow lighting simulations outdoors than other colors

(t > 27).

3.3.2 Real-Time Person Tracking on a Segway RMP

In order to demonstrate that our approach supports real-time person

tracking, we implemented the tracker on a Segway RMP (Figure 3.4) and let

it follow a person through various lighting conditions.

Figure 3.4: Our Segway RMP robot used in this dissertation. It is equipped
with a Logitech Quickcam Pro 4000 webcam and a 1 GHz laptop.
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To evaluate the adaptability of our method, no other trackers are used

in this experiment. The robot is equipped with a Logitech Quickcam Pro 4000

webcam and a 1 GHz tablet PC which is used for motion, vision, and decision

making of the robot. Running the object tracker and recording the incoming

image frames could not be run simultaneously, thus we only show how the

robot successfully follows a person from an external camera (Figure 3.5).

Figure 3.5: Person tracking on a Segway under changing lighting condition

The fact that the tracker itself can run smoothly in real time is a key

efficiency benchmark for our approach. Our person tracker is configured with

8 × 8 × 8 sized color histograms under 27 simulated lighting conditions, and

shows a processing performance of 21 frames per second.

3.4 Summary

Mobile robots that interact with humans need to understand human

motion, which requires robust object tracking in various environments. For

both indoor and outdoor operations, the vision algorithm must work effec-
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tively under different lighting conditions. In this chapter, we have described

a method to achieve illumination-adaptive color-based object tracking under

varying global illumination.

Since the object tracker in this chapter only works under global illumi-

nation, the intuitive next step would be extending this tracking algorithm to

operate under directional point light sources. We do this in Chapter 5 by using

the just presented vision algorithm as a plug-in to a greater vision framework.

But before building the mentioned framework, we first devise a vision-based

localization correction algorithm that is crucial for implementing the overall

vision system.

Before concluding this first part of the dissertation, we recall the context

of this chapter with the overall thesis. First, the color tracker in this chapter

will serve as the building block for the robot vision framework in Chapter 5

because of its capability of generating unseen views of the OOI. Second, the

color tracker in this chapter can serve as a secondary classifier in the multi-cue

robot vision system in Chapter 6. The usefulness of the work in this chapter

will become more apparent within the context of those chapters.
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Chapter 4

Vision-based Localization Correction Using

Graphics Hardware

As briefly mentioned in Chapter 1, the goal of the second part of this

dissertation is to achieve color constancy for mobile robots by observing the

surfaces in the recorded image. In other words, we want our agent to be

able to determine the true color of regions in the recorded image that belong

to each surface in the scene. Understanding the image context, in terms of

scene geometry, and performing image segmentation is an on-going challenge

in the computer vision community (Tuytelaars et al., 2010; Lee and Grauman,

2010a,b, 2009; Kim et al., 2008; Russell et al., 2006; Sivic et al., 2005).

To focus on the actual problem of vision correction and adaptation,

we eliminate the challenges of unsupervised image segmentation, and provide

our vision system with a 3D map of the environment in this thesis. By the

3D map, we mean the geometry of all surfaces in the scene, along with their

properties such as reflectance, texture, and/or color. Not all objects in the

environment need to be in this map, but at least the static ones do. In fact,

we do not model the dynamically moving objects that our robot interacts with.

The second part of this dissertation, i.e., Chapter 4 and Chapter 5, assumes

that the aforementioned 3D map of the environment is available. With this

information about static objects in the environment and the observed lighting

condition, we aim to achieve robust vision-based interaction with dynamically

moving objects in the world.
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The ultimate functionality we want to implement on our robot is the

following: With the map of the environment and the robot’s camera pose, a six-

dimensional vector with the position and the orientation in the environment,

as its input, the robot simulates what it should see under these settings and

generates an expected view of the scene. We then want our agent to compare

the recorded scene to this expected view (ideally) pixel by pixel to reason

about the lighting condition.

However, this is only possible if the robot has perfect self-localization,

the robot’s ability to localize itself in the environment, so that the agent can

then figure out the location of and/or analyze the properties of unmodeled

objects that are in the scene, but not a part of the model. Due to noise

in its actuators and its sensors, the robot’s localization information inevitably

contains error. This results in inaccurate information about the robot’s camera

pose estimate which needs to be corrected as shown in Figure 4.1.

(a) (b)

Figure 4.1: Robot localization (a) before and (b) after localization correction.
The red line indicates the robot’s belief where the table is.

In this chapter, we primarily focus on correcting this camera pose

and self-localization, given the static 3D map of the environment and an in-

coming video frame through its video camera. This localization correction
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module is a required pre-processor for the color constancy functionality de-

scribed in Chapter 5. This chapter is inspired by previous work by Stronger

and Stone (Stronger and Stone, 2007) that intertwines vision correction and

self-localization. That work introduces a method to determine a robot’s 6-

dimensional camera location based on a noisy prior estimate of location, a

model of the environment, and a new image.

However, that work is limited in its definition and implementation to

mostly planar environments with solid colors such that it is straightforward

to determine what landmarks and edges are expected to be visible from any

given camera location (few occlusions). In most common environments, these

assumptions do not hold. Rather, determining the expected appearance of a

scene from a point in six-dimensional space is an algorithmically, and poten-

tially computationally complex, process.

To this end, the main contribution of this chapter is a new computa-

tionally efficient algorithm that retains the desirable property of doing vision

and localization simultaneously so that each estimate can benefit from the

other, but that is also capable of reasoning about which edges should be visi-

ble based on a full three-dimensional model of the environment. The algorithm

leverages graphics routines from the OpenGL framework.

The remainder of this chapter is organized as follows:

Section 4.1 summarizes Stronger’s expectation-based vision correction and

self-localization algorithm upon which our contribution is based.

Section 4.2 describes our approach of the vision correction implementation

using the OpenGL framework in detail.

Section 4.3 presents an experimental evaluation of our method.
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Section 4.4 concludes the chapter with discussions and possible future work.

4.1 Expectation-based Vision Correction and Localiza-
tion

In this section, we introduce existing techniques that are crucial for

understanding our vision-based localization correction method presented in

Section 4.2. Specifically, we summarize the expectation-based vision and self-

localization method presented in (Stronger and Stone, 2007).

For robust operation of an autonomous agent, the history or the context

of what it has been doing so far can aid greatly in decision making. The work

by Stronger and Stone (Stronger and Stone, 2007) is based on a similar concept.

If the robot has prior knowledge about its location, this information can be

used to refine its vision processing. Specifically, the authors present a top-

down approach in which the vision-correction and self-localization processes

are fully intertwined: The robot uses its estimated position to focus vision

processing and uses vision to find its precise current location.

From a high-level perspective, Stronger’s expectation-based vision cor-

rection and self-localization approach does the following: Given an edge model

of the environment, the robot uses its camera pose estimate to generate an

expected view of the world by projecting each edge in the world model onto

the image plane. At the same time, edges in the recorded image are retrieved.

Edges from these two sets are matched to each other if they are close enough

in position, orientation, and appearance. With a collection of such pairs, the

robot’s camera pose estimate is iteratively corrected until the camera pose

stabilizes. This scheme is depicted in Figure 4.2.
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Figure 4.2: Stronger’s vision correction and self-localization algorithm

Prediction Module: The expectation-based approach assumes that a three-

dimensional edge map of the environment is available. It combines this

representation with the six-dimensional camera pose estimate, to gen-

erate an expected view for each image frame. Expected views are gen-

erated by projecting all edges in the three-dimensional map onto the

two-dimensional image plane for that particular camera pose estimate

the robot has. The projection in the previous work is a sequence of

matrix multiplications described in Chapter 2 performed by software.

Perception Module: Each image frame recorded by the robot is processed

and all edges in them are extracted. The recorded image is run through

the Canny edge detector (Canny, 1986). Consecutive, collinear edge

points are then collected and combined to form edge segments as de-

scribed in (Forsyth and Ponce, 2003).
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Correction Module: Once both views are prepared, each edge in the ex-

pected view is matched to each edge in the recorded view. For the

matching process, four properties of the edges are computed:

1. the length of the overlap,

2. the effective distance,

3. the angle difference, and

4. the appearance similarity between the two edges.

All properties except the fourth are depicted in Figure 4.3.

d2

Overlap Length

Angle DifferencePerceived Edge

Expected Edge

d1

Figure 4.3: Some edge matching criteria of an edge pair that is used for the
edge matching process. The effective distance is the average distance of d1
and d2.

The effective distance is the average distance of d1 and d2 in the figure.

For appearance similarity, Stronger and Stone used colors of the nearby

regions, but it is not limited to colors; any other appearance properties

of the surroundings can be used. These properties can have different

confidence levels. Stronger and Stone assumed a perfectly segmented

image and made the appearance similarity the most confident property.

For example, if there is a possible edge match with long overlap length,

small effective distance, and small angle difference, but the colors in the

surroundings are different, the authors discarded this match candidate.
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After the edge matching process in the Correction Module, all the

matches are collected into a list of size n. With the current camera pose

estimate X0 and this list, the final step in this algorithm is to determine the

new camera pose X such that the error between the recorded view and the

expected view projected from X is minimized. Below, we summarize how

Stronger and Stone minimized the camera pose estimation error using the

Levenberg-Marquardt optimization (Levenberg, 1944).

Considering the recorded edges to be fixed, each of the distances d1

and d2 in Figure 4.3 can be thought of as a function of X :

Fi(X
0) = di, i = 1 to 2n (4.1)

For the k-th edge match (out of n total edge matches), d2k−1 and d2k are its

two corresponding distances. If the fit were perfect, the following 2n equations

would all be satisfied:

Fi(X) = 0, i = 1 to 2n (4.2)

Given Equation 4.2, we want to solve for the new camera pose estimate

X . This nonlinear system is frequently over-determined, and can be solved

using the Levenberg-Marquardt optimization (Levenberg, 1944). This process

relies on the Jacobian J taken at X :

Ji,j =
∂Fi

∂Xj

(4.3)

The partial derivatives can be solved by using a direct approximation which

relies on the following approximation:

Ji,j ≈
F (X + ǫej)− F (X)

ǫ
(4.4)

where ej is the unit vector with all components 0 except for the j-th compo-

nent of 1, and ǫ is a small non-zero constant. Given these partial derivatives,
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Levenberg-Marquardt iteratively solves for the variable p in the following equa-

tion:

(JTJ + λI)p = −JTF (X) (4.5)

where p points in the direction of the correction applied toX from one iteration

to the next, and λ is a parameter that is typically set heuristically. In their

implementation, the authors set λ equal to 1 and the applied adjustment to

X equal to p in both direction and magnitude. The impact of the λI term is

dependent on the units of the coordinate system in which X is represented.

Thus, the authors choose these units manually, each one proportional to an

estimate of the variance of X in that dimension.

The entire algorithm is an iterative expectation maximization (EM)

algorithm. As the expectation step, it matches the projected (using the previ-

ous iteration’s camera pose estimate) edges and the recorded edges. Then the

error in camera pose estimation is minimized using the Levenberg-Marquardt

optimization in the maximization step. As an EM-algorithm, this iteration is

run several times until the camera pose estimate error stabilizes. Stronger’s

expectation-based vision correction and self-localization algorithm is shown in

Algorithm 4.1.

In their reported experiments and our verifications, the presented method

shows better accuracy than the traditional bottom-up approach of processing

vision and then localization sequentially. However, when the world model

becomes more complex and has significantly more edges for projection, the al-

gorithm fails to run in real-time due to the need for a visibility and occlusion

check which are addressed in Section 4.2.
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Algorithm 4.1 Stronger’s vision correction and self-localization

1: function Stronger(Recorded image I, Camera pose X)
2: Perform edge detection on I
3: Collect consecutive, collinear edge pixels into edge segments
4: for k ← 1 to MAX ITERATIONS do
5: equationList← ∅
6: for each expected edge do
7: Project expected edge onto image plane for X
8: if part of the edge projects onto the image rectangle then
9: for each recorded edge do
10: if expected edge and recorded edge match then
11: Compute Jacobian of distances
12: Add two equations to equationList, one for each dist.
13: end if
14: end for
15: end if
16: end for
17: X ← p from Equation 4.5
18: end for
19: return X
20: end function
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4.2 Vision Correction with Computer Graphics

In this section, we use the graphics rendering pipeline to compensate for

the shortcomings of Stronger’s method briefly addressed in the introduction

of this chapter. Stronger’s method shows good accuracy with a simple world

model without too many occlusions, but in more complex environments with

significantly more edges and occlusions, this method cannot be applied directly

because of mainly two reasons.

First, the number of projections and visibility tests overwhelm the

amount of computation required and makes real-time operation impossible.

This can be verified by simply checking Algorithm 4.1. The second outer loop

in line 6 iterates through all edges in the world model, projects each onto the

image plane, and checks for its visibility.

The second limitation of Stronger’s method can be depicted in Figure

4.4. If a non-transparent board occludes a checkerboard (Figure 4.4 (b)),

Stronger’s method fails, because the algorithm lacks visibility testing and thus

generates a wrong set of expected edges, not present on the actual recorded

image (Figure 4.4 (a)).

Figure 4.4: An example for illustrating the second limitation of Stronger’s
method

Intuitively, a visibility testing procedure can be added to Stronger’s

method which would be an additional burden to the CPU and hurt the real-
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time performance of the vision correction even further. Since the projection of

a 3D world model onto a 2D plane and visibility testing are what 3D computer

graphics applications are designed for, we adopt the OpenGL framework which

solves most of the projection and visibility testing for us. By using OpenGL,

we essentially get a hardware boost for the prediction module. An illustration

of our vision correction and self-localization algorithm with OpenGL support

can be viewed at Figure 4.5. We will address each box in the figure below.

Figure 4.5: glCorrect: Our vision correction and self-localization algorithm
with OpenGL support

3D World Model: Unlike Stronger, who only uses edges of the world

model, we use both the surfaces and the edges to generate the expected view.

This surface/edge model will play a major role at the later hardware supported

visibility testing phase. As for making the static 3D world model, we first

model the environment as a set of surfaces only. From this set of surfaces,

we pre-process this set and extract all the edges associated with each surface.
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These edges are kept in a unique set, i.e., if an edge is shared by multiple

surfaces, only one copy of the edge is kept. The resulting edge set with distinct

edges in the world model is then traversed to label each edge with a unique

identifier. These identifiers will be used later at the visible edges retrieval

phase to identify individual edges in the projected image plane. Building this

3D world model only needs to happen once, either already stored in the map

file or processed right after the map is loaded into the memory.

Rasterization-based Rendering of Surfaces: Triangles specified

in 3D world space coordinates are first converted to the 3D viewer coordinate

system. Then perspective projection transformation from 3D viewer coordi-

nates onto the 2D view plane is performed to obtain the expected view of the

world. Additionally, clipping on the triangles is applied to optimize run-time

performance of the algorithm. Up to this point, it is traditional rasterization-

based rendering; the color and the depth buffer are filled. Up to this point, it

is normal rasterization-based rendering of surfaces mentioned in Chapter 2.

Obtain Filled Depth Buffer and Clear Color Buffer: In this

stage, we clear the color buffer, i.e., set all pixels as background color, but

leave the depth buffer as is. The reason for this will become clear in the

following paragraphs.

Rasterization-based Rendering of Edges: Then, we perform an-

other set of rasterization-based rendering. However, it is not a rendering of

surfaces, but edges. Since the depth buffer is already filled, edges occluded by

other surfaces will not show up thanks to z-buffering. If the edges are drawn

with white color on black background, the resulting image would be a clean

wire-frame image of the models with occlusion.

Retrieve and Identify Visible Edges from the Color Buffer:
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Ultimately, we want to compare the projected edges with the detected edges

in the recorded image. However, during the projection of 3D geometry onto a

2D view plane, the 3D geometry information of the edge get lost. Instead of

searching through the whole set of 3D edges later to retrieve the 3D information

of a particular projected edge, we apply a small trick: We use unique colors for

each edge, so that we can immediately identify visible edges (in the modeled

world) by just looking at the color of the edge on the resulting image. An

illustration is available at Figure 4.6.

Figure 4.6: Content of the color and the depth buffer with the example of
Figure 4.4. First row shows the result after the rendering of surfaces and
clearing the buffer. Second row shows the result after the rendering of edges.

4.3 Evaluation

For evaluating our method, we run three experiments. The first set of

experiments checks the basic performance of our algorithm without occlusion.

The second experiment shows the scalability of our algorithm by comparing

it to Stronger’s method. The third set of experiments checks glCorrect’s

capability of dealing with scenes with occlusions. For both experiments, we
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used a generic webcam for capturing 640 × 480-sized images in 15 Hz and a

laptop with Intel Pentium M 1GHz for vision processing.

4.3.1 Basic Performance

In (Stronger and Stone, 2007), the authors tested their algorithm on an

occlusion-free RoboCup Standard Platform League for Sony Aibos. Similarly,

we tested our algorithm on an occlusion-free RoboCup Standard Platform

League for Aldebaran Naos. Pictures of those soccer fields are shown in Figure

4.7. The fields’ specifications can be found at: http://www.robocup.org

(a) (b)

Figure 4.7: RoboCup Standard Platform League’s soccer fields. (a) Soccer
field for Sony Aibos. (b) Soccer field for Aldebaran Naos. (Source: publicly
available images on the web.)

A comparison of Stronger’s results in (Stronger and Stone, 2007) and

glCorrect is shown in Table 4.1. The difference between the two algorithms

in an occlusion-free soccer field environment was statistically insignificant in

a two-tailed t-test with p = 0.05.

Method Position error Direction error
Stronger’s method 7.55± 0.63cm 7.18± 2.22◦

glCorrect 8.02± 0.81cm 6.83± 2.00◦

Table 4.1: Basic performance comparison between Stronger’s method and
glCorrect
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4.3.2 Scalability

For this experiment, we set up a simple, planar scene without occlusion

by other objects, since we want to compare the performance of glCorrect to

that of Stronger’s method which cannot handle occlusions. The world model is

planar with several rectangles in the scene as shown in Figure 4.8. The world

model only consists of the ground with cross-hatched tapes (making a field

of 4 × 4), a Robocup standard platform league soccer field, four white card

boards, two 9×7 checker boards, and two Aibo robot soccer goals (modeled as

two big rectangles). The 3D world model is manually generated. The resulting

map contains 169 surfaces and 456 edges.

Figure 4.8: A view of the world for the scalability evaluation

For Stronger’s method, the computation performance drops with in-

creasing number of edges in the expected edge view. Stronger’s method’s main

bottleneck is at the projection and the visibility testing (lines 7–8 in Algorithm

4.1) with increased number of edges in the world model. Table 4.2 compares

the performance of our method with that of Stronger’s algorithm on a 1 GHz

laptop.

The number of edges below 450 are reduced by changing the level of

detail of the world model, while the number of edges above 450 are increased
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Number of edges in the map Stronger’s method glCorrect

50 > 30 fps > 30 fps
150 21.7 fps > 30 fps
450 5.3 fps > 30 fps
1250 2.1 fps 25.1 fps
3725 < 1 fps 20.6 fps

Table 4.2: Performance comparison for scalability. Numbers in the table are
averaged frames per second from 15 trials.

by inserting object models behind the camera. Visible number of edges is

set to approximately 50% of the number of edges in the entire map. The

performance drop with increasing number of edges in the upper rows of the

table is not linear despite the logic of the algorithm. We suspect the non-linear

performance decrease is caused by the cache, as it is drops more linearly with

higher number of edges.

4.3.3 Occlusion Handling

In the last experiment, we evaluate its accuracy under scenarios with

occlusion. We modeled a big wall with a green board and two big cloth walls

as shown in Figure 4.9.

Figure 4.9: A view of the world for occlusion handling evaluation

The yellow cloth wall, closest to the camera, always occludes the blue
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goal (either in wholly or partially depending on the configuration of the cam-

era), and the blue cloth wall sometimes occludes a part of the green wall. The

world model consists of 71 surfaces and 147 edges. The same scene recorded

from 9 different camera poses, such that the amount of occlusion of the three

main rectangles (blue, green, and yellow) varied. From each camera pose, ten

trials were run and evaluated.

After the vision correction, the ground truth camera pose was measured

and compared to the corrected camera pose estimate. The average position

error was 7.20cm with a standard deviation of 1.09cm, and the direction error

was 7.62◦ with a standard deviation of 1.21◦. These numbers are compara-

ble to localization correction without occlusion in Subsection 4.3.1, i.e., no

statistically significant difference in a two-tailed t-test with p = 0.05.

Our method was not directly compared to Stronger’s method regarding

occlusion handling capabilities, as this functionality is not present in the said

previous work. Since that work assumes a planar view of the world, any occlu-

sions violate the algorithm’s assumptions and are likely to lead to meaningless

results. Nonetheless, we ran Stronger’s algorithm on the same environment to

verify the importance our occlusion handler. The average position error was

62.4cm with a standard deviation of 40.1cm, and the direction error was 42.1◦

with a standard deviation of 23.8◦. The high standard deviations indicate that

Stronger’s method is not robust in a real world environment with many occlu-

sions, while our algorithm’s localization correction performance is unaffected

by the existence or the amount of occlusion in the scene.
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4.4 Conclusion

In this chapter, we presented a new algorithm for expectation-based

vision-correction and self-localization. The algorithm maintains the desirable

property of doing vision and localization simultaneously so that each estimate

can benefit from the other, but is also scalable and capable of handling oc-

clusions. The algorithm leverages graphics routines from modern graphics

processors and OpenGL.

Currently, our world model only consists of hundreds of surfaces. But

with a more complex world model with thousands or millions of surfaces and

edges, additional logic that prunes unnecessary surface/edge traversals are

required. In 3D computer graphics and 3D computer gaming, frequently used

techniques are binary space partitioning tree (Fuchs et al., 1980) or kd-trees

(Preparata and Shamos, 1985; Bentley, 1975). For glCorrect with larger

3D world models, this kind of extra surface/edge pruning will be needed.

In the following chapter, we show how the obtained vision correction

can be used to determine the location of light sources to compensate for

illumination-based artifacts, such as shadows and highlights, which can im-

prove color-based object recognition and tracking.
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Chapter 5

Robot Vision Framework with Computer

Graphics Support

For an autonomous robot to operate robustly in the real world, it needs

reliable sensors and input processing. In this chapter, we consider mobile

robots equipped with video cameras and their vision processing. Vision-based

mobile robots must often adapt to different, and sometimes even dynamically

changing, lighting conditions. There have been efforts in the robot vision

community to make the robot less illumination susceptible (Maier et al., 2010;

Sridharan and Stone, 2009; Verges-Llahi and Sanfeliu, 2005; Jogan et al., 2002),

but illumination invariance still remains a hard open problem.

Inspired by how humans understand scenes under different illumination

conditions, we aim to implement a vision framework for mobile robots that

mimics the said behavior for illumination adaptability. In other words, we

want our agent to explore the environment, observe how appearances of objects

change, get a rough idea of what the illumination condition is, and then finally

apply this knowledge towards fully robust robot vision. In this chapter, we

limit our attention to environments with a locally dominant, primary point

light source at a known height, but otherwise unknown (to the robot) location.

We also assume the robot has a 3D model of the world, a reasonable assumption

with modern depth perception sensors such as lidars, stereo cameras, and the

Microsoft Kinect (Wikipedia, 2010).
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Our vision framework CGSR-Vision (Computer Graphics Supported

Robot Vision) consists of several components, as illustrated in Figure 5.1.

Figure 5.1: CGSR-Vision: Our vision framework for mobile robots that enables
observation of the illumination artifacts in the scene and reasoning about the
lighting condition to achieve robust vision

The vision system takes the streaming image frames from the video

camera and the aforementioned 3D model of the environment as its input and

forwards them to subsequent components. In the first step, the localization

correction module and illumination observation module are executed indepen-

dently. The former module is described in Chapter 4. The latter module

observes installed probes in the scene to locate the position of the primary

point light source. In the second step, the output of these modules of the first

step are combined to convert the observed relative position of the light source

into global coordinates and then to find the shaded regions in the world by

computing the shadow volumes in the scene. The third and final step consumes

this information and applies different color models depending on whether the

sub-regions in the image are marked as “clearly lit” or “possibly shaded”. In

the last step, we use the color-based object tracking algorithm described in

Chapter 3.

This chapter makes two main contributions to mobile robot vision.
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First, we present how to find possibly shaded regions in the recorded scene

by using the shadow volume technique from the 3D computer graphics com-

munity. We then show how to integrate a color-based object tracker with

CGSR-Vision to achieve robust mobile robot vision.

This chapter is outlined as follows:

Section 5.1 presents a method for mobile robots to observe illumination ar-

tifacts in the scene to reason about the lighting condition.

Section 5.2 describes how we find possibly shaded regions in the recorded im-

age by computing the shadow volumes, a well-known computer graphics

technique to add shadows to rendered images using the observation mod-

ule from Section 5.1 and the localization correction module from Chapter

4.

Section 5.3 integrates a color-based object tracker from Chapter 3 into CGSR-

Vision to achieve robust mobile robot vision.

Section 5.4 evaluates each component of CGSR-Vision on a Segway RMP

robot equipped with a webcam as its primary sensor.

Section 5.5 summarizes and concludes the chapter.

5.1 Observing Illumination Artifacts

In an ideal world, our agent should be able to observe all illumination

artifacts in the scene to reason about the illumination condition in the envi-

ronment. But in reality, the image quality of the robot’s camera often is not

high enough to see the small details such as shadows of objects even with the

assumption that the agent segments and classifies every individual object in
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the scene correctly. Thus, we install one or two small objects, or probes, in

front of the camera so that the robot can observe the lighting effects easily.

In this section, we show how we set up the probes and how we retrieve the

desired information from the scene.

To observe illumination artifacts easily, we place one or two small ob-

jects just in front of the camera such that the robot can immediately locate

the light source by looking at a single image containing it/them. An example

of such an ideal probe setting would be a mirror ball; the brightest spot on

this reflective sphere would indicate where the light source is. However, since

our robot’s camera is not attached to an actuator and therefore cannot see all

spots on any sphere, this example solution is untenable.

Instead, we set up two small non-reflective cones, situated at the left

and right edges of the image, on a white board. The camera is positioned

so as to get a sufficient view of the base board, at least the right half of the

left cone, and at least the left half of the right cone. A sample picture of this

setting can be seen in Figure 5.2.

(a) (b)

Figure 5.2: Probes for observing illumination artifacts: (a) external view of the
probe setup with the two probes marked red for visualization, and (b) camera’s
view of when the probes’ shadow(s) are visible with detected silhouette lines
marked red for visualization
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During the robot’s operation, when the robot has not determined the

location of the light source yet, the robot monitors the white board for any

shadows cast by the cones. The detection is performed by using the Canny

edge detector (Canny, 1986) and Hough transform (Ballard, 1981) as shown

in Algorithm 5.1.

Algorithm 5.1 Detecting probes’ shadow lines

1: function DetectProbesShadowLines(V ideoFrame)
2: GrayScaleImage← ConvertBGR2GRAY(V ideoFrame)
3: EdgeImage← CannyEdgeDetector(GrayScaleImage)
4: ProbesShadowLines.Clear()
5: for each RegionOfInterest ∈ ProbesShadowRegions do
6: Lines← FindLinesUsingHoughTransform(EdgeImage)
7: if Len(Lines) == 1 or Len(Lines) == 2 then
8: ProbesShadowLines.Append(Lines)
9: else
10: ProbesShadowLines.Append(∅)
11: end if
12: end for
13: return ProbesShadowLines
14: end function

If there are no shadows visible, there are two possibilities: Either (a)

there is no primary light source but only ambient lighting, i.e., direction-less

daylight, or (b) there is a primary light source but the shadows are not visible

from that particular angle and/or distance the observation is happening. To

distinguish between the two cases, the robot needs to explore the environment

and observe the change. If it is the latter, the robot would be able to observe

a shadow by changing its pose, i.e., its location and direction, in the environ-

ment. In the former case, the robot can process vision, e.g., color-based object

tracking, without worrying about color constancy.

In case the robot detects one or two shadows, it tries to find the location

of the shadow of the apex of the cone from the output of the function Detect-
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ProbesShadowLines in Algorithm 5.1. If the apex shadow is not visible on

the board even if other parts of the shadow(s) are present, the silhouette lines

are virtually extended to find the point of intersection which would be the

position of the not-visible apex shadow. This is the primary reason why we

choose cones as probes; the silhouette lines of the shadow of a cone are easy to

complete, should they not be fully visible. Then, a line is drawn in 3D space

that goes through both the apex shadow point and the actual apex of the cone

to locate the position of the light source. If both shadows of both probes are

visible, the exact location of the light source can be computed. If only one

of the probe’s shadows is visible, we add an additional assumption that the

light is located at 2.75m above the ground and locate the light source. This is

illustrated in Figure 5.3.

Figure 5.3: Locating the light source using the probes’ shadows

Specifically, the location of the light can be computed as follows. Let

the shadow of the apex of the left and the right cone be at (x′
LS, y

′
LS) and

(x′
RS , y

′
RS), respectively, in the recorded image. With the configuration of the
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camera (the 3D pose of the camera and the field of view), the 2D image co-

ordinate can be transformed into 3D viewing coordinate, i.e., a 3D coordinate

system whose origin is at the camera’s location. Let the transformed shadow

points in the 3D coordinates be (xLS, yLS, zLS) and (xRS , yRS, zRS), respec-

tively. Also, let the apex of the left and the right cone have the coordinates

(xLP , yLP , zLP ) and (xRP , yRP , zRP ), respectively. Then the line equation con-

necting the left apex shadow with the left apex of the cone and reaching the

light source when extended is

X − xLS

xLP − xLS

=
Y − yLS
yLP − yLS

=
Z − zLS
zLP − zLS

= tL, (5.1)

where (X, Y, Z) is the position of the point light source we want to find out.

Similarly, the right line equation is

X − xRS

xRP − xRS

=
Y − yRS

yRP − yRS

=
Z − zRS

zRP − zRS

= tR. (5.2)

Ideally, if the shadow silhouettes are perfectly observed without noise,

these two line equations would have a point of intersection. However, in prac-

tice, the two lines rarely align perfectly due to noise in observation, edge de-

tection, and/or line fitting algorithms. Thus, we do not solve these equations

for the point of intersection, but compute tL and tS separately by setting Z to

2.75m (or other assumed height of the light source) above the ground and then

average the corresponding X and Y of each line equation if their distance is

within threshold, e.g., 50 cm. If they are further apart than a fixed threshold,

we assume the shadow observation has too much error and discard the shadow

observation for the frame. If only one shadow is found, we only use the line

equation for the seen shadow.

At the end of this step, the primary point light source is located, relative

to the robot’s position. This “local” information will be converted into global
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information along with the vision correction algorithm in the following section,

where the light source position is brought in from the real world into the virtual

world model.

5.2 Finding Shaded Regions via Shadow Volume

The next step in CGSR-Vision is to find possibly shaded regions in

the image, so that any vision algorithm working with CGSR-Vision is able

to exploit this information for improved adaptability. Specifically, we use a

technique from the 3D computer graphics community called shadow volume

to obtain the shaded regions in the image, a technique we summarized in

Chapter 2. In this section, we show how to find the shaded regions in the

recorded image using the shadow volume. Note that computing the shadow

volume in this phase requires the 3D world model.

For CGSR-Vision, we compute the shadow volumes in the scene, but do

not have to draw the scene and add shadows, i.e., darken vertex colors inside

any shadow volume, for photo-realistic effects. Instead, we treat the obtained

shadow volumes as new objects that only need to be drawn into the scene as

depicted in Figure 5.4 (b). This resulting image that only contains shadow

volumes serves as an indicator mask regarding which sub-regions in the image

might be under shadow.

Given an image frame, the robot can assume that any object in the

image regions not covered by any shadow volume will be clearly lit by the

light. However, if an object is in the image regions covered by a shadow

volume, it may or may not be actually under shadow. In case the object of

interest is in front of or behind the shadow volume, the object will not be

under shadow despite its 2D coordinates on the recorded image falling inside
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(a) (b)

Figure 5.4: Concept of shadow volumes: (a) an original scene geometry (table
legs omitted for simplicity), and (b) the shadow volumes of the same scene

the shaded region. This exact scenario will be shown in Section 5.4. In the

following section, we show in detail how this information can be used to achieve

robust color-based object tracking.

5.3 Integrating a Color-based Object Tracker with CGSR-
Vision

At this stage, CGSR-Vision is now capable of observing the illumina-

tion condition, and knowing which part in the recorded image may be under

shadow. In this section, we show how this knowledge is used for color-based

object tracking. First, we recall our color-based object tracker from Chapter

3. Then, we describe the integration of the tracker with CGSR-Vision.

Our color tracker is initialized with several sample images of the object

of interest taken under a “reasonable” lighting condition, i.e., neither too bright

nor too dark. The color distribution of the object is stored in the form of a color

histogram in a three-dimensional color space such as RGB, HSV, and/or YUV.

This color distribution is (admittedly arbitrarily) assumed to be taken at the

lighting condition (0.8, 0.8, 0.8). Then an image processing routine is run on
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this color distribution to generate new color distributions under brighter and

darker lighting condition. While generating the artificial color distributions,

very bright and very dark lighting conditions are avoided because it may result

in a less accurate distribution around the color white or black. This color

tracker works best with an object with a distinctive unique color to minimize

confusion with the background, or with an object consisting of multiple colors.

At the actual tracking phase, the entire image is searched for a sub-

region that has a similar color distribution to one of the known color distribu-

tions, both the original sample’s color distribution and any of the generated

ones. In the experiments, we choose an orange colored ball as the object of

interest, and apply shape matching as a secondary filter.

Without the shadow classification proposed in this article, the color

tracker needs to search the entire image for any of the artificially generated

color histograms. However, with the output from Section 5.2, the vision system

is now aware of which regions are brightly lit and which ones are possibly under

shadow. Searching is performed as follows:

1. The entire image is searched for the bright colors, i.e., the object of

interest’s colors recorded in a clearly lit setting.

2. Regions covered by the shadow volumes are additionally checked for

the dark colors, i.e., the aforementioned bright colors with the intensity

reduced.

The reason why the bright color distribution is checked even in the

shadow volume-covered image regions is that the object of interest could be

between the shadow volume and the camera, or behind the shadow volume, so

66



that it is actually not under shadow. However, the opposite will not happen

and dark color distributions are only possible in the possibly shaded image

regions.

Adaptively limiting the checked color distributions has two advantages.

The first minor advantage is the reduced computation overhead. Instead of

looking for all color distributions over the image, improbable color distributions

can be avoided. The second, and more important, advantage of this approach

is the increased tracking accuracy, which can be seen in the following section.

5.4 Evaluation

CGSR-Vision is fully implemented on a Segway RMP 200 robot equipped

with a 1 GHz tablet PC and Logitech Quickcam Pro 4000 webcam. In this

section, we evaluate each of the components described in previous sections.

5.4.1 Shadow Observation

In this subsection, we evaluate the shadow observation performance in

terms of light source locating accuracy. The light source is ETC Source Four

PAR with 1000 lumens. The output of the lighting can be adjusted in 20

percent increment, which we fix to 60 percent. Lower outputs do not cast

visible shadows, while stronger outputs cause the shadow’s silhouettes to be

consumed by the light. In practice, 60% output, equivalent to 600 lumens,

resulted in best performance of shadow observation. The average error and

standard deviation with respect to the light’s incoming angle to the probe is

shown in Table 5.1.

If the incoming angle is below 20◦, the shadows are too short and are

not reliable. Similarly, if the incoming angle is above 60◦, the distance to the
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Table 5.1: Shadow observation accuracy at 600 lumens (15 trials per row)

Type Incoming angle Dist. to light Avg. err. Stdev
20◦ 1.97 m 11.2 cm 4.3 cm

Both 30◦ 2.14 m 13.4 cm 4.9 cm
shadows 40◦ 2.41 m 18.1 cm 6.1 cm
visible 50◦ 2.88 m 21.9 cm 6.0 cm

60◦ 3.70 m 29.0 cm 9.3 cm
20◦ 1.97 m 20.5 cm 5.9 cm

Only one 30◦ 2.14 m 21.8 cm 6.1 cm
shadow 40◦ 2.41 m 25.9 cm 8.9 cm
visible 50◦ 2.88 m 28.1 cm 9.5 cm

60◦ 3.70 m 33.7 cm 11.2 cm

light source gets larger and the shadow silhouette becomes too blurry to be

detected with the edge detection algorithm.

The average error and its standard deviation grows with increasing

incoming angle, because longer silhouette edges are less noisy and result in

better line fitting. Also, the locating accuracy is better when both shadows

are visible due to higher confidence. Therefore, when we implement this illu-

mination artifact observation technique on our robot, we exploit the mobility

of the robot to the maximum and let it explore the environment until it sees

a “good” shadow with small incoming angle and short distance to the light

source.

The current implementation of this shadow observation component is

programmed to search for at most two shadow lines per probe. Ideally, this

logic can be extended to look for all lines in a probe’s shadow regions to observe

the illumination condition under multiple light sources. However, in practice,

not all but only strong shadow silhouettes are observed by the Canny edge

detector, and thus, the shadow observation is not too successful at locating

the light source accurately with multiple light sources.
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5.4.2 Finding Shaded Regions via Shadow Volume

In this subsection, we briefly discuss the second component described

in this chapter – the component that computes the shadow volumes and thus

finds the possibly shaded regions in the recorded image.

As already mentioned in Chapter 2, the shadow volume technique is

a heavier shadow generating algorithm than shadow mapping, and thus less

preferred in real-time applications such as video gaming. However, with our

level of graphics simulation of about 500 surfaces with a single point light

source, the component was able to generate the shadow volumes 30 frames per

second – at the rate the webcam is capturing the video frames.

Regarding the accuracy of the shaded region finding component, the

computed “possibly shaded region” is correct when the following is assumed:

(a) a perfect 3D map, (b) a perfect localization of the light source, and (c)

a perfect point light source. We want to point out that the former two as-

sumptions are not “errors” caused by the shadow volume computation module,

while the last assumption is an error by the said module but suffices for our

purpose.

The 3D map inevitably contains measurement/modeling error, which is

not a direct fault of the shadow computing component. Despite such measure-

ment and modeling error, robot localization has been employed successfully in

the past (Thrun, 2005).

The location of the light source contains localization error despite our

best effort of correcting/minimizing it in Chapter 4. This, again, cannot be

considered as inaccuracy caused by the shadow volume computation module.

But the final factor of “a perfect point light source” is an assumption
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made by the computer graphics simulation inside this module and is not a

100% valid assumption. In reality, there is no perfect point light source, but

all light sources are a form of area light source. In 3D computer graphics, a

point light source is used because of its ease of computation and is often only

valid if the light source is sufficiently far away. However, for our purpose of

computing the shadow volumes, this assumption was safe in practice.

5.4.3 Color-based Object Tracking with CGSR-Vision

In this final experiment, we test the object tracker’s adaptability with

and without our color constancy framework. A sample of the test video can

be viewed in Figure 5.5.

(a) (b) (c)

(d) (e) (f)

Figure 5.5: A sample of the test video for evaluating color-based object track-
ing with our vision frame work. (a) Robot observes probe’s shadows, (b)
shadow volume view after the robot stopped moving, (c)–(e) the orange ball
in different positions with tracking results visualized with green rectangles,
and (f) a brown ball, correctly not tracked
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In the beginning, the robot does not see any shadows cast by the probes

and starts exploring the environment. Once it sees the probes casting shadow

(Figure 5.5 (a)), it observes the shadow and locates the light source. By pre-

programmed behavior (pseudocode in Algorithm 5.2), the robot backs off away

from the light source so that it gets a better view of the table which is set up

just below to light source. We illustrate the internal shadow volume image

in Figure 5.5 (b). With the computed shadow volumes and resulting shaded

sub-regions of the image, the color-based object tracker knows what color

histograms to look for to track the orange ball in the scene. We present an

orange ball above the table, under the table and under the shadow, and under

the table and not under the shadow (Figure 5.5 (c)–(e)). We also present a

brown ball above the table (Figure 5.5 (f)) and see that our color-based object

tracker is not confused with CGSR-Vision. The video clip for this experiment

is available at http://youtu.be/SGu_5OkIGjU

Algorithm 5.2 Pre-programmed behavior for evaluating CGSR-Vision

1: procedure Behavior(V ideoFrame)
2: while true do
3: Explore environment
4: ShadowLines← DetectProbesShadowLines(V ideoFrame)
5: if ShadowLines contain non-empty elements then
6: LightSourceLocation←ComputeLightSourceLocation()
7: break
8: end if
9: end while
10: Back off 5 meters
11: ShadedR← FindShadedRegions(LightSourceLocation)
12: while true do
13: TrackObjectWithShadedRegions(V ideoFrame, ShadedR)
14: end while
15: end procedure

Tracking accuracy, i.e., the average overlap of tracked bounding box
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over hand-labeled bounding box, is improved by applying CGSR-Vision. In

this experiment of tracking the orange ball (a video with 1821 frames), we

achieve a tracking accuracy of 74.2% with CGSR-Vision versus 43.7% without,

mainly because the number of false positives is reduced.

5.5 Summary

In this chapter, we presented CGSR-Vision, a vision framework for

mobile robots that enables observation of illumination artifacts in a scene

and reasoning about the lighting conditions to achieve robust color-based ob-

ject tracking. CGSR-Vision consists of four major components with two of

them exploiting techniques from the 3D computer graphics community. We

contribute to the robotics community by demonstrating how to find shaded

regions in the environment, and achieving robust color-based object tracking

using CGSR-Vision.

We implemented a vision framework for mobile robots that achieves

robust color-based object tracking in the presence of shadows. Similarly, the

framework can be extended to handle other forms of illumination artifacts

such as highlights, if the reflectance properties of the object of interest and/or

those of objects in the scene are known.
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Chapter 6

Object Tracking with Inter-Classifier Feedback

With the growing possibility of and demand for robots interacting in

real-world environments, it is becoming increasingly important for robots to be

able to interact with people. For robust human interaction, one fundamental

sub-task is the ability to distinguish among individuals. This chapter focuses

on enabling a mobile robot to track an individual based on input from a video

camera, a sensor that is becoming increasingly standard on modern mobile

robots.

Tracking a particular person among multiple persons can be challenging

for three reasons. The first reason is the noisy data. A person’s most uniquely

identifying visual feature is his or her face, which is not always present in

a given video frame. Even if it is present, face detection algorithms may

fail to detect it due to motion blur or bad lighting. The second reason is

the demanding constraints of the task. Because a robot needs to operate in

real-time with its limited processing power shared among all its tasks, the

computational resources available for person tracking are constrained, thus

limiting the algorithms that may be considered. The third reason is the mobile

nature of the robot. The robot may only get to see a very limited view of a

person under one lighting condition when it is trained. Worse, the trained

characteristics of the person can change over space and time, due to pose and

illumination changes. Then, the robot must be able to detect such changes

autonomously and select new training data for its classifiers.
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This chapter introduces a novel algorithm for person tracking in a video

stream that uses face recognition as a starting point, but augments it with

tracking of more frequently visible, but perhaps less uniquely identifying char-

acteristics such as the person’s clothes. The main idea is that primary, uniquely

identifying characteristics (e.g., faces) can be dynamically associated with sec-

ondary, ambiguous, possibly transient, but more easily computable character-

istics (e.g., shirt colors). When primary characteristics are identifiable, they

are re-associated with the secondary characteristics currently visible on the

person. The secondary characteristics can then be used to track the person,

even when the primary characteristics are not detected. We also show how

each classifier helps the other classifiers to update their training data online

to improve the overall performance of the system.

In the overall thesis, this chapter serves as the final and third part

which introduces a multi-classifier method that overcomes both the fragility of

primary characteristic trackers and the the uncertainty in color-based object

trackers mentioned in the previous chapter. We show how an agent can achieve

robust object tracking by combining multiple different visual characteristics of

an object for more accurate robot vision in the real world.

Our algorithm has been fully implemented and tested on a mobile robot

platform based on a Segway Robotic Mobility Platform. The robot was outfit-

ted to participate in the RoboCup @Home competition held in Atlanta during

the summer of 2007. In this event focusing on domestic robotics, two out of

the six required tasks were related to person recognition and person tracking

(Committee, 2007). Due in large part to the general approach introduced in

this chapter, our robot finished in second place out of the eleven entries from

ten countries.
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The remainder of this chapter is organized as follows:

Section 6.1 introduces the concept of heterogeneous inter-characteristic feed-

back in domain-independent terms.

Section 6.2 provides a proof-of-concept with a simple person tracker.

Section 6.3 implements a person tracker with more classifiers for more chal-

lenging situations.

Section 6.4 presents experimental results illustrating the improved perfor-

mance of our method over person tracking without inter-characteristic

feedback.

Section 6.5 summarizes and evaluates our work.

6.1 Classification with Heterogeneous Inter-Character-

istic Feedback

The overall system is a learning system which takes its current state and

a part of the input sequence to compute its output and update its current state.

During the output computation, an overall classifier is used which is built up

from two or more heterogeneous sub-classifiers. Each sub-classifier solves its

own classification problem by extracting different characteristics from the same

input.

We divide the characteristics into two groups: primary and secondary.

A primary characteristic must be a unique one that identifies a class. The

classification problem of such primary characteristic may be computationally

expensive, or susceptible to noisy input data. A secondary characteristic may
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be ambiguous, but computationally less expensive and more robust with re-

spect to noise. Secondary characteristics can be introduced to leverage the

shortcomings of a classification solely based on primary characteristics. This

is also one of the main differences between our method and an ensemble. A

secondary classifier is not used to vote for a better answer in case of an am-

biguous classification result, but as a fall-back classifier for the times when

the primary classifier returns no answer. There can be multiple characteristics

in the same level, or more levels of characteristics may be introduced if the

inter-characteristic relationship can be well-defined. Figure 6.1 illustrates our

scheme.

Figure 6.1: Classification with heterogeneous inter-characteristic feedback

Algorithm 6.1 shows the basic structure of the algorithm we propose.

ExtractPriChar and ExtractSecChar extract and return pri-

mary and secondary characteristics, respectively, of a given raw input. The

returned characteristics are fed into each characteristic’s classifiers Classi-

fyPriChar and ClassifySecChar, respectively, which return the class la-
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Algorithm 6.1 Classification with heterogeneous inter-characteristic feedback
(with 1 primary and 1 secondary classifier)

1: function Classify(InputSequence, CurrentState)
2: SecChar ← ExtractSecChar(InputSequence)
3: SecClass← ClassifySecChar(SecChar)
4: if IsPriCharRequired(CurrentState) = true then
5: PriChar ← ExtractPriChar(InputSequence)
6: PriClass← ClassifyPriChar(PriChar)
7: else
8: PriClass← ∅
9: end if
10: Class← ∅
11: if PriClass 6= ∅ then
12: Class← PriClass
13: if SecClass 6= ∅ then
14: if PriClass 6= SecClass then
15: if PriClass.Confidence > SecClass.Confidence then
16: TrainSecChar(SecChar, Class)
17: else
18: Class← SecClass
19: TrainPriChar(PriChar, Class)
20: end if
21: end if
22: else
23: TrainSecChar(SecChar, Class)
24: end if
25: else
26: if SecClass 6= ∅ then
27: Class← SecClass
28: end if
29: end if
30: Update CurrentState
31: return Class
32: end function

bel of the input. TrainPriChar and TrainSecChar are procedures for

training the primary and the secondary classifier, respectively, with the train-

ing data and the class label. Finally, IsPriCharRequired is a simple helper

function that determines whether the heavy primary classifier should be run
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in the given cycle for performance reasons.

The computationally cheap, and thus more frequently invokable, sec-

ondary classifier can be used as the default (line 2–3), while the more expensive

primary classifier is invoked whenever a more accurate classification is needed

(line 4–9). If the condition of taking the branch is carefully chosen, near real-

time performance can be achieved by avoiding an expensive classification task

for the robot every cycle. In case of a mismatch of the class labels returned

by each classifier (line 14), the algorithm picks the class label with higher

confidence depending on each characteristic’s classification accuracy and/or

CurrentState. Lines 16, 19, and 23 comprise the inter-characteristic feedback

which improves the classification performance of each classifier by adding more

training data to the other class. In case all sub-classifiers do not return an an-

swer, the overall classifier does not return an answer either. Our scheme does

not try to find an answer if an answer cannot be determined from its sub-

classifiers. However, our scheme still performs better than a primary classifier

alone.

In this chapter, we implement a person tracker with this concept, but

this scheme is fully general. For instance, it could also apply to other do-

mains such as computer networks to detect worms in the network (e.g., worm

signature as primary characteristic and network traffic anomaly as secondary

characteristic).

6.2 Implementation with 2 Classifiers

Having discussed the general concept of heterogeneous inter-classifier

feedback, next we apply the algorithm to a person tracking task. Since faces

are unique, the primary characteristic for the person tracking task can be
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chosen to be the face. Since tracking the face alone is not sufficient to robustly

track the person for previously mentioned reasons, a secondary characteristic

of a person which is independent from the primary characteristic is chosen.

Among different candidate characteristics, we choose the shirt of a person to

be the secondary characteristic because it is easily visible, unless he or she

is completely occluded by other objects. Figure 6.1 is implemented for our

domain as shown in Figure 6.2.

Figure 6.2: Person tracking with 1 primary and 1 secondary classifier

The robot platform used is the Segway RMP equipped with a 1 GHz

tablet PC for input/output processing, decision making, and control. The

robot’s primary sensor used in this chapter is a video camera with a lim-

ited view of its surroundings (56◦ horizontally and 45◦ vertically). Images are

captured in RGB color space at 30 Hz with a resolution of 640 × 480 pix-

els. Multi-resolution images are used for different tasks. The robot remains

stationary in this section.
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6.2.1 Primary Characteristic Tracking

We divide the primary characteristic tracking task in two: the face

detection and the face recognition. These correspond to ExtractPriChar

and ClassifyPriChar in Algorithm 6.1, respectively. The face detection

algorithm we use for the task is a boosted cascade of Haar-like features as

discussed in (Viola and Jones, 2004). It is implemented in the Intel Open

Source Computer Vision Library, and shows a near-real-time performance (15

Hz) using limited resolution (160×120) images with our tablet PC. Extracting

rectangular features from integral images as described in (Viola and Jones,

2004) does not suffer from a slight resolution decrease. The face recognition

algorithm which extracts scale-invariant features (SIFT) (Lowe, 2004) from

cut-out face images suffers more from a resolution decrease. Rather than

clipping the faces from the small 160× 120 image used for the face detection,

we extract the corresponding region in the original 640×480 image and extract

the SIFT features of that region. These are used to distinguish among different

faces by counting the number of matches during the recognition phase.

6.2.2 Secondary Characteristic Tracking

The secondary characteristic, a person’s shirt, is trained when that

person’s face is successfully classified for several (e.g., 10) frames. Each person

has his or her own positive and negative histogram each with a size of 64 ×

64× 64 RGB bins that contains the color information of the shirt the person

is wearing. For example, a shirt with red and green stripes has high counts

in (63, 0, 0) and (0, 63, 0). Figure 6.3 shows which regions in an image are

scanned for positive and negative samples of the shirt.

Positive samples of the shirt colors are taken from a region as large as
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Figure 6.3: Once the face is detected (a), the face’s SIFT features are extracted
to the face database and positive and negative regions of the shirt are sampled
(b). The RGB-to-person mapping generated with the positive and negative
histograms are shown in (c), and the shirt is detected in (d).

the face’s bounding box, located 0.5 bounding boxes below the face. Negative

samples are taken from two regions each as large as the face’s bounding box,

located 0.5 bounding boxes left and right of the face which should be the

background or other objects in the scene. By maintaining positive and negative

samples separately, a more accurate RGB-to-person mapping can be generated

than generating the mapping with positive samples alone. With this sampling

scheme, we assume that the color of the shirt is relatively uniform in direction,

i.e., we do not consider shirts having different colors in the front and in the

back, but we do not assume constant-colored shirts. We assume that each

person has a distinctly colored shirt. In case there is more than one person

81



having similarly colored shirts, the shirt of the latest person of interest is

recorded, and the corresponding RGB values are mapped to that person.

To detect the shirt of a person in a given scene, we map each RGB

pixel to a person ID with the mapping generated as described in the previous

paragraph, and find the largest continuous blob containing only 1 ID. This

approach is a modification of color-blob segmentation (Sridharan and Stone,

2005) where the colors of interest are assigned the same label. The blob

detection and recognition algorithm is a lightweight operation that is carried

out in real-time, 25 to 30 frames per second with a 320×240 resolution image.

A more sophisticated algorithm such as edge detection may also be applied,

but it requires additional object classification which needs a computation close

to the face recognition itself (e.g., the Canny edge detector runs in 15 Hz)

which is not desirable for tracking a weaker characteristic. Another SIFT

matching algorithm could have been chosen to distinguish shirts, but we found

the color information of shirts yields better classification than the gray-scale

SIFT features.

6.2.3 Adaptive Characteristic Tracking Algorithm Selection

Heavier vision processing is undesirable, since it results in lower frame

rates which leads to less reactive robot behavior. We use an adaptive charac-

teristic selection scheme for the robot’s vision to achieve a higher frame rate.

By the nature of human motion, the face is either constantly visible if facing

the camera with limited movement, or constantly unrecognizable or occluded

if not facing the camera or moving rapidly, although there can be a transition

period between the two states. The face detection algorithm we use shows an

average frame rate of 15 Hz. If the face detector can be skipped every other
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frame without decreasing the detection rate, the average frame rate would in-

crease up to 22.5 Hz. Referring back to Algorithm 6.1, IsPriCharRequired

is defined as “every other frame”. To avoid compromising the person detection

rate, the secondary shirt detector has to show an equal or better detection rate

than the face detector. We found this to be true in relatively steady lighting

conditions even without using techniques from Chapter 5. When taking ad-

vantage of that framework, we expect that we would see even more robust

operation.

6.2.4 Autonomous Real-Time Training Data Selection

Although we introduce the notion of primary and secondary characteris-

tics indicating the different weights of each characteristic, there is no guarantee

that a lower weighted characteristic will positively impact other characteris-

tics, and vice versa. The primary tracking system can give feedback to the

secondary tracking system to choose new training data for accurate classifica-

tion. In our person tracking application, the face recognizing algorithm which

computes scale-invariant features in normalized gray-scale images is more ro-

bust to color changes caused by ambient brightness changes. On the other

hand, the RGB-to-person mapping used for shirt tracking is highly suscepti-

ble to such changes. If a person’s face is correctly recognized, but the shirt

is not detected, the RGB-to-person mapping can re-learn the shirt’s colors,

or update the RGB values for better classification under the changed lighting

condition.

Since SIFT features are sensitive to directed lighting, a person moving

in an indoor environment may be classified as a different person where there

is more directed lighting than ambient lighting. However, the shirt’s colors
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sampled with a Gaussian distribution has a slightly wider range in this case,

and thus is still visible with directed lighting. Since the shirt is already known

to belong to a certain person, the false-negative unknown face is then added to

the training data of the primary classifier. Although conceptually possible, we

decided not to integrate the re-training of the face recognizer on our laptop.

The re-computation of the probability density function in our face recognizer

took more than 3 seconds on our laptop which takes less than 1 second on

a 2 GHz dual-core laptop. We found that the robot operates more smoothly

without the re-training, since it does not have to stop frequently for the PDF

computation.

As an example of autonomous re-training, we show the process of shirt

learning and updating. Two persons are wearing a different shirt and train the

person tracker. Each person is correctly classified even when the face is not

visible to the camera. After the training and the brief testing, they leave the

scene and exchange their shirts. When they re-enter the scene without showing

their faces, the person tracker does not correctly classify them, but once the

primary characteristic is seen, the tracker updates the secondary characteristic

associated with each primary characteristic (Figure 6.4).

6.3 Implementation with 3 Classifiers

After our initial proof of concept implementation described in the previ-

ous section, we extend our basic classifier with an additional secondary char-

acteristic of a person for more challenging situations when the robot is in

motion and the trained classifiers need online updates, e.g., the shirt color and

the background color are similar. We add a face color classifier that tracks

the skin color and the hair color to track the person when both the face and
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Figure 6.4: Example person tracking scenario. In (a) and (b), our algorithm
tracks persons with and without the primary characteristic (faces). After
leaving the camera’s view, the two persons exchange their shirt, and re-enter
the scene without showing their faces in (c). The algorithm classifies the
persons by just the secondary characteristic. Once the primary characteristic
is visible, it updates the secondary characteristic of each person in (d).

the shirt color cannot be tracked. Extending our person tracker with a pants

color tracker was an alternative, but pants are not visible as often as the per-

son’s face unless an additional camera is attached at waist height. The robot

platform remains the same, but it is in motion and follows the person in this

experiment.
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6.3.1 Additional Secondary Characteristic Tracking

The initial training of the face classifier is similar to the shirt classifier.

Given the bounding box of the face, the pixels in it are sampled for the face

color tracker to learn the face’s skin color initially. As shown in Figure 6.5,

more feedback can be implemented among the classifiers.

Figure 6.5: Person tracking with 1 primary and 2 secondary classifiers

Since the feedback from the primary classifier to the secondary classifier

is shown in Section 6.2, the only new feedback would be the feedback between

the secondary characteristics. For showing the effect of the feedback between

these, we assume that the two secondary characteristics have different colors.

If the colors are similar, the feedback will not be able to give hints to the

classifiers, and just operate without online improvement. Given color blobs

of the face or the shirt, a rough estimate of their confidence can be obtained.

For example, if the face bounding box is only 20 pixels wide, it is highly un-

likely that the shirt bounding box is 320 pixels wide. Various additional state

information, such as the motion cues of the characteristics, (CurrentState in
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Algorithm 6.1) and the relationship between the characteristics (e.g., relative

position and size) can issue a re-training.

With an additional secondary characteristic added, we show the update

of secondary classifiers with a simple scenario. A person is learned on his face,

face color, and shirt color. The person is correctly classified even in a blurry

image caused by the person’s and the robot’s motion. The white color of the

shirt learned in a dark environment is not a good feature with a similarly

colored background. The shirt classifier returns the highlighted wall as a false

positive. The face color tracker with a higher confidence due to its and primary

characteristic’s motion cues updates the negative samples histogram of itself

and the shirt classifier. After the re-calculation of the RGB-to-person mapping,

the false positive shirt blob in the background is not detected (Figure 6.6).

Empirically, we found that updating also the positive histogram based on the

ambiguous face color blob is not robust enough.

6.4 Evaluation

Upon start-up of the robot, all frames are processed by the face de-

tector, because there is no known shirt in the beginning. While the face is

trained, positive and negative face and shirt regions are sampled to build

the histograms for the RGB-to-person mapping for the person trackers with

additional characteristics. Once this process is finished, the ability to avoid

performing face detection every frame can begin to improve the frame rate

(Figure 6.7).

The person tracker with three characteristics has the lowest frame rate

at first and is slightly slower than the one with two characteristics in the long

run because it processes the most classifiers, but the extra overhead for the
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Figure 6.6: Example person tracking scenario. Gray, white, and black bound-
ing boxes are showing the primary characteristic (face), and the two secondary
characteristics (face color and shirt color), respectively. In (a) and (b), our
algorithm tracks a person with and without the primary characteristic, even
in blurry images. The shirt color is not a good feature in a similarly colored
environment like (c), but the face color classifier provides it with new negative
samples, so that no false positives are returned (d).

secondary classifiers is small, and is certainly worthwhile if it leads to better

accuracy.

Figure 6.8 shows the results of a controlled experiment using our tech-

nique on a single subject.

After having trained the robot, the person stayed in front of the robot

for 10 seconds (until t = 10). Then, he turned sideways and started walking.

The robot lost track of the person, but then correctly tracked the subject
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Figure 6.7: Frame rate of person tracking accumulated at one-second intervals
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Figure 6.8: Person classification accuracy of person tracking accumulated at
one-second intervals. The y-axis denotes the percentage of identified frames
in a second.

who was waiting for the robot, facing the camera (t = 18). After having been

confident that the robot was successfully tracking him, the person turned again

(t = 20). It can be observed that the face recognizer fails at t = 10 when the

person stops showing his frontal face, but the person trackers with secondary
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characteristics still perform well. At t = 16, when the person was out of sight,

all classifiers correctly drop to zero. Once the person is visible again and facing

the camera, all classifiers rise to 100% identified. The person tracker with one

characteristic once drops again incorrectly at t = 20 when the person turned

sideways again. A person tracker with a face recognizer only is very fragile

and the results strongly suggest using second characteristics along with the

primary characteristic.

6.4.1 RoboCup @Home 2007

Our person tracker was used for our home assistant robot at the 2007

RoboCup @Home competition in Atlanta. During the competition, our robot

successfully displayed the abilities to follow a human and to learn to distinguish

among several people. Our second place finish in the competition suggests that

our algorithm presented in this chapter is useful in practice. In this subsection,

we describe how our scheme was applied for Follow and Guide a Human and

Who Is Who? The tasks and their phases are explained in Chapter 2.

6.4.1.1 Follow and Guide a Human

In this task, a robot followed behind a human as he or she walked

around the home environment, winding around the furniture. The Segway

attempted both the first and second phases of the Follow and Guide a Human

task.

We attempted only the following (not guiding) portion of the first

phase. We did not attempt the extension because time constraints and techni-

cal difficulties left the Segway without functional mapping software. No team

finished the extension of returning back to the starting point. We used a visual
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Figure 6.9: Recognizing a person for the Follow and Guide a Human task
using heterogeneous inter-classifier feedback

marker named ARTags (Cawood and Fiala, 2008) on the shirt of the leading

human. The robot flawlessly followed the human leader, without touching

furniture or the human. Six of eight teams that attempted the first phase of

Follow and Guide a Human completed this portion of the task.

In the second phase, without the ARTags of the first phase, the robot

instead trained and used the scheme depicted in Figure 6.2. Since we antici-

pated following a human with his back turned, and thus never return a positive

classification result, the face recognition component of our person recognition

algorithm was not used. This is an example of the secondary classifier acting

as a fall-back classifier, when the primary classifier does not return any result

(Figure 6.9).

In the competition, the referees chose an African-American volunteer

wearing a white shirt. This choice presented two problems that each were

sufficient to break our algorithm.
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The first problem was that the Viola and Jones’ face detection algo-

rithm was unable to detect the human’s dark-skinned face. The face detector

extracts contrast-based features from a potential face location in the image

and uses those features to classify the location as a face or not. However, the

lighting was too dark for the detector to capture both bright and dark regions

in a dark-skinned face. Without detecting a face, the robot merely waited to

see one. We restarted the robot with a LED flashlight attached below the

camera to add contrast to the volunteer’s face. This time, the face detector

managed to locate the face in the video images, and the shirt classifier learned

the white shirt.

Tracking the volunteer’s shirt was also problematic. His white shirt

blended with the background, much of which was white as well. Collecting

negative samples helps discriminate between similar colors to some extent,

but the shirt and large elements of the background were too alike for the

algorithm to handle. Instead of tracking the volunteer’s shirt as intended, the

robot classified a large portion of the wall as the person and was unable to

follow the volunteer.

The choice of volunteer revealed weaknesses in our shirt-following algo-

rithm. However, in the Open Challenge and Final rounds, we demonstrated

that, given a human leader with light to moderately dark skin and a shirt color

that is distinguishable from the background colors, the robot could follow a

person for whom it has no a priori data.

6.4.1.2 Who Is Who?

The Who Is Who? task tested a mobile robot’s ability to meet and

later recognize humans. To learn the faces of multiple people, we train a face
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classifier for each person as described in Section 6.2. For Who Is Who?, the

output of the multi-face classifier is the set of identities which had a number

of SIFT feature matches above an empirically determined threshold. If the

output set is empty, then the threshold is lowered and the classifier is re-run.

Given the set of candidate identities, a shirt classifier takes over. This

classifier gathers samples as described in Section 6.2, but otherwise the shirt

classifier is different, having been modified to eliminate blob selection. Since

the face is required for classification in this task, the shirt pixels are simply

taken from below the face as in training. For each candidate identity, the

Euclidean distance between the average RGB values of the pixels on the per-

sons shirt (a 3-tuple) and the average RGB values of the specific identity’s

shirt samples is calculated. If at least one candidate’s shirt distance is above

a shirt threshold, then the candidate with the shortest distance is chosen as

the identity of the person. If none are above the shirt threshold, the person is

announced as a stranger. This is an example of the secondary classifier being a

fall-back classifier in case the primary characteristic based classification result

is not confident enough (Figure 6.10).

In the first phase, we chose the four people and their shirts. We gave

them strongly distinguishable shirt colors — red, green, blue, and yellow. Our

robot correctly identified four of the five people. The stranger was misidentified

as one of the known people. We believe this error occurred specifically on the

stranger for two reasons. First, the volunteer’s SIFT features matched many

features of at least one of the known people. Second, the volunteer’s shirt

was colored similarly to the person whose SIFT features were similar. With

both the primary characteristic (the face) and the secondary characteristic (the

shirt) testing as false positives, the person tracker did not correctly classify
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Figure 6.10: Recognizing a person for the Who Is Who? task using heteroge-
neous inter-classifier feedback

the stranger. Of seven teams that attempted this task, some of which used

commercial software packages, only one other received points by identifying at

least four of the five people.

The training of the second phase is the same as in phase one, except

the persons were chosen randomly by the committee. The testing is especially

more challenging in the second phase. The five people (four known and one

stranger) are not standing in a line anymore, but are instead randomly dis-

tributed throughout the home environment. We used a stochastic search to

look for candidate people as recognized by positive identification from the face

detection module. During the allotted time, the robot found one of the people

and correctly identified him. No other team identified a single person during

the second phase.
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6.4.2 Open Challenge

Once all teams had attempted their specific tasks, each competed in

what was called the Open Challenge. This consisted of a presentation and

free-form demonstration. Going into this event, after receiving scores from

the specific tasks, UT Austin Villa ranked third of eleven. A jury of the

other team’s leaders ranked us second for the Open Challenge. The robot’s

demonstration was a simplified version of the one performed in the Finals, so

it will not be described.

6.4.3 Finals

The top five teams competed in the Finals. Having ranked third in

the specific tasks and second in the open challenge, UT Austin Villa advanced

along with Pumas from UNAM in Mexico, AllemaniACs from RWTH Aachen

in Germany, RH2Y from iAi in Austria, and Robot Cognition Lab from NCRM

in France. The Finals were judged by a panel of trustees of the RoboCup

organization, all well-known robotics researchers.

Before describing the demonstration itself, we begin with some moti-

vation for the scenario we focused on. Accurate person recognition will be

essential in any fully functional home assistant robots. For instance, if a per-

son refers to himself or another by a pronoun (i.e., “Get me my medicine.”, the

robot needs to know who is being referenced. Asking for identification each

time would be cumbersome and unnatural. Instead, the robot should identify

the person by context as a human would. This context includes, among other

things, visual data, which our algorithm uses.

Person recognition must be robust. Facial recognition alone is not

enough, since humans will sometimes be facing away from the robot’s camera.
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Similarly to our previously described algorithm for the Who Is Who? person

recognition task, we again use shirt color as a secondary classifier. Whereas

before it was used to differentiate people after comparing their faces, here we

demonstrate using it to identify a person when he turns his back to the robot’s

camera.

Person recognition, in addition to being robust, must be flexible. Rigid-

ly learning a person’s exact appearance at one moment will likely not be suffi-

cient to identify him or her after a significant change in appearance. Changes

in human appearance can be roughly categorized into two types. One occurs

quickly, like the changing of clothes every day or cutting one’s hair. The other

type of change occurs very gradually and includes growing older and losing or

gaining weight. Although we created an algorithm to handle certain cases of

both types, the five minute window of our demonstration limited us to creating

a scenario that includes only quick changes.

Our scenario was designed to display our algorithm’s robustness and

adaptability. Specifically, it shows person identification using shirt color as a

secondary classifier in the absence of the primary classifier, the face. It also

mimics the daily (or so) occurrence of a human changing clothes, showing

the robot adapt to this change in the secondary classifier. Lastly, it shows

that the Segway robot can effectively follow a recently learned person without

markers, as we unfortunately were unable to show during the second phase of

the Follow and Guide a Human task. The only differences were that we used

a lighter-skinned human and shirt colors which stood out from the colors of

the background (as opposed to brown-skinned and white-shirted).

The demonstration involved two people, one with whom the robot in-

tended to interact and another who was unrelated to the robot’s primary task
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(stranger). At the beginning, the robot trains classifiers for the intended per-

son’s face and shirt. It then follows the learned person based on only shirt

color when face is not visible, first with a green shirt and later with a red

shirt. The Segway twice gets “passed” to a stranger, whose back is turned

(i.e., face invisible) and is wearing the same shirt color. Each time, it follows

the stranger until it can see his face. At that point, the face classifier returns

a negative classification and supersedes the shirt classifier, and the robot an-

nounces that it has lost the learned person and turns away to look for him.

Upon finding the original person based on a positive facial classification, it

retrains the person’s shirt, subsequently stating whether the shirt color has

changed.

In the demonstration, the interaction between the face and shirt clas-

sifiers was different than in the Who Is Who? task. In that task, the shirt

classifier refined the results of the face classifier, choosing from possibly sev-

eral candidate identities. In this demonstration, however, the shirt classifier

worked when the robot did not detect a face in its vision input. Also when

both classifiers were running (a face and a shirt are detected) but gave con-

tradicting results, the shirt classifier would re-train using samples obtained

from the face classifier. This demonstration shows a full implementation of

our scheme as depicted in Figure 6.2. A video of the Segway performing in

the Finals is available at http://youtu.be/Jr3jlmKA-5Y

The panel of judges scored the presentations and demonstrations of each

finalist, determining each team’s final standing in RoboCup @Home 2007. We

finished in second place (Table 6.1).

Of the top three teams, we had a couple of unique characteristics. Our

team size of three people was half that of the next smallest team. We were
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Team Final Score
AllemaniACs 256
UT Austin Villa 238
Pumas 217
RH2-Y 199
Robot Cognition Lab 190

Table 6.1: RoboCup @Home 2007 final results

also the only team in the top three that was competing for the first time. We

were very successful as well in the specific tasks in which we competed. We

received more points than any other team in the person recognition task of

Who Is Who? and accomplished all tasks that we attempted in the first phase

of Follow and Guide a Human.

6.5 Summary

Robots that interact with humans need to understand human motion.

One of the basic tasks that has to be accomplished is tracking a certain person

to which the robot has given its attention. Various research has been conducted

for tracking a person which can be a difficult task for real-time robotics vision.

In this chapter, we have described a method to robustly track a per-

son among multiple different persons by using independent characteristics of

a person: the face, the face color, and the shirt color. By combining these

characteristics and allowing them to give feedback to each other, the person

tracking algorithm exhibits a more stable detection rate than a system without

such feedback between the features. The interaction between the three char-

acteristics improves the frame rate, the detection rate, and the classification

accuracy of the robotic vision, which ultimately leads to a more reactive and

correctly-behaving robot.
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When we participated in RoboCup @Home 2007, we relied on constant

global lighting which worked out fine when the controlled indoors lighting

dominated the illumination condition. We experienced degraded performance

of our vision system when the sunlight shone over the living room setting.

This greatly motivated the need for color constancy capability of our robot

which became the primary interest of this dissertation. The performance of

our multi-classifier system presented in this chapter could be further improved

with the methods discussed in earlier chapters of this thesis.
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Chapter 7

Related Work

This dissertation introduces novel methods for equipping mobile robots

with robust vision under changing illumination condition. These methods

employ ideas and techniques from various areas of computer science, which

are discussed in further detail in this section.

Specifically, this chapter discusses the following range of previous work

related to this dissertation:

Section 7.1 lists previous work on color constancy in the context of mobile

robot vision.

Section 7.2 focuses in related work on person tracking and color-based object

tracking.

Section 7.3 presents relevant research on vision-based localization and cor-

rection.

Section 7.4 investigates interdisciplinary work in computer vision and com-

puter graphics.

Section 7.5 discusses previous work in multi-classifier systems for machine

learning and robot vision.
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7.1 Color Constancy and Mobile Robots

To achieve robust robot vision, this dissertation primarily focuses on

presenting a unique way of achieving color constancy for mobile robots under

different lighting conditions. In this subsection, we list previous work on color

constancy within the context of mobile robot vision.

The Retinex algorithm as described in (Land and McCann, 1971) mim-

icked human perception by relatively normalizing pixels using the surrounding

pixel color values. There have been many implementations of this scheme

such as those by (McCann, 1997; Funt et al., 1992; Blake, 1985). The Retinex

algorithm assumes small color value differences in nearby pixels are due to a

change in illumination. Large differences, on the other hand, are attributed to

a change in the surface. Due to this assumption, Retinex methods only showed

comparable performance to other color constancy algorithms under uniform

illumination.

There have been methods based on the assumption that gray-scale im-

ages are invariant under lighting (Buchsbaum, 1980). These algorithms pro-

posed computing the average image intensity in gray-scale and then using

this average to normalize the image. However, this had limitations similar to

Retinex, especially under dynamically changing illumination.

In (Maloney andWandell, 1986), the authors tried to recover the surface

reflectance functions of objects in the scene with unknown illumination. They

decomposed both the illumination and the surface reflectance functions as a

weighted linear combination of a small set of basis functions. Among many

possible solutions, a unique solution could only be found if and only if the

number of photoreceptors in the camera (often three) exceeds the number of
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basis functions that determined the surface reflectance function. Although

mathematically sound, most surface reflectance functions and illuminations

cannot be modeled with just two basis functions which unfortunately makes

this approach impractical.

Marimont and Wandell also used linear models to represent the light-

object interaction (1992). Specifically, a low-dimensional linear model was

used to represent surfaces and illuminants to approximate their spectral prop-

erties with respect to a set of cameras. Although not always valid, these

approximations have been practical in terms of compatibility with computer-

graphics applications which is why we use a similar linear representation for

light-object interaction.

Gamut mapping approaches in (Barnard, 2000; Finlayson, 1995; Forsyth,

1990) estimated the color of the light solely by the color ranges observed in

the input image. A set of mappings was generated that transformed recorded

image colors under an unknown illuminant to the gamut of colors observed

under a canonical illuminant using 3D diagonal matrices. After the genera-

tion, a single mapping was chosen from the set. Gamut mapping algorithms

showed good color constancy performance with previously seen lighting condi-

tions. In contrast, our approach was designed to provide color constancy with

previously unseen settings on the fly.

In (Vergés-Llah́ı and Sanfeliu, 2005), the authors employed color his-

tograms to provide color constancy. They computed all feasible maps arising

between two sets of colors, namely, the one belonging to the actual image and

the canonical set. The best colors in this set were selected using a likelihood

function and used to render the image colors as seen under a canonical light.

This method required some training data before it could produce good his-
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tograms under canonical light. In our approach, we do not require off-line

training and achieve object tracking on the fly.

There have been approaches trying to solve the problem of color con-

stancy using statistical methods. In (Brainard and Freeman, 1997), the color

constancy problem was framed in Bayes’ rule P (x|y) = P (y|x)P (x)/P (y),

where x is the variable describing the surface and the lighting condition in the

scene, and y is the recorded color of the surface. For the scope of x, some sur-

face and lighting conditions were provided in the database and simulated. This

method was similar to our method in terms of simulating possible settings in

advance and finding the answer among multiple candidates. Instead of using

probability values computed from synthetic configurations and applying a loss

function designed for color constancy, we used computer graphics to generate

realistic views.

In (Cardei et al., 1998), the authors showed that neural networks can

be trained with synthetic images, including those with synthetic specular high-

lights, to estimate the chromaticity of the illumination based on existing colors

in the image. This method showed outstanding performance on synthetic im-

ages and also good performance on real images. However, for the latter, the

process of providing the robot with labeled training data has not been trivial

and the training time was known to be too slow for on-line learning on inter-

active robots. The training time of our method in Chapter 3 depended on the

rendering time for a scene multiplied by the number of simulated illumination

conditions, which can be arbitrarily controlled.

For robust color-based vision, color constancy has been explored in

robotics as well. Often, robot applications rely on computationally cost-

efficient algorithms due to limited resources (Sridharan and Stone, 2009). Il-

103



lumination invariance methods with manual training and/or prior information

(Anzani et al., 2005; Schulz and Fox, 2004; Lenser and Veloso, 2003) often

showed limited performance in new situations, while approaches exploiting

domain knowledge, such as using a map of the environment with ground-true

colors, showed better adaptability to previously unseen illumination conditions

(Sridharan and Stone, 2007). Our illumination invariance method did rely on a

3D map of the environment, but worked without pre-labeled colors of surfaces

in the map, and relied on data that can be gathered robustly with range sensors

or depth perceptors. At the same time, we achieved illumination-adaptivity

in new settings.

7.2 Color-based Object Recognition and Tracking

In this dissertation, color-based object tracking was mainly used to

evaluate the performance of our color constancy method. In computer vision

community, there have been three main types of object trackers: point, sil-

houette, and kernel trackers (Yilmaz et al., 2006). Since point and silhouette

trackers do not use color information of objects, we only focused on color-based

trackers or relevant techniques in the kernel tracking domain.

To avoid solving the problem of illumination invariance, traditional

computer vision algorithms have been operated on gray-scale images. Be-

sides using visual features in gray-scale images such as (Lowe, 2004) or affine

invariant features (Mikolajczyk and Schmid, 2004), there have been work us-

ing color-based gradient detectors with histogram of oriented gradients (HoG)

descriptors (Villamizar et al., 2009) which effectively remove shadows in an

outdoor environment given a set of training data. Our color-based object

tracking in Chapter 3 is designed to adapt to previously unseen illumination
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conditions with very limited training data.

The most commonly used approach for tracking a single object is tem-

plate matching. Template matching uses image intensity or color features to

form a “template” of the object of interest which is then searched for in the

subsequent video frame. Once a close match is found, the template is updated

with the more recent data. This method is known to be too illumination sen-

sitive and computationally expensive for mobile robots, despite using image

gradient features (Birchfield, 1998) and efficient algorithms (Schweitzer et al.,

2002).

In (Jepson et al., 2003), the authors represented the object of interest

as a component mixture of stable appearance features, transient features, and

noise effects. These components were differently weighted, and properly used

during a tracking phase via an online version of the expectation-maximization

algorithm. This tracker showed good tracking performance and adaptability,

as long as the three components were correctly kept separate. Under changing

lighting conditions, especially under sudden illumination change, the method

performed poorly due to modified “stable appearance features.”

Another frequently used technique for object tracking is the optical

flow. The traditional optical flow estimation is a point motion estimation prob-

lem. Methods such as KLT trackers (Shi and Malik, 1994) extended the idea of

(Lucas and Kanade, 1981) to a small region, e.g., 25×25 pixels, around afore-

mentioned gray-scale interest points. The tracking ability mainly depended

on the performance of the point detector and the look of the region. These

showed limited performance when deployed on a mobile robot due to interest

point mismatches caused by illumination changes.

Under the assumption that some degree of color constancy was achieved,
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Swain and Ballard showed how color histograms could be used to provide a

robust cue for indexing (1991). (Funt and Finlayson, 1995) extended the idea

and added a form of color constancy algorithm with color ratios as a pre-

processor to the image retrieval system. In Chapter 3, we built upon the fact

that color histograms are useful cues for object identification, but focused on

object tracking rather than image retrieval.

There are various color-based object trackers under constant or rela-

tively constant lighting conditions. Trackers that iteratively use mean shift on

color distributions such as the continuously adaptive mean-shift (CAM-Shift)

tracker (Bradski, 1998) or mean shift tracker (Comaniciu and Meer, 2002)

show good tracking performance in real-time even in partially occluded or

cluttered scenarios, and are used widely as state-of-the-art color-based object

trackers. These methods show degraded performance when the color distribu-

tion of the object in the image significantly changes. This type of change is

frequently encountered on mobile robotic platforms due to new lighting con-

ditions. As the main focus of this work is to build a color-based object tracker

for mobile robots that is robust to illumination changes, we demonstrated

the illumination-robust performance of our tracker compared to a CAM-Shift

tracker in Chapter 3.

7.3 Vision-based Localization and Correction

Our work in Chapter 4 was inspired by previous work by Stronger and

Stone (2007) that similarly intertwines vision processing and self-localization.

However, that work was limited in its definition and implementation to mostly

planar environments with solid colors such that it was straightforward to de-

termine which landmarks and edges were expected to be visible from any given
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camera location. In other words, there were only a few possible environmental

occlusions. In most common environments, these assumptions do not hold.

Rather, determining the expected appearance of a scene from a point in 6D

space is an algorithmically and potentially computationally complex process.

A similar approach to Stronger and Stone was taken by Lowe (1991).

In this work, numerical stabilization methods were devised that solve for pro-

jection and model parameters that best fit a 3-D model to matching 2-D image

features. For convergence, he also used the Levenberg-Marquardt method as

in (Stronger and Stone, 2007). However, Lowe’s work also showed limited

performance when there were occlusions in the scene.

(Drummond and Cipolla, 2002) presented a framework for 3D model-

based tracking using the graphics hardware. It is similar to our work in that

it employed a 3D model and used computer graphics’ rendering techniques.

However, the work was focused on tracking an object whose model as known,

and showed limited performance when there were large discrepancies between

the actual object and the model. Although it showed good performance for

close object tracking, this work was not suitable for robot localization in the

real world.

In the context of mobile robots, recent work by Lee et al. developed an

algorithm for understanding in-door scenes (2009). Specifically, the algorithm

collected lines detected in the input image to generate hypotheses of possible

building structures which were verified to find the structure which best fit the

given line segments. Although very similar to our work in Chapter 4, the

purpose of this work was to understand scenes and reconstruct 3D structure

of the recorded scene, and did not provide any means of localization error

minimization.

107



In (Gasteratos et al., 2002), the authors presented the entire hard-

ware and software system of their spider-like robot that navigated through

the environment given a 3D map of the world. While their robot performed

vision-based localization using lines in the scene, they heavily relied on the

stereo camera which was not directly applicable to our robot equipped with a

single camera.

Vision-based mobile robot localization presented in (Schmitt et al.,

2002) was used successfully in the RoboCup mid-size league. Each individual

robot used colors and lines for self-localization, but the localization correction

was performed jointly by team members. The robots estimated their joint

positions in a known environment, i.e., soccer field. This localization method

handled occlusion by exploiting multiple views from other team mates. In our

approach, our robot handles occlusion by utilizing visibility testing in com-

puter graphics.

7.4 Robot Vision with Computer Graphics

Employing techniques from computer graphics for solving computer

vision problems has been explored in the past. One famous, and obvious, form

of collaboration between computer vision and computer graphics is previous

work in 3D scene reconstruction. Images taken from monocular cameras were

analyzed to retrieve the 3D information of the scene. Since a single 2D image

loses the necessary 3D information during projection onto the image plane,

often multiple views of the same scene were required to perform reconstruction

(Hartley and Zisserman, 2004). With the analyzed 3D information, the scene

was visualized using 3D computer graphics, and the reconstructed worlds were

used to provide an interactive user experience in a virtual world. In Chapter 5,
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we used techniques from 3D computer graphics for implementing an adaptive

computer vision framework, rather than using results from computer vision to

implement a virtual graphics world.

Three-dimensional scene reconstruction in the context of robotics has

also been explored. In (Heigl et al., 2000), the authors combined computer

graphics and computer vision to implement a probabilistic framework for

vision-based robot navigation. Specifically, they used computer graphics to

render the internal world model to compare the rendered scene to the recorded

scene by the robot. The performance of their algorithm depended on the detail

of their world model and the photo-realistic output of the rendering algorithm.

In Chapter 5, we also employed techniques from computer graphics for use in

accordance with the recorded image, but we do not rely on any realistically

rendered image. Instead, we computed the region of interest using computer

graphics, and then applied computer vision algorithms adaptively based on

the computed shadow volume information.

In the domain of virtual reality/augmented reality, artificial objects

are often realistically inserted into the recorded scene. The computer graph-

ics community has been exploring such techniques since the nineties (Karsch

et al., 2011; Mury et al., 2009; Lalonde et al., 2009; Cossairt et al., 2008; Al-

nasser and Foroosh, 2006; Debevec, 1998; Fournier et al., 1993). While these

efforts focused on photo-realistic rendering of images with embedded artificial

objects, our work only generates the necessary data structures for illumination-

adaptivity to improve the vision of our robot.

In Chapter 4, we used the graphics hardware to improve vision-based

robot localization. There have been previous work employing the graphics

processing unit (GPU) in robotics. Recent work such as (Charmette et al.,
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2011; Kornuta and Pruchniak, 2010; Schweitzer and Wuensche, 2009) used

GPUs for computer vision tasks such as feature matching. We did not exploit

the computational power of the GPU to perform other types of computation,

but rather used the GPU for the full rasterization-based rendering pipeline.

Not necessarily interdisciplinary work in the domains of computer graph-

ics and computer vision, but in the concept of comparing simulation results

with real-world perception, there have been work such as (Bongard et al., 2006;

Zykov et al., 2005) where robots learned and improved their motion by sim-

ulating their motion in a virtual world. The physics engine in the simulation

was assumed to be perfect, while the model of the robot was assumed to be

imperfect. In body of work, the robots in the real world ran simulations to

improve their motion in the virtual world, which they then tested in the real

world. If they found imperfections in their self-models, they improved them,

and thus improved their simulation results in subsequent iterations. We used

a similar approach of combining simulation, i.e., computer graphics, and real-

world observation, i.e., computer vision, to derive a better real-world robot

vision. Specifically, we first observed illumination artifacts in the real world,

which was used to improve the light source in the graphics world. This re-

sulted in a better real-world performance via illumination-adaptive computer

vision.

7.5 Ensemble Learning and Robot Vision

In Chapter 6, we presented an online learning technique that consisted

of several sub-classifiers giving classification feedback to each other to improve

classification accuracy. Previous work on integrating multiple classifiers have

shown that integrating multiple weak learners (“ensemble methods”) can im-
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prove classification accuracy.

Schapire built an ensemble called boosting which iteratively trains the

classifier by emphasizing the mis-classified training data from the previous

iteration (Schapire, 1990). Breiman introduced the concept of bootstrap ag-

gregation, often called bagging, that trains each sub-classifier separately using

only a randomly-drawn subset of the whole training sample and then lets the

sub-classifiers vote with equal weight (Breiman, 1996). Melville and Mooney

devised an ensemble named Decorate that improves accuracy of the classi-

fier by adding artificial training data when the training set is small (Melville

and Mooney, 2003). Unlike our classifier presented in Chapter 6, ensembles

are often built with homogeneous sub-classifiers. Also, each sub-classifier does

not give individual feedback to the other classifiers. We showed how hetero-

geneity and directing the feedback of the sub-classifiers to each other improve

classification accuracy.

The multi-classifier idea has been extended to multiple reinforcement

learning agents giving feedback to each other (Crites and Barto, 1998; Ku-

mar and Miikkulainen, 1997). In their work, however, each agent’s feedback

message to other agents did not result in an update, i.e., re-training, of other

agents. On the other hand, our scheme employed this re-training and benefited

from the online adaptability of the classifier.

In the domain of computer vision, (Levin et al., 2003) used multiple

visual detectors (e.g., Gray versus BackSub) that were co-trained on each

other to improve classification performance; a learning technique to boost

classification accuracy when only a small set of labeled data is available (Blum

and Mitchell, 1998). These methods typically focus on merging classifiers that

aim to classify the same target function, possibly using different input features.
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In contrast, the classifiers we merged in Chapter 6 were trained on different

concepts (e.g., faces versus shirts) and integrated primarily by associating their

target classes with one another in order to provide redundant recognition, as

well as to provide dynamically revised training labels to one another.

The concept of ensemble learning was directly applied to the object

tracking domain by Ensemble Tracking (Avidan, 2005). In this work, object

tracking was considered as a binary classification problem, and an ensemble

was built using weak object trackers that could distinguish between the object

of interest and the background. The resulting ensemble tracker assigned to

each pixel in the image a confidence value on which mean shift (Fukunaga

and Hostetler, 1975) was applied to find the peak of the confidence map. The

ensemble tracker is similar to our approach that it utilizes ensemble methods

from machine learning, but inherits the aforementioned limitations of boosting,

such as the lack of diversity in sub-classifiers and the lack of inter-classifier

feedback.

As an application of our multi-classifier scheme, we implemented a per-

son tracker that consisted of a face tracker and a shirt tracker. Person tracking

is an extensively researched area in computer vision. Several person tracking

systems capable of detecting the number of persons and their positions over

time use a combination of foreground/background classification, novel points

clustering, and trajectory estimation (Darrell et al., 2000; Haritaoglu et al.,

2000; Stauffer and Grimson, 1999; Wren et al., 1997). These systems use a

stationary camera from a relatively distant, high viewpoint from which most

of the people’s bodies are consistently visible. In contrast, we considered a

camera mounted on a mobile robot that may be moving in close proximity to

and often at a lower vantage point than the people in question.
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There are many potential pitfalls in person tracking: The target per-

son’s unpredictable movement, the robot’s inaccurate motion, obstacles oc-

cluding the target, and inconsistent lighting conditions can all cause the robot

to lose sight of its target. To relocate its target after such out-of-sight situa-

tions, the robot must be capable of re-recognizing the person it was tracking.

For such person recognition, faces are the most natural identifier, and various

studies have been conducted on face recognition (Viola and Jones, 2004; Lee

and Seung, 1999; Belhumeur et al., 1997; Turk and Pentland, 1991). Although

these systems achieve reasonably high accuracy with well-aligned faces, they

are infeasible for a real-time robotic platform due to the heavy computational

requirements of face alignment or facial component extraction. Instead of

recognition methods relying on careful alignment, we extracted SIFT features

(Lowe, 2004) from faces, similar to work proposed in (Luo et al., 2007; Bicego

et al., 2006), and recognized faces by counting the number of matching SIFT

features, which we performed in near real-time.

To address the brittleness of tracking faces in light of changing poses

and inconsistent lighting, we augment a face classifier with a shirt classifier.

Tracking faces and shirts is a known technique (Everingham et al., 2006; Wald-

herr et al., 2000), but we expressed the scheme in general terms and focused

on the interaction of the classifiers.

There are various data fusion techniques for detecting objects in the

environment. Multi-sensor fusion combines readings of multiple sensor devices

to improve accuracy and confidence (Chong et al., 2000; Waltz and Llinas,

1990). In our method, we used one input from a single sensor device that was

processed and interpreted in multiple ways rather than combining multiple

sensors reading different data. Also, our setup is more power- and cost-efficient
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in terms of the number of sensors the robot has to employ. Our single-sensor

approach also benefits from not having to deal with multiple device calibration

and synchronization which is a major disadvantage with multi-sensor devices.

Tracking multiple cues is a well-known technique in the domain of ro-

bust and practical object tracking. (Wu and Huang, 2004) formulated the

problem of multiple cue tracking as a probabilistic inference problem for a fac-

torized graphical model which was decomposed into multiple different modali-

ties using a structured variational analysis to approximate the Bayesian infer-

ence. The co-inference phenomenon of these modalities illustrated the inter-

action among the cues which was then approximated using a sequential Monte

Carlo algorithm. The proposed multi-cue object tracker performed well with

two different cues with a static camera, but did not provide a method for

prioritizing some cues over others, nor did it provide a backup solution when

some cues become invisible while our approach does.

Multiple-Cue Object Recognition (MCOR) combined multiple cues for

object recognition in the environment (Aboutalib and Veloso, 2010, 2007).

Specifically, MCOR observed humans interacting with the objects in the en-

vironment and associated visual cues with non-visual cues. Unlike MCOR’s

approach of adjusting the weight of each cue, we assigned static weights to

each classifier, but updated the classifiers with additional training data using

inter-classifier feedback.
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Chapter 8

Conclusion

One core functionality we desire from social mobile robots is their au-

tonomy, since that would greatly improve our interaction experience with

them. To achieve this goal, all components of the robot need to work reliably,

both at the individual component level as well as at the overall system level.

Among various components an autonomous social robot would need, such as

vision processing, speech processing, natural language processing, localization,

planning, to name a few, we focused on making the vision processing unit of

a mobile robot robust under changing lighting conditions.

In order to implement robust mobile robot vision under varying illumi-

nation conditions, a form of color constancy needs to be implemented for any

color-based vision processing. This dissertation approached the illumination

invariance problem from a computer graphics point of view and exploited the

properties of robots’ mobility to the maximum to achieve this desired capa-

bility. In this final chapter, we review this the main topics covered in this

dissertation.

This chapter is outlined as follows:

Section 8.1 summarizes the three parts of this dissertation.

Section 8.2 then lists the contributions of each chapter in this dissertation.
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Section 8.3 presents possible future work and directions this dissertation

opens.

Section 8.4 finally concludes this dissertation.

8.1 Summary

To answer our initial thesis question of how a color-based mobile robot

vision system can achieve robust operation in the real world, we divided and

approached the problem in three main parts. In each step, we devised a novel

algorithm to solve a particular sub-problem of the bigger thesis question, and

used its result in the following parts of the dissertation.

In the first part of this dissertation (Chapter 3), we presented a method

to achieve illumination-adaptive color-based object tracking under varying

global illumination. For its illumination-adaptiveness, the color tracker gener-

ated unseen views of the object of interest with the diagonal color model. We

showed the object tracker performs robustly under changing lighting condi-

tions (indoors, outdoors, and during their transition), and used this approach

in the second part of the dissertation.

The second part of this dissertation (Chapter 4 and 5) focused on

implementing a vision framework for mobile robots with computer graphics

hardware support. We devised a localization correction module and a shadow

observation module to implement the said vision framework. When combined

with the aforementioned color tracker, we showed how color constancy can

be achieved by reasoning about the visible shadows in the scene. We demon-

strated and evaluated our framework on a mobile robot operating in an envi-

ronment with a controlled point illuminant.
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Last but not least, in Chapter 6, we introduced a novel multi-classifier

algorithm that combines multiple visual cues to overcome vulnerabilities of

each individual cue and thus achieves robust tracking on a mobile robot. We

used this scheme to implement person tracking on our home assistant robot

which won the second place in RoboCup @Home 2007, an international com-

petition of home assistant robots.

8.2 Contributions

Each chapter in this dissertation makes a specific contribution to the

robot vision community.

Object Tracking with Global Lighting Estimation:

We devised a generate-and-test methodology for mobile robots to es-

timate the global illumination condition. With the obtained informa-

tion, we achieved color constancy in-doors and out-doors, under changing

lighting conditions.

Vision-based Localization Correction with Graphics Hardware:

We presented a vision-based localization correction algorithm with com-

puter graphics hardware support. Unlike the work in the previous chap-

ter, we assumed a 3D map of the environment was available to benefit

from 3D computer graphics techniques and hardware. With the said

hardware support, we achieved more scalable and more accurate local-

ization correction than previous implementations.

Illumination-Adaptive Robot Vision with Computer Graphics:

We implemented a mobile robot that autonomously determines the loca-

tion of a point light source by observing and navigating the environment.
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Upon having located the light source, we showed how our agent could

achieve color constancy by computing the shaded regions in the scene

using 3D computer graphics techniques.

Mobile Robot Vision with Multiple Visual Classifiers:

We showed how to accomplish robust color-based tracking using multiple

heterogeneous visual classifiers. The feedback of each classifier to the

others played an important role in improving the performance of the

vision system in terms of accuracy.

8.3 Future Work

In this section, we mention possible future work and/or research direc-

tions for the work in each chapter.

Chapter 3 presented a color tracking method that maintains a set of tuples

of an object’s candidate view and its associated light color for maximum

adaptability under unexpected, large illumination changes. However, if

the robot has prior experience about the environment or at least knows

whether it is indoors or outdoors, the set of the said tuples can be drasti-

cally reduced and the search scope can be bounded. Since the size of the

hypothesis set decreases, this will lead to a better run-time performance

while hurting the illumination adaptability under sudden, big changes in

lighting condition. With simultaneous localization and mapping (SLAM)

and concepts like gateways (Beeson, 2008), the said vulnerability may be

fixed. Such a study on the color tracking method in context with SLAM

would be an interesting future direction for vision algorithms presented

in this dissertation.
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Chapter 4 devised a vision-based localization correction algorithm with com-

puter graphics support. The localization correction framework in the ex-

periments was set up to handle hundreds of surfaces in the environment.

But with a more complex world model with millions of surfaces and

edges, additional logic that prunes unnecessary surface traversal/edges

would be required. In 3D computer graphics and 3D computer gam-

ing, frequently used techniques are binary space partitioning tree (Fuchs

et al., 1980) or kd-trees (Preparata and Shamos, 1985; Bentley, 1975).

With a larger 3D world model, these types of extra surface/edge pruning

would be desirable.

Chapter 5 implemented a vision framework for mobile robots that achieves

robust color-based object tracking in the presence of shadows. Similarly,

the framework can be extended to handle other forms of illumination

artifacts such as highlights, if the reflectance properties of the object of

interest and/or those of objects in the scene are known. Also, we only

considered single point light sources, but it may be possible to extend

CGSR-Vision to multiple light sources or area light sources. Multiple

light sources can be implemented with a more sophisticated shadow ob-

servation algorithm. Area light sources are harder, because the shadows

do not show a clear silhouette. In this case, a mirror-like probe that indi-

cates the size of the light source might be required. Another direction of

building up on the work in Chapter is to work with a map that includes

the locations all the light sources in the scene. With the use of probes,

the robot can be programmed to observe the illumination strengths of

the ambient illumination and directed light sources.

Chapter 6 proposed a vision algorithm that makes use of multiple heteroge-
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neous visual classifiers to overcome the classification weaknesses of each

individual classifier. Our feedback system may be modified to not only

return the classification results, but to actually boost or lower some clas-

sifiers’ confidence levels. For instance, let the multi-classifier consist of

some grayscale-based visual and some color-based visual classifiers. If

the robot is operating in a badly color-saturated area, the color-based

classifiers may fail, while the grayscale-based ones are still reliable. In

this scenario, it is desirable to lower the confidence of color-based classi-

fiers and boost the confidence of grayscale-based classifiers. In a similar

fashion, we think there is ample room left for extension in the domain

of heterogeneous inter-characteristic feedback systems.

8.4 Conclusion

With the contributions of this thesis and the future research directions

it has opened up, we hope that this dissertation will serve as a good motivation

for the color constancy problem to the robot vision research community. As

a concluding remark, we want to point out some take-home messages of this

dissertation.

As we showed in Chapter 3, a solution to a problem can be found

by reversing the perspective to the original problem. With this approach,

we were able to come up with a solution that utilizes techniques from an

opposite research area, i.e. find a solution for computer vision from computer

graphics. Such research could potentially open up more interesting solutions

and encourage interdisciplinary collaboration within computer science research

areas. Especially, our vision solution was able to benefit from techniques and

hardware established by the graphics community (Chapter 4 and 5) which we
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expect to see more of in the future.

Besides looking at the problem from a different angle, we devised a

new strategy in Chapter 5 by exploiting the maximum potential of our setting.

Specifically, we found a unique way to achieve color constancy by exploiting the

robot’s mobility and its ability to observe and interact with the environment.

With robots becoming more and more common in everyday’s life than ever

before, it will become increasingly essential to solve traditional computer vision

problems on robotic platforms with limited resources, and thus to exploit the

aforementioned properties of mobile robots.
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