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1. Abstract

This paper explores issues regarding performing resource management (allocation and limitation) in a system that allows mobile code. Resource Management in the traditional systems has relied on either static resource allocation or on user decided allocation or asking the service for its resource needs. In a dynamic environment with mobile and untrusted code such as the C0PE, these approaches will not achieve optimal performance. Such systems that currently exist have inadequacies such as the fact that they rely on user intervention or do not function correctly in the presence of potentially malicious or aggressive code. We have built a system that  provides a platform on which mobile code can be allocated resources fairly and efficiently. The main contribution of our project is in providing a novel policy for resource allocation decisions based on eligibility of services than on their needs.
2. Introduction


This paper explores means for performing resource allocation in a system that contains mobile code. The resources we are currently considering include Disk Space, Network Bandwidth, Memory and CPU cycles. The goal of this project is to provide an infrastructure based on which devices in a C0PE environment will be able to install code from other devices on themselves “securely”. Such ideas have been explored in the context of mobile code such as Applets, but for security reasons such code has to be extremely restricted in what it is allowed to do. We do not consider the security aspect of the system i.e., authentication and encryption, but build our resource manager on top of such functionalities. Our goal is twofold; first of all, we demonstrate that doing so is feasible; i.e., it is possible to implement resource allocation for mobile code in a fair and easy manner. Second, we show that such a system does not add much overhead to the pre-existing system and hence provides an efficient resource management system with good performance even in the presence of  aggressive services.

We describe our goal in terms of two idioms, mechanism and policy. Mechanism refers to the means by which a process is constrained to using only the share of resources allotted to it. We have based our work on the assumption that this problem has been solved for us, so we merely leverage off of currently existing ideas. The projects we have used are presented in the related works Section 4. Our contribution lies in discovering and exploring the policy, or means of determining how to divide resources among processes. In our context, to be admissible, a policy must guarantee that resources are allocated fairly, and it must do so under two conditions - (i) The system may not rely on the presence of a user or administrator, and (ii) The system has no prior information about the code for which it has to manage resources.

In traditional resource managers, policies exist which solve the problem of allocating resources. Some of these include removing all restrictions on the allocation of resources, distributing a fixed share of the resources to each process, providing interfaces for processes to specify their resource needs, or forcing intervention on behalf of the user. However, given that we are assuming a software model where a lot of code is mobile and inherently untrusted, all of these policies violate our two conditions. 

Therefore, our policy of choice is a popularity-based policy, which is based on allocating higher shares of the resources to more useful services. Determining the usefulness of a service to the user is done through a heuristic that takes into account the number of requests the user makes to the service and the amount of data returned by the service directly to the user.  The intuition behind this policy is that we improve overall efficiency by optimizing the system for those services that the user uses the most. One argument in favor of this policy is that it avoids denial-of-service attacks, because we feel that it is safe to assume that the user does not initiate applications that cause denial-of-service attacks. Therefore aggressive services will only be given very small fractions of resources at best. This policy also fulfills our first goal of not requiring intervention on behalf of the user. We show that not only does our policy compete with globally optimizing policies in the case of benign workloads, but also that in case of aggressive workloads it outperforms others. Finally, we also show that our policy can be adapted to work for the different resources under consideration.


The rest of the paper is organized as follows. Section 4 describes the motivation for the project followed by Section 5 that presents the background and related work in this area. Section 6 outlines the system architecture and implementation details and Section 7 deals with the experimental methodology and results. We conclude with the summary of the work done in Section 8 and references used for the project.

3. Motivation


Our motivation lies in solving the problem of resource management under essentially three assumptions. First of all, we are assuming that this system can be run without an administrator being present at all times. In our software model, we are assuming the existence of self-installing code that can be uploaded from a server to a client in response to a client request. We therefore want to provide a means by which resources used by the service running on the client can be allocated fairly, securely, and automatically. Second, our assumption is that we are running our system on a C0PE-like environment, where the devices are presumably small and hence very limited in what resources they provide. E.g., devices such as PDAs generally run on low bandwidth and memory. As the number of processes running on the host increases, the demand on its resources also increases significantly. Our final assumption is that our system will be used in an environment where malicious or untrusted code is present. One consequence of this is that the system cannot distinguish between trusted and untrusted services and therefore does not favor one service over another. All services (at least initially) are considered as having equal eligibility to the resources on the system. Their relative importance is monitored and changed by our policy and hence varies with time.


For a brief overview of our system, please refer to Figure 1. Our system was built in a manner such that when allocating resources services are required to pass through our resource management subsystem. Internally, the system will collect information about the behavior of the services, apply the resource management policy to that information, and thus determine each process’ eligibility to a resource. The policy module passes its data to the mechanism module, which is then responsible for enforcing the fractions provided by the policy module.
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Figure 1: Resource Management Overview

One observation worth noting is that due to the 0-administrative nature of our environment, the system has to base its allocation policies strictly on observable phenomena. We argue that one such phenomenon is the amount of useful work the service is doing for the user, i.e., the combination of the number of times it is used and the data it transfers to the user. To verify our hypothesis, we have compared our popularity-based policy with other allocation policies such as fixed-allocation policies and with globally optimizing policies such as LRU.

The fixed-allocation policy refers to an allocation policy where every service is allocated a static share of resources. However, a problem with this allocation policy is that it is difficult to determine the correct size of the static share of resources that should be allocated to services. For example, if services are allocated resources in large blocks, this policy does not prevent malicious services from causing denial-of-service attacks by unnecessarily using up their entire fraction of their share of the resources. Conversely, if services are allocated resources in small-sized blocks, the block sizes may not be large enough for the services to provide full functionality. This balance between smaller and larger block sizes is a function of the fraction that malicious services constitute of total services, and since we assume that this data is not available, we cannot use this policy.

Similarly, LRU is another policy that depends entirely on observable phenomena. LRU is based on revoking access of resources from older services to allow newer ones to use the resource. Although it has been shown that LRU works well in practice, it causes a fundamental violation of one of our primary goals; LRU assumes services to be non-aggressive. Since LRU does not restrict the fraction of resources used by a service, any aggressive service may cause denial-of-service attacks by allocating resources arbitrarily. Therefore, we have not chosen LRU approach to resource allocation. Our popularity-based  policy will be shown to overcome these limitations.

4. Related Work

This section gives details of the main ideas that we employed in our project development under both the mechanism and policy issues.

Mechanism: Some of the related research projects that address the mechanism of resource management issue are discussed below

1. The JRes paper, from Cornell Univ., proposes a Java API for resource management. The limitation of JRes is that for all the processes in the system, an equal share of system resource is given. This idea is simple but not as efficient and applicable for the C0PE-like environment with untrusted mobile code. For example, some “important” processes need to take precedence over other normal processes simply because “important” processes owned by people who pays more to use the system (or are more popular) and whose importance may vary with time. Hence the idea in this paper has to be enhanced to handle dynamically varying “popularities”. [2]

2. The Resource Container idea, put forth in Rice Univ., gives us a precise mechanism for tracking resource usage per process. The paper suggests that to guarantee proper resource accounting a “resource container” should be notified of any access a process (and all its threads) makes to a device (even if the process is the kernel itself). We are using this concept to account for resources such as CPU cycles, network bandwidth, disk space, and memory space through resource containers. We are extending resource containers by storing in them limits that processes must abide by. The resource containers will then be given the ability to make up-calls to the resource management subsystem in case any process tries to violate this limit. [3]

3. SFQ scheduling, developed at UT Austin, is a computationally efficient, work-conserving algorithm, which achieves fairness regardless of variation in a server capacity. It is a good reference for real-time scheduling, which is the focus of our C0PE resource management project. We use this algorithm for allocating network bandwidth to services of different priorities. [4]

These papers are for the resource handling in the conventional system and internet-oriented software. Since our project aim is to provide the flexible resource management in the C0PE environment, a dynamic Internet environment where untrusted programs are allowed execute on the remote host, we extended these methodologies to fit in the C0PE environment by combining them with some internet-oriented approaches. For example, with combination of JRes and SFQ, we could not only limit the total amount of resources each program can use in the system, but also manage the resources of each process more dynamically as programs enter and exit the system.

Policy:


The idea of popularity-based priorities is novel in most ways. The work done at Dartmouth Univ., in [5] is related, but assumes a different framework. We explain the working of our policy in the next section.

5. System Architecture

The resource management system consists of four components: popularity layer, scaling layer (time-scaled popularity), per-resource resource managers and override module. The overall architecture of the system is as shown below:
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Figure 2: System architecture

The general overview of how the system works is as follows. The popularity layer monitors the activities of services (mobile code) in the system and tracks the popularity of each. The scaling layer takes the output of the popularity layer and converts it to a proportional per-resource, per-service resource allocation. The override module, if active, will override the service’s resource allocation by the specified value. Through the API provided by the scaling layer, the per-resource manager is able to access the fraction of each resource to which a service is entitled. Based on this information, the per-resource manager enforces the resource usage on each service in the system.

The following paragraphs provide discussions on all four components of the resource management system in more detail. 

5.1 Popularity Layer

This layer can also be viewed as an Observation Module. It tracks the user’s interaction with the service to infer the priority that the user would have given to that service. When a request is made to a certain service, the observation module increases that service’s eligibility to use the system’s resources. In case one service calls another service in the system, the popularity layer will not credit the callee with that request. 

The current limitation is that our system only provides the simplest measure of popularity, which involves keeping a count of the number of requests the user made to the service. We may also need to take into account the amount of data that transmitted by each service. For example, a service that broadcasts video clips may require large amounts of data to be transmitted across the network, even when only one request is made to that service. Our current implementation does not look at the amount data transferred when determining popularity, but we do plan on implementing this in the near future. The figure below shows the functioning of the popularity layer:
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Figure 3: Popularity layer functioning


Here, since the request is targeted toward application (service) 2, the popularity count associated with that service is increased.  Hence, the fraction of the resource (disk) that the service is eligible to use increases from 11/35 to 12/36.

5.2 Scaling Layer

The count maintained in the scaling layer, as shown above, is converted into a per-service, per-resource allocation. However, the scaling of popularity varies between resources. Resource scaling refers to using different time-scales to schedule different resources. We separate resource into state-less and state-full resources. State-less resources, such as the CPU and network, can be scheduled on a moment-to-moment basis without affecting the performance of services. The state-full resources, such as disk and memory, use their states to carry information across the time. It is important to maintain a small bound on the fluctuation of resource allocations for state-full resources, even when the popularity of the services changes relatively fast. In case of state-full resources, the fraction of the resource that is allocated to a given service should depend not only on the current popularity of that service but also on the history of that service’s eligibility to use the resource.  For example, disk space should be allocated according to the popularity of the service over the last few, say, hours or days, while the CPU should be scheduled across services according to the momentary popularity of each service. We plan to incorporate this feature into the current implementation.

Several tables inside of scaling layer keep track of the limits and usage of all the resources (fair shares) for all services that have tried to run on the device. The scaling layer provides an API for resource managers to access the fairshare (i.e., the maximum allowable resource usage) information for services. This information is stored within the Resource Container abstraction given in [3]. The fairshare of a service is calculated by dividing the number of resource units of that service by the total resource units currently present on the device. So, a service’s fair share of a resource increases if it is credited more resource units. This behavior is depicted in the figure 4. Application 2’s fair share of the disk hence fairshare[2] = 11/35 * size of disk.
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Figure 4: Scaling layer working and API function

Resource units owned by each service are multiplied by a scalingRate every epochLength. For different resources, we choose a different epochLength, and this value should be proportional to the amount of state associated with the resource or the typical occupancy time in the resource for a demand request. 

5.3 Resource Managers

There are four resource managers for the resources in consideration – Disk Space, Network Bandwidth, Memory and CPU cycles. Each manager is responsible for scheduling and managing one resource. The resource allocation is done on a proportional-share based policy. We have adopted some existing approaches and extended them to meet the requirements of our system. Stateless resources, such as CPU and network bandwidth, are scheduled using the Start-time Fair Queuing algorithm [4]. The mechanisms used to track and restrict system resource utilization in our Java-based system are similar to JRes. For disk space, the proportional-share scheduler partitions disk space across services according to their scaled popularities. More resource is allocated to a service if it is eligible for more. For example, if a service asks for request amount of disk space with a current consumption of consumed[i], while the scaling layer returns the resource limit of fairshare[i], then the disk resource manager will allocate the requested amount of disk space to the service if and only if the following inequality holds:
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If some extensions do not use their full allotment, the remaining space can be divided proportionally among the other services. The disk space manager accomplishes this by maintaining a per-service price, which is the scaled popularity of the service divided by the disk space held by the service. However, due to the complexity of the implementation and time limitations we could only implement the static partition for the disk scheduler. Implementations for CPU and memory scheduler have not yet been completed.

To maintain the abstraction of persistent storage, the disk system is designed to provide an interface for services to specify “forwarding address” and to mark on-disk objects that should be forwarded. In the event of service abortion, maybe due to the service causing a denial of service attack, the system would try its best to complete the forwarding. This provides some amount of guarantee to the services which run on the system and which did not intentionally cause the denial of service.

5.4 Override Module

We want to extend the flexibility to users so they may set the priorities for services based on specific demands. For example, a user may wish to tell his/her proxy to give high priority to request to his/her online trading service even though he/she uses it only occasionally. 

However, we could not implement this module within the limited time frame. This module is not discussed in detail in our final presentation. And no experiments have yet been done to test its functionality. 

6. Experimental Methodology

Based on the design presented in the previous sections we developed a working prototype of our system. To check the correctness and performance of our system we performed a set of experiments. These can be broadly classified into two sets of experiments – one set verifying the systems’ functioning and the other checking the performance of the system compared to traditional approaches.
6.1 Verification Experiments


 The following set of experiments check the validity of our prototype implementation of our Disk Space and Network Bandwidth resource managers.

· Disk Space

Figure 5 shows our algorithm’s working for disk space (a state-full resource) usage. There are two applications, which try writing to the disk as much as they can. We plot the allocation with the number of requests that have been simulated in the system. Initially our simulation sends requests (Service Load in figure) to the two programs in equal ratio (two requests per second). During this period the disk usage of both the programs is same (and below their maximum allowed usage - fair share). When the ratio of requests is made 1:3 (A:B) the popularity of program B increases and is allocated more disk space than process A. Both the programs are however limited to around 95% of their fair share because they are warned when their consumption reaches that level and they dispose unnecessary disk space.
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Figure 5: Disk Space Resource Manager verification graph

· Network
The implementation of the Start-Time Fair Queuing (SFQ) is done. The result of the verification of the same is shown below in Figure 6. Two programs “a” and “b” of the same popularity try sending 100K and 1000K bytes. The SFQ algorithm for this situation states that both “a” and “b” should be given equal bandwidth on the average. This is valid for the system run below because at each “intersection” of the two lines, the total number of bytes (on the y-axis) is equal for the programs. This also shows that the number of bytes sent by program “a” catches up with the number of bytes sent by “b” each time “b” overtakes a, proving the correct working of the scheduling as per SFQ algorithm.
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Figure 6: Network Bandwidth Allocation (using SFQ) verification graph

6.2 Performance Testing Experiments

This set of experiments was performed to test our hypotheses about the performance of our per-service popularity-based resource allocation policies relative to that of traditional allocation algorithms that optimize for global performance. 

· Trace-based simulation
We first hypothesize that under benign workloads (where services provide utility in direct proportion to the resources they consume) our approach can provide competitive performance with traditional approaches. This simulation experiments are in the context of the cache replacement algorithms with three algorithms: LRU replacement, Fixed-N (divides the cache into N equal parts and allows each of the N most recently assessed services to use one part) and our popularity-based policy. Using the HTTP traces of UC Berkeley Home-IP the simulation the result of the hit-rate was measured against various cache sizes. As is seen in Figure 7 the popularity-based algorithm shows comparable hit rates with global LRU algorithm across a range of cache sizes shown in the figure. Fixed-N clearly shows poorer performance because it allocates the same amount of space to all services and because the parameter N must be chosen carefully to match cache size and type of service.
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Figure 7: Trace based experiment graph to verify hypothesis 1

· Trace-based simulation + aggressive prefetching
In this run we run a simulation to verify our second hypothesis – under workloads where some services aggressively use resources, performance is better in case of popularity-based policy. This should be intuitive since our system prevents aggressive services from hurting the overall global performance as the allocation is in proportional to each services’ time-scaled popularity. Prefetching is the case when a service downloads additional related objects (e.g., html pages) when a reference is made to an object. We define aggressiveness as the number of additional objects, which are downloaded per each object. 20% of the sites were randomly selected to perform artificial prefetching in our case. In figure XXX one can see that the performance (i.e., hit rate) of popularity-based is better than LRU for various cache sizes, and is in fact more evident as the aggressiveness of the services increases. This occurs because LRU keeps replacing for a better global performance, but our system does a per-service allocation and does not increase the popularity of the service that is prefetching and thus the hit-rate is good for the whole trace. 
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Figure 8: Trace based experiment with aggressive graph to verify hypothesis 2

7. Conclusions
During the course of this semester we made a deep study into the various aspects of resource management needed in a C0PE-like environment. Due to the worst enemy of our project – time, the implementation of resource managers for Disk Space and Network Bandwidth only could be completed. Design of the CPU and memory policies have been completed. The analysis and experiments on the prototype version has yielded promising results in terms of the effectiveness of the popularity-based policy in the case of aggressive services. 
8. Future work
Though we have constructed a working prototype, much more detailed work should needs to be performed to test the verity of the system. We have to implement, test and verify our hypothesis for Memory and CPU cycles also. Our Resource Management in the current state is at the software (JVM) level. For the best performance it should be ported to the kernel level. Implementation of the policy of distribution and reclamation of additional resources not being used by each service can also add more fairness in the system. The override module to allow the user to specify his/her own priorities for the services has also to be incorporated. We also have to determine constants for scaling different resources at different. These can be fixed by doing some experimentation on the system.

The current prototype implementation runs on a single device in a C0PE environment. The ideas developed need to be extended to accommodate multiple devices in the personal environment so that resource management layer can monitor all the services running on the personal environment. All the resources of one kind in the whole environment should be monitored as a single unit to allow for distribution of load among various devices. Also within a C0PE environment internal services should be considered trusted so that their priorities may be set to a default higher priority than the one decided by the resource manager. 
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