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ABSTRACT

It has long been thought that research
into collective communication algorithms
on distributed-memory parallel comput-
ers has been exhausted. This project
demonstrates that the implementations
available as part of widely-used libraries
are still suboptimal. We demonstrate
this through the implementation of the
“r educe-scatter’ collective communica-
tion and comparison with the MPICH im-
plementation of MPI. Performance on a
large cluster is reported.
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Message-Passing Interface ]

The Message-Passing Interface (MPI) is a standardized and
portable message-passing system designed by a group of re-
searchersfrom academiaand industry .

The purpose of MPI was to function on a wide variety of parallel
computers. The MPI standard was developed in the early 1990's
for which groups of vendors have distributed socalled ef cient im-
plementations.

It hasbeenshown that the algorithms in widely-used distributions
arenot asef cient asthey could be. The demonstration of this claim
is the main purpose of this presentation.

Sending Messages Between Processors

Sharing data between processorsrequiresthe issuing of a send operation
on the part of the processorthat hasthe data and a corresponding receive
by the processorthat needsthe data.

1. To send amessage,acall to MPI_Send is used:
MPI.Send( buf, count, datatype, dest, tag, comm )
2. Toreceivea message,a call to MPI_Recv is required:

MPI_Recv( buf, count, datatype, source, tag, comm, status )

Collective Communication

Frequently, communications involving all processorsare required. Ex-
amples of this include simpler collective communications like a broad-
cast and more complex ones like reduce-scatter These operations are
implemented by a collection of individual messages.lt is the algorithm
chosento orchestrate these messagesthat determines the time required
for completion.

For the reduce-scatteroperation, MPI supports:

MPI_Reduce_scatter ( sendbuf, recvbuf, recvcounts, datatype, op,

comm )

e sendbuf - starting address of the send buffer
recvbuf - starting address of the receive buffer
recvcounts - integer array containing the number of items to
be sent and received
datatype - data type of the input buffer
op - the operation to be performed during the reduce
operation
comm - descriptor of the processors involved in the
communication

This operation (for the casewhere the reduceis a simple summation) can
be described as follows: Initially all processorshave vectors of length n
items. Upon completion, these vectors have been added element-wise,
and each processorowns approximiately 1/p of the total result vector,
where p equals the number of processorsinvolved.

Let us illustrate this on four processors:
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[2 Model Of Comm unication ]

If thereis a startup time of «, a per data transmission time of 3, amessage
length of n, and an arithmetic operation +, then the cost of sending a
messageis

a+nf+ny.

[3 Algorithms ]

It turns out that, depending on the amount of data involved in acollective
communication, different algorithms are more ef cient. Let us describe
commonly used algorithms.

Short-Vector Algorithm

The name of the reduce-scatter collective communication suggestsim-
plementing this operation asareduce-to-one (MPI_Reduce) followed by
a scatter (MPI_Scatter), each of which is a collective communication
supported by MPI.

Reduce-to-one :

1. Initially all processorshave vectors of length n items. Upon
completion, these vectors have been added element-wise
where one processorowns the entire result vector.

. Reduce-to-oneis an operation where the vectors of data are
intially located on every processor At the completion of the
algorithm, all of the data is on one procesor

. The common algorithm used for a reduce-to-oneis the mini-
mum spanning tree(MST) which hasa cost of

[log, (p)1(ax + nB + ny).
Scatter :

1. Initially , one processor holds the entire vector of length n
items. Upon completion, eachprocessorowns approximately
1/p of the total result vector, where p equals the number of
processorsinvolved.

. The scatter operation is implemented using a MST approach.
The costassociatedwith it is

Mog, ()] + ’%nﬁ.

The estimated cost of a reduce-scatterimplemented as a reduce-to-one
followed by ascatteris

Nogs p)](+ 8+ 1) + [logs s+ E—=nf =

2[log, 1)1+ ([Toga(r)] + 2—2nf + [logs(r) .
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Long-Vector Algorithm

When implementing long-vector algorithms, the goal is to achieve the
optimal S term. The simple approachused is what is commonly referred
to asthe “bucket” algorithm.

Let us illustrate the rst two stepson four processors:
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At every step the contribution to the local data hasto be added before the
contents can be passedalong. If all processorsreceivethe same amount
of data at the end of the reduce-scatter the costis

(- Dla+ 26+ 29) = (p - Da+ P tnp Pt

[4 Algorithms for All Vector Lengths]

With algorithms for the short- and long-vector length cases,we need
to deal with intermediate length vectors. A naive solution would be to
determine the crossover point between the short- and long-vector costs
in order to switch between algorithms, but we cando much better. If one
views p processors,where p = r x c is an integer factorization of p, as
forming atwo-dimensional mesh, reduce-scattercan beimplemented as

Step 1: areduce-scatterwithin the column of processorsfollowed by
Step 2: simultaneous reduce-scatterswithin the rows of processors

We observe that for each of these two steps, a dif ferent reduce-scatter
algorithm can be chosen. The long-vector algorithm can be chosen at
step 1, followed by the short-vector algorithm.

Step 1: along-vector reduce-scatterwithin the column of processors
Step 2a: simultaneous reduce-to-oneswithin the rows of processors
Step 2b: simultaneous scatterswithin the rows of processors

1. There are many dif ferent combinations of short- and long-vector
algorithms to createthese“hybrid” algorithms.

2. Algorithms should generally be selected so that an algorithm ef-
fectively reduces the length of data needed to be operated at the
next dimension.

. We are not constrained to merely two-dimensional meshesbut to
many multidimensional con gurations to complement the many
combinations of algorithms.

[5 Different Modes of Sending and Receiving ]

Posting Nonblocking Receive

The standard MPI nonblocking posting receivesyntax is

MPI.Irecv( buf, count, datatype, dest, tag, comm, request )

The use of nonblocking receivesallows one to post receivesearly and
thus achieve lower communication overhead. This is done without
blocking the receiver while it waits for the send operation to complete.
Notice that the recv has an "I' preceeding its name which denotes “im-
mediate”. This signi es that the call is nonblocking. Nonblocking com-
munications use requestobjectsto allow identi cation of the communi-
cation operations. Therefore, asit has beendone in our implementation,
eachprocessorcan post all of their receivesand then blatantly send with-
out ever knowing whether the other processoris ready to receive. There
needsto be someway of synchronizing the send and receiveoperations.
This is addressedin the next section.

Ready-mode, Blocking Send

The standard MPI nonblocking posting send syntax is:

MPI_Rsend( buf, count, datatype, dest, tag, comm, request )

A ready mode send may only be initiated if the matching receive has
beenposted. The early posting of areceiveallows the removal of a hand-

shakebetween the receiveand send operation, which leadsto anincrease
in performance.? After every MPI_Irecv has been posted, the receiver
sendsa zero-length messageusing MPI_Send to the sender who posts a
corresponding MPI_Recv to ensure that the communication between the

nodes is synchronized. Sinceno data can be sent until the zero-length

messagehas beenreceived, this synchronizes the operations. Therefore,
after the synchronization hasoccured, the sendercan“blast” its messages
to the receiver. Note: Every MPI_Rsend canbereplaced by a “standar d-

mode” blocking send without any adverse effects on the program other

than performance.

“On some systems the increased performance is not visible.

[6 Experiments ]

Testbed Architecture

The primary target architectureis a 410node system partially consisting
of the following.

Dell dual-processor PowerEdge 1750compute nodes

Vendor: Cray-Dell

Ar chitecture: PowerEdge 1750

Number of Processorsper Node: 2

Operating System: Linux

Processor:6003.06 GHz and 256 3.2 GHz Xeon processors
Memory: 2 GB per compute node

Network Card: Myrinet 2000(250MB/sec)

Results

REDUCE SOATTER p=256 REDUCE SCATTER p=256

[7 Conclusion ]

Our reseach hasshown that by taking an already existing algorithm and
modifying the types of sends and receives,one can attain a signi cant

performance increase.The research also shows that the algorithms which

we have implemented are better than vendor-supplied algorithms. The
algorithm presentedis part of alarge classof communication algorithms
for which there have been shown ef cient techniques for implementing

these algorithms. Some of these techniques have been described. The
improvement in the performance of these algorithms was attained
through a changein the way the processingof the data was performed.
Therefore, it has been shown that given a set of ef cient algorithms
implemented on a distributed-memory parallel architechture, a signif-
icant impr ovement in performance can be attained through the use of
special types of send and receive messages. It should be noted that the
vendor-supplied algorithms have still been unable to attain the same
performance as the algorithms without the adjustments made. This is
true even though a signi cant amount of papers on the subject have
beenpublished over the past decade.
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