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Many problems are “MMM” 

“What	are	the	chances	that	
muta.ons	at	this	pair	of	
sites	(SNPs)	happen	
independently?”	
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§  Small	microkernel!
§  5	parameters	

4th	loop	around	micro-kernel	

3rd	loop	around	micro-kernel	
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Population Genomics 

Nikolaos	AlachioUs,	Thom	Popovici,	Tze	Meng	Low,	2016.	Efficient	ComputaUon	of	Linkage	Disequilibria	as	Dense	Linear	Algebra	OperaUons.	
HiCOMB	2016	 4	
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Application of (Partial) Model 
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“Can we do it on a GPU?” 
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Our initial attempt 
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GTX 980 in a nutshell 

•  1	warp	=	32	threads	
•  4	clusters	of	32	(SP)	FMA	cores	
•  Each	cluster	with	8	SFU	cores	
(popcnt)	

•  64k	registers	per	SM	(255/thread)	
•  48K/96K	shared	memory	
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1	of	16	SMs	
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GTX 980 in a nutshell 

•  1	warp	=	32	threads	
•  4	clusters	of	32	(SP)	FMA	cores	
•  Each	cluster	with	8	SFU	cores	
(popcnt)	

•  64k	registers	per	SM	(255/thread)	
•  48K/96K	shared	memory	
•  Latency	of	FMA	≈	8	cycles	
•  Latency	of	Popcnt	≈	12-13	cycles	
•  Popcnt	seems	to	be	pipelined	
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Applying the model 
•  Minimum	size	of	kernel	

•  Maximum	size	of	kernel	
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8	threads	8	cycles	4	clusters	256	

64k

256
= 256
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Applying the model 
•  Minimum	size	of	kernel	

•  Maximum	size	of	kernel	
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8	threads	8	cycles	4	clusters	256	

64k

256
= 256 >255	registers/thread	
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Applying the model 
•  Minimum	size	of	kernel	

•  Maximum	size	of	kernel	
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Our initial attempt 

14	

0%	

10%	

20%	

30%	

40%	

50%	

60%	

70%	

80%	

90%	

100%	

64	 128	 192	 256	 320	 384	 448	 512	 576	 640	 704	 768	 832	 896	 960	1024	

%	of	peak	

K	

Linkage	Disequilibrium	on	GTX	980	

2k-64	
2k-1024	
4k-64	
4k-1024	



Carnegie Mellon 

With Shared Memory 
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