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Programs have precise semantics, so we can use mathematical proof to es-
tablish their properties. These proofs are often too large to validate with the usual
“social process” of mathematics, so instead we create and check them with theorem-
proving software. This software must be advanced enough to make the proof process
tractable, but this very sophistication casts doubt upon the whole enterprise: who

verifies the verifier?

We begin with a simple proof checker, Level 1, that only accepts proofs com-
posed of the most primitive steps, like Instantiation and Cut. This program is so
straightforward the ordinary, social process can establish its soundness and the con-

sistency of the logical theory it implements (so we know theorems are “always true”).

Next, we develop a series of increasingly capable proof checkers, Level 2, Level
3, etc. Each new proof checker accepts new kinds of proof steps which were not
accepted in the previous levels. By taking advantage of these new proof steps, higher-
level proofs can be written more concisely than lower-level proofs, and can take less
time to construct and check. Our highest-level proof checker, Level 11, can be thought
of as a simplified version of the ACL2 or NQTHM theorem provers. One contribution

of this work is to show how such systems can be verified.
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To establish that the Level 11 proof checker can be trusted, we first use it,
without trusting it, to prove the fidelity of every Level n to Level 1: whenever Level
n accepts a proof of some ¢, there exists a Level 1 proof of ¢. We then mechanically
translate the Level 11 proof for each Level n into a Level n — 1 proof—that is, we
create a Level 1 proof of Level 2’s fidelity, a Level 2 proof of Level 3’s fidelity, and so
on. This layering shows that each level can be trusted, and allows us to manage the

sizes of these proofs.

In this way, our system proves its own fidelity, and trusting Level 11 only

requires us to trust Level 1.
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Chapter 1

Introduction

Programming is an “exact science” in that our understanding of what a pro-
gram does follows from the pure, abstract semantics of the language in which it is
written. [43] Formal verification is the use of mathematical proof to show programs
have desirable properties with respect to these semantics; for instance, we might prove
a sorting program returns an ordered permutation of its input. The ability to show a
program produces correct results for all possible inputs separates formal verification

from testing, code reviews, and other software-engineering approaches.

There is no way to guarantee an actual computer will obey the semantics of
its instruction set as it runs. Computers often suffer from design and manufacturing
defects, and even the most well-built machine will misbehave when subjected to power
surges, magnetic interference, physical tampering, and ordinary wear and tear. For-
mal verification, then, is not a tool for making claims about the reliability of systems
in the real world, but is useful only for establishing a necessary precondition, viz. the

program is properly written. [26]

Before formal verification can begin, we need to develop a precise, mathe-
matical explanation of the semantics of the programming language. This can be a
daunting task if the language is complicated, but basic approaches such as opera-
tional and denotational semantics are well known. After a mathematical model of

the program has been developed, we can attempt to prove it behaves as desired.

What is a mathematical proof? Usually it is a concise document, written in



a mixture of symbolic notations, diagrams, and English or another language, that
carefully explains why a formula is a theorem. Confidence in such proofs is obtained
through a social process: the proof is reviewed by editors, published, presented at con-
ferences, and eventually read by the greater mathematical community. Once many
experts have examined a proof without finding any flaws, its veracity becomes in-

creasingly certain. [24]

Unfortunately, there is little hope that this approach can be used to check
proofs about interesting programs. Program proofs are excessively large and—well,
boring. This makes it difficult to gather a critical mass of interested mathematicians,
and hard to believe their examination has been truly rigorous. Also, the social process
is slow. This may be appropriate in traditional mathematics where the basic concepts
have been fixed for decades, but it is not acceptable for programs which are being

frequently changed to meet new requirements. [24]

A different kind of proof comes from mathematical logic. A formal proof is
written as a long list of symbolic formulas. Each of these formulas must either be
an axiom or must follow from previous formulas using a simple rule of inference.
Mathematicians find formal proofs to be longer, more difficult to write, and more
tedious to check than ordinary proofs. On the other hand, this rigid format makes
checking each individual step of a formal proof quite easy, which allows proof checking

to be automated with computer programs.

Writing formal proofs can also be automated to some degree. For certain lim-
ited classes of problems, such as propositional tautologies and basic arithmetic, fully
automatic decision procedures are known. For more difficult problems, interactive

approaches that make use of human guidance are usually necessary.

One style of interaction is called The Method in Boyer-Moore theorem provers

such as NQTHM [17] and ACL2 [50]. When a user begins working to prove a new



theorem, he gives a little guidance—"“induct this way”, or “consider these cases”—
then turns the problem over to a rewriter. The rewriter uses libraries of reusable
rules, each of which has been proven earlier, to simplify the resulting cases. Some
cases will be proven outright, and he can inspect the rest to decide which additional
rules or hints are needed. Over time, his library of rules becomes a potent strategy

for reasoning in his problem domain.

Using programs to write and check formal proofs is a good fit for formal veri-
fication. Tedium is no problem for computers, and once the proofs have been discov-
ered, computerized checking is typically much faster than the social process. Also,
when we guide the prover mainly through indirect advice, e.g., “use these lemmas”
or “use this domain-specific solver,” it can often discover updated proofs after the

program we are verifying has been changed. [60]

1.1 The Dissertation

Can computer-checked proofs be trusted? With three caveats, yes.

First, we should guard against the possibility that the computer used to run
our program will make a mistake. While there is no way to guarantee no errors have
occurred, the chance can be lessened by double- or triple-checking proofs with many
computers. Ideally, the computers used should be manufactured at different facilities
and based upon different designs to lessen the chance that they share some equivalent

flaw. [1]

Second, we need to have confidence in the mathematical logic which is being
implemented. Roughly speaking, the axioms must be true and the rules of inference
must be truth-preserving, so that anything which is provable is true. Social proof is

an appropriate mechanism for establishing such results, and introductory courses on



mathematical logic usually cover how such proofs may be carried out.

Finally, we must ensure the proof-checking program is written correctly, i.e.,
it only accepts valid proofs. Unfortunately, the decision procedures, rewriters, and
special-purpose programs which are used by theorem-proving software bear little re-
semblance to the simple rules of inference from mathematical logics. In theorem
provers like ACL2 [50] and PVS [70], this disconnect can sometimes lead to “proofs”

of non-theorems.

A well-known approach to reconciling this difference is to write these algo-
rithms in a fully expansive manner. For instance, whereas an ordinary tautology-
checking program might simply say “yes, ¢ is a tautology,” a fully expansive program
would additionally produce a formal proof of ¢. Constructing fully expansive proofs
sometimes incurs a considerable efficiency penalty. [23] On the other hand, when
the LCF approach [31] is followed, the overhead of producing proofs is often not pro-
hibitive [39], and today there are several fully expansive provers available, including

Isabelle/HOL [67], HOL [33], and HOL Light [40].

This dissertation explores a different approach. Can we establish, in advance,

that a useful, automated theorem prover can be trusted?

Our theorem prover is named Milawa, and it is probably best regarded as an
“academic strength” imitation of the “industrial strength” ACL2. Many features of
ACL2’s reasoning engine are not reimplemented in Milawa, including its primitive
type-reasoning, arithmetic procedure [47], meta rules [46], generalized equivalence
relations [21], functional instantiation [15], and support for external tools [55]. On
the other hand, Milawa’s rewriter has many capabilities and heuristics which are
similar to ACL2’s, e.g., it can use rewrite rules which have free variables, forcibly

assume hypotheses, etc., and overall, The Method is the same.



The Milawa logic is a simple, first-order logic of total, recursive functions with
induction, styled after the logic of ACL2 [53]. Like ACL2’s logic, Milawa’s logic is
“computational” and resembles functional programming, so it is straightforward to
run Milawa-logic functions as Common Lisp programs. To allow the reader to have
confidence in our logic, in Chapter 2 we present a rigorous description of its formulas

and rules, and a social proof explaining why these rules are sound.

How might we establish that theorem prover obeys the rules of its logic? First,
we would need a formal definition of provability for the logic being implemented, and
confidence that this formalization is correct. Second, we would need a convincing and
accurate mathematical model of the program’s behavior. Finally, we would like to
connect these two concepts with a believable proof of the following property, which
we call the fidelity of the theorem prover: every formula accepted by the theorem

prover is provable in the logic.

Since theorem provers are complex programs, it is difficult to trust a social
proof of their behavior. It would also not be very convincing to have a prover verify
its own fidelity, since this would be like asking someone “Do you ever lie?” So ideally,
this proof should be carried out using some other automated proof system which is

so simple that the ordinary, social process can show it is trustworthy.

In this dissertation, we formalize provability by introducing a function in the
Milawa logic, named proofp, that determines whether an object represents a valid
proof. We say a formula ¢ is provable when proofp accepts some proof of it. To
make this formalization as convincing as possible, we write proofp very simply, and
it intentionally bears a strong resemblance to the logical definition of proof. The

development of proofp is covered in Chapter 3.

We also write our theorem prover in the Milawa logic. The advantage of this

approach is that the Common Lisp program and its mathematical model are very



closely related, which makes it easier to believe the model is accurate. We make
an “academic” choice to keep this connection as simple as possible, even though it
means putting up with some efficiency limitations, e.g. we must always use arbitrary-
precision arithmetic, cannot perform destructive updates, have no arrays or hash
tables, and lack parallelism. A more “industrial” approach would do away with these
limitations by adding features such as the guards, single-threaded objects, hash cons,
fast association lists, and parallelism primitives which are available [73, 37, 16] in the
ACL2 system. Such features allow for more efficient execution, but complicate the

connection with the programming language.

Since we have modeled both provability and the theorem prover in the Milawa
logic, it is convenient to carry out the fidelity proof in this same logic. It does not
take much additional infrastructure to write a program around proofp, in Common
Lisp, which allows its user to define new functions and check proofs of theorems.
This program provides no automation for finding proofs, but it is simple enough to

be validated by the social process. We explain its implementation in Chapter 4.

Finally, we develop a proof which shows that our theorem prover only accepts
formulas that satisfy our definition of provability. It takes some work to develop such
a proof, and the rest of this introduction explains our approach. After the proof has
been constructed, we check it with our simple proof-checking program, on a variety

of computers, to ensure its validity.

In the end, we can freely use the Milawa theorem prover and have confidence

that whenever it claims to have proven a formula, that formula is indeed true.



1.2 Planning the Proof

Our theorem prover is a complicated program, so it is challenging to prove
properties about its behavior. Meanwhile, it is practically difficult to write proofp-
style proofs because they are excessively large and repetitive. How, then, can we

construct a proofp-style proof of our program’s fidelity?

We begin by using ACL2 to develop a proof plan. ACL2 is normally thought
of as a trustworthy tool, but here we are using it only informally as a familiar,
mature environment in which to “sketch” how the proof can be completed. This
planning process is useful because it separates the intellectual task of discovering
why the statement is true from the engineering task of constructing and checking
such a large formal proof. Because the ACL2 logic is so similar to the Milawa logic,

it is straightforward to model Milawa in ACL2.

Milawa employs a number of proof techniques. To establish the fidelity of
the whole of Milawa, we must show that any claim made by these techniques can
be justified using the rules of the Milawa logic. As an example, Milawa may use
“evaluation” to reduce ground terms to constants, e.g., given fact(5), evaluation will

produce 120. The claim being made is that the formula, “fact(5) = 120,” is provable.

In our proof plan, our basic approach to verifying these proof techniques is
as follows. First, we write a fully expansive version of the technique. Then, we use
ACL2 to show that for all sensible inputs, (1) the fully expansive version produces a

valid proofp-style proof, and (2) this proof has “the right conclusion.”

In the case of evaluation, we begin by developing a fully expansive evaluator.
Whereas our ordinary evaluator will produce 120 when given fact(5), this new function
constructs a proofp-style proof that concludes fact(5) = 120. We then use ACL2

to show (1) when the definitions used to evaluate some term, z, are valid, then the



fully expansive evaluator produces a valid proof, and (2) this proof concludes x = 2/,

where 2’ is the result of evaluating x with our ordinary evaluator.

In our ACL2 proof plan, the fully expansive evaluator provides a constructive
method of justifying any claim made by our evaluator. If our goal was only to provide
an ACL2 proof of Milawa’s fidelity, there would be no need to ever run this function.
But, as we will see in the next section, the fully expansive evaluator (and the fully
expansive versions of our other techniques) are also useful in converting our ACL2

proof sketch into a proofp-style proof.

After accounting for all of Milawa’s proof techniques in this manner, we arrive
at a fairly large ACL2 proof. What does the proof look like? Having followed The
Method, it is a sequence of “events” involving roughly 2,700 definitions and 11,600

lemmas. The main steps in this sequence are as follows.

1. A utility library with the most basic functions about arithmetic, lists, and so
on is introduced. This involves 386 definitions and 1,426 lemmas. We do not

cover this in any depth since it is such typical ACL2 work.

2. Concepts from the Milawa logic are introduced, such as the encoding of terms,
formulas, and proofs. Along the way, typical ACL2 lemmas are introduced for
reasoning about these concepts. Altogether there are 242 functions, including

proofp, and 1,980 lemmas.

3. Low-level functions for building proofp-style, fully expansive proofs are then
developed. This includes functions for performing basic propositional manip-
ulation, substituting into equalities, and so forth. For each function, ACL2
lemmas establish that, given valid inputs, a valid proof with the expected con-
clusion will result. Altogether, this involves 657 functions and 1,555 lemmas.

This work is primarily addressed in Chapters 5 and 6.



4. Clauses, which provide the foundation for proof search, are introduced, along
with Milawa’s techniques for simplifying, updating, and case-splitting clauses.
Fully expansive versions of these techniques are developed and shown to produce
valid proofs. This involves another 289 definitions and 1,482 lemmas, and is

covered in Chapter 7.

5. Milawa’s assumptions system, which assists the rewriter by managing tables of
equalities and Boolean equivalences, is then developed. In the fully expansive
version of the assumptions system, “traces” are recorded as inferences are made,
and these traces can later be compiled into fully expansive proofs to justify each
inference. Altogether this takes 164 definitions and 908 lemmas, and is covered

in Chapter 8.

6. The Milawa rewriter is then introduced. Rewriting is the main component of
Milawa’s proof strategy. To simplify goals, the rewriter makes use of assump-
tions, calculation, and user-supplied rules which are organized into “theories.”
The fully expansive version of the rewriter records traces which can later be
compiled into proofs. In all, 699 functions and 3,143 lemmas are introduced.

We discuss the rewriter in Chapter 9.

7. Other proof techniques are introduced and justified. These include “hints”
which allow the user to generalize terms, use equalities in certain ways, consider
particular instances of previous theorems, and so on. We then bundle these
techniques together with the rewriter, case splitting algorithm, and so on, to
form a tactic system for carrying out proofs. This involves 305 definitions and

1,120 lemmas, and is discussed in Chapter 10.

The ACL2 proof of Milawa’s fidelity may not, by itself, be entirely convincing.

ACL2 is a complex computer program which has not undergone a rigorous, mechanical



verification, and has a much larger “trusted core” than fully expansive provers such

as HOL Light.

1.3 Self-Verification

During the course of the ACL2 proof, fully expansive versions of each of Mi-
lawa’s proof techniques were developed. Because of this, it is not difficult to assemble
a fully expansive version of Milawa which can emit proofp-style proofs of the theo-

rems it claims to have proven.

Since (1) Milawa is quite similar to ACL2 in terms of its logic and the basic
proof strategy it implements, and (2) an ACL2 proof of Milawa’s fidelity has been
developed, the following becomes a possible strategy for constructing a proofp-style
proof of Milawa’s fidelity: first, redo the ACL2 proof in Milawa, then have it emit a

proofp-checkable justification of its work.

Translating the ACL2 proof into Milawa took some work. As an important
step in this effort, we developed a user interface within ACL2 for finding and building
Milawa proofs. This interface allows us to introduce the Milawa counterparts to ACL2
functions and theorems quite easily, and keeps our ACL2 proof sketch in sync with

the actual Milawa proof. We present an overview of this interface in Chapter 11.

Although the two provers are largely similar, there are a number of differences
in the specifics of their implementations. This gap was bridged from both sides. First,
as the ACL2 proof was being developed, a conscious effort was made to avoid using
“complicated” features of ACL2 which would be difficult to implement in Milawa.

Some examples of this are as follows.

1. ACL2’s elaborate type-reasoning system could not be entirely disabled, but it

was possible to weaken it in many ways. For one, ACL2 automatically infers

10



certain type information when new definitions are submitted, so the prover was
instructed not to use these rules. Certain built-in type-reasoning rules were
also disabled, and no type-reasoning lemmas were ever added. Finally, where
possible, new aliases were used to hide primitive functions such as car and +

to prevent special, deeply built-in type-reasoning about these functions.

2. It was not possible to disable ACL2’s arithmetic procedure, but most arithmetic
reasoning was avoided. Aliases were used for functions such as <, +, and natp,
so the arithmetic procedure would not see functions it knew about when it

inspected clauses. Also, no arithmetic lemmas were ever added.

3. ACL2 was instructed not to “generalize” terms or “cross-fertilize” equalities
automatically during proofs. It is usually straightforward to introduce lemmas

to avoid needing these techniques.

4. Forward-chaining rules were completely avoided, as were more advanced kinds
of reasoning, such as custom equivalence relations, congruence rules, meta-rules,

and external tools.

Second, when it became evident that avoiding some ACL2 feature would be
too difficult, the feature was added to Milawa instead. This would require redoing
some of the ACL2 proof, since Milawa itself had been changed. But since The Method
had been followed, most proofs were robust in the face of such changes. Over time,
several features were added to Milawa’s rewriter, including ancestors checking, free-
variable matching, and forcing, to make it powerful enough to carry out the proof.

And in the end, the Milawa proof matches ACL2’s almost lemma-for-lemma.

11



1.4 A Verified Stack

Unfortunately, it is not practical for the fully expansive version of Milawa to
emit a proofp-style proof of the entire fidelity argument. Even despite some work to
make the low-level proof-building routines more efficient, the proof is overwhelmingly
large and its construction is well beyond the capacity of our computers. (A more
detailed discussion of proof sizes and capacity limitations may be found in Chapter

12.)

Even so, the goal of verifying Milawa with proofp is still possible, via the
less-direct approach of introducing and verifying a sequence of increasingly capable
proof checkers. We use the word levels to describe this sequence. That is, we say that
proofp is the Level 1 proof checker; the objects it accepts are Level 1 proofs and may
use only Level 1 proof steps. These Level 1 steps correspond to the primitive rules
of inference of the Milawa logic. At each new level in the sequence, we allow new
kinds of proof steps to be used. For instance, given a proof of (A V B) V C, it follows
that AV (B V C). We call this right associativity. Level 2 expands upon Level 1 by

accepting steps such as right associativity, in addition to all of the Level 1 steps.

Because of our previous work, it is relatively easy to develop an ACL2 proof
of the fidelity of the Level 2 proof checker—that is, whenever a Level 2 proof of ¢ is
accepted, there exists a Level 1 proof of ¢. We redo this proof in Milawa, and use the
fully expansive version of Milawa to emit a Level 1 proof that establishes the fidelity

of the Level 2 proof checker. This proof is small enough to practically construct and

check.

This is progress. By taking advantage of these new steps, Level 2 proofs can
be written more concisely than Level 1 proofs. It takes eight Level 1 proof steps to

carry out the work of a single right-associativity step, and this savings is realized for
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every use of the new rule. This means it is practical to build and check more difficult
proofs in Level 2 than in Level 1. Yet, we have a Level 1 proof that establishes the

fidelity of Level 2, so to trust Level 2 we only need to trust Level 1.

A Level 2 proof of Milawa’s fidelity is still too large to construct, but it is
possible to introduce additional intermediate proof checkers, each more capable than

the last. We call this process bootstrapping, and cover it in Chapter 12.

In our most sophisticated proof checker, Level 11, a single proof step might
involve the application of several tactics, which carry out tasks such as splitting
a clause into subgoals, generalizing terms, using equalities, explicitly instantiating
theorems, and rewriting terms while making use of assumptions, calculation, and

user-supplied rules.

1.5 Organization of the Dissertation

Because this dissertation is quite long, we now provide a map which summa-
rizes our organization. We encourage the reader to return to this map from time to

time to recall the overall structure of the dissertation.
Part 1. The Trusted Core

We claim our theorem prover may be trusted because its logic is sound and
we have proven it obeys the rules of this logic. More precisely, we have proven that
whenever our program accepts some formula, ¢, there exists a proof of ¢ that is
accepted by our Level 1 proof checker. To agree with our claim, the reader must trust
that our logic is sound, we have modeled our program accurately, and we have have
properly formalized provability. Furthermore, for our fidelity proof to be trusted, the
reader must understand how it is checked. In Part 1, we set out to address these

concerns.

13



Chapter 2. The Logic. So the reader may have confidence that our logic
is sound, we begin with a rigorous presentation of the syntax of our logic, and an
enumeration of its axioms and rules of inference. We provide an informal, “social”

proof that axioms are valid, and our rules of inference are validity-preserving.

Chapter 3. The Proof Checker. We describe how terms, formulas, and proofs
may be encoded as objects in our logic, and introduce proofp, which serves as our
formalization of provability. To gain confidence that proofp only accepts legitimate
proofs, the reader should examine its implementation and compare it to the rules in

Chapter 2.

Chapter 4. System Implementation. We develop a way to execute functions
from our logic using a Common Lisp system. Since we introduce proofp as a function
in our logic, this mechanism allows us to run proofp from within Common Lisp. We
then implement, in Common Lisp, a primitive command-line program that allows a
user to introduce a sequence of definitions and theorems for proofp to check. Notably,
one of our program’s commands allows us to install a new proof checker after verifying
its fidelity. We introduce and verify our theorem prover by using these commands.
The reader should examine both the connection with Common Lisp and how these
commands are processed to understand how the theorem prover is modeled and how

its proof is checked.
Part 2. Building Proofs

In Part 2, we explain how derived rules of inference can be implemented as
functions that construct fully expansive proofs, and how, in our ACL2 proof plan,
we can reason about the proofs constructed by these functions. (Later, in Part 4,
we explain how this proof plan can be converted into a form that can be checked

by our program from Part 1.) These derived rules become “subroutines” of our fully
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expansive proof techniques, and play a crucial role in allowing us to describe and

reason about proofs at higher levels of abstraction.

Chapter 5. Propositional Calculus. We explain our basic approach to imple-
menting derived rules as proof-building functions, and the details of how we reason
about these functions. We then develop a number of rules to make propositional rea-
soning more convenient, ranging from rules as simple as Modus Ponens to inductively

derived rules that can prove any propositional tautology.

Chapter 6. Equality. We begin to look beyond propositional reasoning. We
begin with simple derived rules for reasoning about equalities, e.g., the reflexivity
and transitivity of equality, and explain how we can write and reason about derived
rules which require the availability of certain axioms and theorems. We develop
rules for carrying out “deep” equality substitutions, and implement a McCarthy-style

evaluator for ground terms as a derived rule.
Part 3. Theorem Proving

In Part 3, we introduce our theorem prover. We style the prover after ACL2.
It can carry out a backward (goal-directed) proof search, making use of case-splitting,
rewriting, and and other techniques such as induction, generalization, and destructor

elimination. As we introduce each algorithm, we explain how we can justify its use.

Chapter 7. Clauses. Clauses form the basis for our backward proof search: we
represent each goal to be proven as a clause, then apply reversible reductions to the
goal to obtain simpler goals. We develop some basic ways to manipulate and simplify
clauses, and introduce our if-lifting and case-splitting algorithms, which can be used

to break a complex goal into simpler subgoals.

Chapter 8. Assumptions. When rewriting a goal such as A V B, we may

assume A is false as we rewrite B. Our rewriter makes use of an assumptions system
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which records what has been assumed and can canonicalize terms which are known

to be equivalent.

Chapter 9. Rewriting. Rewriting with lemmas is the main tool in our style of
theorem proving. Our rewriter can simplify clauses using assumptions, calculation,
and conditional rewrite rules whose hypotheses are relieved by backchaining (recursive
rewriting). It implements many features from ACL2’s rewriter, such as ancestors

checking and forcing.

Chapter 10. Tactics. We implement a tactic system which can be used to
compose our clause reductions and manage a backward proof. We provide tactics
for routines like case splitting and rewriting from previous chapters, and also tactics
for other techniques such as induction, generalization, and destructor elimination.

Together, these tactics form our theorem prover.
Part 4. Self-Verification

Taken together, Parts 2 and 3 introduce our theorem prover and explain how
it is verified in ACL2. But our goal is to instead carry out the fidelity proof using
the program from Part 1. Our strategy is to first recreate the ACL2 proof plan using
Milawa, then use the fully expansive versions of our proof techniques to emit proofs

which can be checked by our program.

Chapter 11. User Interface. We develop a user interface for applying the
tactics from Milawa. The user interface is integrated into ACL2. It allows us to
easily introduce the Milawa counterparts of ACL2 functions and theorems. It can
also use the fully expansive versions of our proof techniques to emit proofs for our
program from Part 1 to check. This interface is only a tool for using Milawa, is not

verified, and need not be trusted.

Chapter 12. Bootstrapping. Using the interface, we direct Milawa to carry
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out the proofs from our ACL2 proof plan. Once Milawa has proved its own fidelity,
we emit proofs for our program to check. To manage the size of these proofs, we
introduce and verify a number of intermediate proof checking levels. Finally, we run
our program on a number of computers and Lisp systems to check the proofs. As a

result, only the program in Part 1 must be trusted.
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Part 1

The Trusted Core
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Chapter 2

The Logic

A prerequisite to writing a theorem prover or proof checker is to decide upon a
mathematical logic to use. Modern theorem provers do not agree on any standard, and
this choice is “a matter of taste and experience” [57] which may be viewed “eclectically

and pragmatically.” [60, ch. §]

The Milawa logic is a simpler variant of the ACL2 logic [50, 53]. Our objects
are the symbols and naturals, recursively closed under ordered pairing. By com-
parison, ACL2 additionally includes characters, strings, and non-natural integers,
rationals, and complex rationals. The removal of these types is intended to make the
object system as simple as practically possible, and does not reduce the expressivity
of the logic. For instance, one might represent characters with their ASCII codes,
strings with lists of characters, integers with sign/magnitude pairs, rationals with

numerator/denominator pairs, and complex rationals with pairs of rationals.

To make Common Lisp execution of our logical functions as simple as possible,
we do away with packages, guards, single-threaded objects, and so on. We associate
a primitive constant with each of our objects, and use a new rule, base evaluation,
to explain the behavior of our primitive functions on constants. This rule is similar
to the way in which McCarthy’s [63] Lisp interpreter uses special cases to evaluate

“elementary S-functions” like cons.

Our logic is first-order, lacks explicit quantifiers, and has equality as its only

predicate symbol. We directly adopt Shoenfield’s rules of propositional calculus [83],
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which are usually used in descriptions of the ACL2 logic, and we keep ACL2’s instan-
tiation rule. We adopt an induction rule similar to that of ACL2 and NQTHM [12].
Also like ACL2, we permit the introduction of total, untyped, recursive functions,

and the introduction of Skolem (quantifier witnessing) functions.

The lack of static typing, quantifiers, and higher-order functions makes our
logic fairly restrictive. Despite similar restrictions, Boyer-Moore provers have been
successfully used in the verification of hardware modules [77, 79, 48, 49], processor
models [45, 20, 65, 36, 80|, machine- and byte-code programs [14, 59], operating
systems [8], virtual machines [19, 58], compilers [94, 6, 29], and other algorithms [74,
89, 76, 66].

There are some advantages to using a simple logic. For example, term quo-
tation and reflection are more straightforward when terms are untyped and term
equality does not rely on reductions [3, 44]. Also, because our terms are so simple, we
do not need a type checker, type inference engine, or much in the way of interfacing
layers like parsers and term rendering. All together, this helps to keep the source code
for our proof checker small, which is important since our trust in the proof checker is

to rely upon the social process.

Finally, using a simple logic seems particularly appropriate. The techniques
we develop should be adaptable to more powerful logics without trouble, whereas if
we were to begin with a powerful logic, we might rely upon features that are not
available in weaker logics. It may even be easier to follow our approach to verify
theorem provers in more expressive logics, where more powerful rules of inference

would be available, and hence fewer intermediate proof-checkers might be necessary.

In this chapter, we provide a rigorous introduction to our logic and an expla-
nation of why its rules may be trusted. Little here is novel, and our goal is only to

lay a proper foundation for later chapters.
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2.1 Formulas

The first step in presenting a mathematical logic is to describe rigorously the
syntax of its formulas. Like statements in a programming language, our formulas
are built from more primitive elements of syntax. The smallest units of syntax are
called tokens. We have a numeric token corresponding to every natural number and

a symbolic token corresponding to every string of ASCII characters.

We will use the typewriter font to write fragments of syntax. For compat-
ibility with the Common Lisp reader, we may write down a particular numeric token
in many ways. For instance, the token for sixty-four may be written in decimal as 64,
in hexadecimal as #x40, in octal as #0100, or in binary as #b1000000. We consider
these variations not to be different tokens, but only as different ways to write the

same token.

To write down a symbolic token, we typically use vertical-bar characters to
denote the beginning and end of the token. We also adopt an escape convention so
that a backslash in front of any character just represents that character. As with
numeric tokens, we consider variants such as [f\o\o| and [foo| as merely different

ways of writing the same token.

This use of vertical bars allows us to distinguish symbolic tokens from other
syntactic elements. For instance 123 is a numeric token while |123] is symbolic. But
these bars are often unnecessary. When a symbolic token cannot be confused for a
number, is entirely in upper-case, and does not include various problematic characters
(such as non-printable ASCII characters, parentheses, commas, colons, spaces, quotes,
and so on, as in Common Lisp), then we may drop the vertical bars and write it in a

case-insensitive manner. Here are some examples.
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Notation Corresponding String
|Hello, World!| Hello, World!

la\Ib] alb

[C:\\Windows | C:\Windows

| the empty string
[f\o\o| foo

append APPEND

Int32 INT32

math.square MATH.SQUARE
3+x 3+X

The rest of our syntax is based on

token trees, which we define recursively as

follows: every token is a token tree, and whenever a and b are token trees, so too is

the ordered pair of @ and b, which we write

as (a . b). Just as there are many ways to

write down the same number or symbol, we will adopt some notational conveniences

from Lisp for writing down token trees.

Abbreviation Meaning

O nil

() (z . nil)

(X1 29 ... x) (1 . (o ... x,))
(x1 29 ... T, . b) (1 . (9 ... T, . b))
'x (quote x)

Whenever z is a token tree, we say ’x is a constant. The variables are any

symbolic tokens except for t and nil. The function names are any symbolic tokens

except for:
nil pequalx
quote pnotx*
por*

We simultaneously define the terms

first and
second or
third list
fourth cond
fifth let
letx*

and the free variables of a term—which we

denote as FREEVARS(t)—as follows. Every constant is a term with no free variables.

2
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Every variable, v, is a term whose only free variable is v, itself. A function application,
(f ty ... t,),is a term when f is a function name and t,...,t, are terms; its free

variables are |J FREEVARS(t;). This definition does not include any notion of arity

i=1...n

che