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Goal

� Byzantine Storage

�

Store data despite hacked servers

servers

a client

servers

another client

"before" "after"

"A"
"A""A"

"A" "A" "A"

� What is the minimal number � of servers?

�

For a given number of faulty servers
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Previous Work

� Before:
best known n generic self-verifying
con�r mable [1]

� � � �

non-con�r mable [2]

� � � �

� Self-verifying: e.g. digital signatures

�

Reduces the minimal number of servers

�

One “good” answer is enough, no majority

� Non-con�r mable: writers don't get con�r mation

�

Also reduces the minimal number of servers
[1] D. Malkhi, M. Reiter. “Byzantine Quorum Systems”, Distributed Computing Journal, 1998
[2] J-P. Martin, L. Alvisi, M. Dahlin. “Small Byzantine Quorums”, DSN 2002

JPM, University of Texas at Austin p.3/24



Results

� After:
proven minimum generic self-verifying
con�r mable

� � � �

non-con�r mable

� � � �

� Only one column: Same � for sv. and generic data

�

New SBQ-L protocol for generic data

� New lower bound: never two columns again
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Results

� After:
proven minimum generic or self-verifying
con�r mable

� �

non-con�r mable
� �

� Only one column: Same � for sv. and generic data

�

New SBQ-L protocol for generic data

� New lower bound: never two columns again
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Number of Servers is Critical

� Goal: Minimize � (servers) for a given (faults)

� Extra servers are more expensive than you think

� BFT protocols rely on failure independence

�

Compromising ��� does not help compromising ���

� So, in addition to HW costs for large �:

� � implementations of the service

� � versions to maintain

� � operating systems
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Outline

I. Motivation and model

II. The SBQ-Listeners Protocol

� “Listeners” communication pattern

III. Lower bounds

� Con�r mable vs non-con�r mable

� With vs without self-verifying data

IV. Open question

� Consistency guarantees
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Network Model

� Network model

�

Asynchronous

�

No bounds on delivery time, clock drift
or processor speed.

�

Authenticated and Reliable

�

A correct process � receives a message
from another correct process � if and only
if � sent it.
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Part II : The SBQ-L Protocol
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Small Byzantine Quorums w/ Listeners

� Implements Byzantine fault-tolerant storage

� Offers atomic semantics

�

Total order of operations

�

Order is consistent with real time

�

So, all clients see the same ordering

�

Also known as a linearizable register

� Requires only

� �

servers

�

Previous protocols either require self-verifying
data or need

� �

servers

� Version shown here assumes correct clients
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SBQ-L: The Insight

� Previous protocols only observe a snapshot

� SBQ-L observes a sequence of states
traditional: 4f+1 servers SBQ-L: 3f+1 servers

"X"
"A" "A" "A" "?"

"X"

"A"
"A"

"?"

"A"

"A"

"X,A,A"

� Both cases: wait until

� � �

server receives write
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The SBQ-L Protocol: Write

� Write(data)
1. Send get-timestamp to all servers
2. Wait for ��� answers
3. ts := (largest received timestamp + 1 , client-id)
4. Send (data, ts) to all
5. Wait for ��� acks

� �� =

� � � � �
�

� Example: � �
	 � � �

,

�� � � servers

client

1: send get-timestamp

"get-timestamp"
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The SBQ-L Protocol: Write

� Write(data)
1. Send get-timestamp to all servers
2. Wait for ��� answers
3. ts := (largest received timestamp + 1 , client-id)
4. Send (data, ts) to all
5. Wait for ��� acks

� �� =

� � � � �
�

� Example: � �
	 � � �

,

�� � � servers

client

2: wait for qw timestamps

1 2 2
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The SBQ-L Protocol: Write

� Write(data)
1. Send get-timestamp to all servers
2. Wait for ��� answers
3. ts := (largest received timestamp + 1 , client-id)
4. Send (data, ts) to all
5. Wait for ��� acks

� �� =

� � � � �
�

� Example: � �
	 � � �

,

�� � � servers

client

3,4: send data

("A",3)
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The SBQ-L Protocol: Write

� Write(data)
1. Send get-timestamp to all servers
2. Wait for ��� answers
3. ts := (largest received timestamp + 1 , client-id)
4. Send (data, ts) to all
5. Wait for ��� acks

� �� =

� � � � �
�

� Example: � �
	 � � �

,

�� � � servers

client

5: wait for qw acks

(ack,3)
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The SBQ-L Protocol: Read

� Read (“in�nite memory version”)
1. Send read-start to set

�

of ��� servers
2. Whenever receive a reply

�
	

� � � from server �:

� � �� �	 

�	
� �
�
� �

3. Loop to 2 until some answer in � � �� �	 
 � 
 �

is
vouched for by ��� servers

4. Send read-stop to
�

5. Return

� �� =

� � � � �
� , �� =

� � � � � �
�

� Example: � �
	 � � �

servers

client

1: read begins

"read request"
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The SBQ-L Protocol: Read

� Read (“in�nite memory version”)
1. Send read-start to set

�

of ��� servers
2. Whenever receive a reply

�
	

� � � from server �:

� � �� �	 

�	
� �
�
� �

3. Loop to 2 until some answer in � � �� �	 
 � 
 �

is
vouched for by ��� servers

4. Send read-stop to
�

5. Return

� �� =

� � � � �
� , �� =

� � � � � �
�

� Example: � �
	 � � �

servers

client

2: first set of replies

"X" "A" "A" "?"
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The SBQ-L Protocol: Read

� Read (“in�nite memory version”)
1. Send read-start to set

�

of ��� servers
2. Whenever receive a reply

�
	

� � � from server �:

� � �� �	 

�	
� �
�
� �

3. Loop to 2 until some answer in � � �� �	 
 � 
 �

is
vouched for by ��� servers

4. Send read-stop to
�

5. Return

� �� =

� � � � �
� , �� =

� � � � � �
�

� Example: � �
	 � � �

servers

client

3: waiting for more answers

"A"

3rd "A".. OK
(qw=3)
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The SBQ-L Protocol: Read

� Read (“in�nite memory version”)
1. Send read-start to set

�

of ��� servers
2. Whenever receive a reply

�
	

� � � from server �:

� � �� �	 

�	
� �
�
� �

3. Loop to 2 until some answer in � � �� �	 
 � 
 �

is
vouched for by ��� servers

4. Send read-stop to
�

5. Return

� �� =

� � � � �
� , �� =

� � � � � �
�

� Example: � �
	 � � �

servers

client

4: read stops

"read-stop"
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Trimming the answer[ ][ ] Array

� The protocol shown for read() uses in�nite memory

� Client's � � �� �	 
 � 
 �

array can grow without limit

� We provide a trimming algorithm that

�

Bounds the memory size of � � �� �	 
 � 
 �

, and

�

Maintains the correctness of the protocol
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How Trimming Works

� Every time client gets �rst message from a server
1. Servers are ranked by latest timestamp
2. Select the f+1 most up-to-date servers

�

3. := latest timestamp of each server in

�

� Data from � � �� �	 
 � 
 �

is discarded unless

�

Its timestamp is in , or

�

It is the most recent answer from that server

� Thus, memory is bounded

�

Memory usage is at most �
� � �
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Trimming Example

� For example:

one

timestamp

two

server:

three

four

� Initial condition ( �=4, =1,no value is represented
enough)
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Trimming Example

� For example:

one

timestamp

most recent
entrance

two

server:

three

four

� Entrance from server four
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Trimming Example

� For example:

one

timestamp

most recent
entrance

T

Discarded

two

server:

three

four

� is computed:

�

Servers two and one are most up-to-date

� � � �
	

� �
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SBQ-L Summary

� Listeners pattern

�

Allows fewer servers for generic data

� � �

instead of

� �

�

Improves semantics from regular to atomic

� Regular semantics allow clients to see
different order for concurrent operations

� Extensions

�

Faulty clients

�

Variations (next slide)
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Variations of SBQ-L

� Non-con�r mable writes (instead of con�r mable)

�

Guaranteed to complete

�

Writer cannot locally determine when

�

Non-conf. SBQ-L requires
� �

instead of

� �

servers

� General quorums (instead of threshold)

�

Threshold speci�es the number of failures

�

Instead, specify sets of servers that can fail

� Useful if some servers are more likely to fail

�

Quorum SBQ-L never requires more servers
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Part III : Lower Bounds
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Lower Bounds

best known n generic self-verifying
con�r mable

� � � �

non-con�r mable

� � � �

� Previous: best known protocols. Minimal? No!

� Improved protocols for generic data

� Established lower bounds

� Our protocols meet the lower bounds

�

Same semantics at same cost ( �) for generic or
self-verifying data
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Confirmable Protocols:

�

� Con�r mable safe semantics require
� �

servers

� Proof intuition:

�

Imagine a con�r mable protocol with

�

servers

�

After write completes,

�

servers are updated

�

could be faulty

�

Reads can wait for at most

�

answers

�

These could be the faulty + untimely

�

These

�

could agree, thus cannot wait

� Con�r mable SBQ-L shows that this bound is tight
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Non-Confirmable Protocols:
�

� Non-conf. safe semantics require

� �
servers

� Proof intuition is similar to previous theorem

� Non-conf. SBQ-L shows that this bound is tight

JPM, University of Texas at Austin p.21/24



Conclusion

� � � � �

. . .

� � �

conf. even safe is impossible atomic
non-conf. impossible regular atomic

� New lower bounds (shown above)

� Same bounds for generic and self-verifying data

�

Contrary to intuition

�

SBQ-L protocol: bounds are tight

� SBQ-L improves semantics from regular to atomic
for generic data
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Future Work

� � � � �

. . .

� � �

conf. even safe is impossible atomic
non-conf. impossible regular atomic

� Open question for non-con�r mable,

� �

servers

�

Atomic using generic data?

�

Atomic using self-verifying data?

�

Impossible to provide atomic semantics?
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Thank You!

� Questions?

� Answers?
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Faulty Clients

� Extension to handle faulty clients

� Clients now digitally sign their requests

� Server write handler modi�ed to:
1. Reject requests with invalid signatures
2. Consider request contents for (lexicographical)

ordering

�

For (faulty) requests with same timestamp
3. Echo writes to all servers

� Thus, faulty writes cannot corrupt the service state
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