L21: Reinforcement Learning

CS 343: Artibcid Intelligence
Benjamin Kuipers

Reinforcement Learning

¥ An agent interacts
with the world. Agent
B Performing actions %
D Observing states
P Receiving rewards

a; St It

¥ How doesit learn Environment
what(8 best to do?

Markov Decision Process (MDP)

¥ AnMDPisatuple (S A, s, T(,,), RO )
DSisthe set of states. s, istheinitial state.
¥ States are fully observable.
DA isthe set of actions.
D T(s,a,s) isthetransition probability function
b T(sas!) = P(s4,=s!| s=s and a,=a)
D R(s) isthe reward for reaching state s.

¥ A solutionto an MDPisapolicy a, = “(s,).
P Wewould like to Pnd an optimal policy "*.

Simple MDP Environment
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¥ Transition probabilities: 0.8, 0.1, 0.1, 0.0
¥ Rewards: +1, -1, and -0.04.
¥ Terminal state means Qyame overQ

Start

Utility isLong-Term Reward

¥ For a state sequence [s,, Sy, S, - - - ], utility is
BU([sy 81, S - - - 1) = R(Sy) + #R(s) + #R(s)) +E
B Where #isthe discount factor: #& [0,1].
B #= 1 specibes additive rewards.
b #< 1 guarantees that utility U() is bnite.

¥ The utility of apolicy " isthe expected sum of
discounted rewards.

¥ The optima policy is " . )

v arg[nafo(%/o#‘R(S) 1"+
t=0

The Utility of a State s
¥ Givenapolicy ", the utility of state sis
U'(s)= Ef(gg/o#’R(S,) |"150= s?;
¥ |n state s, choosrla ihe action that maximizes
the expected utility of the next state
"*(9) =argmax$ T(sa sHU (s}
a H#

¥ Utility isimmediate reward plus expected
discounted utility of optimal next action.

U9 =R+ "max$ T(sasju(sy




The Bellman Equation

¥ Show how the long-term utility U*(s) of a
state is related to its short-term reward R(s).

U(9 =R+ "max$ T(sasiu’ (s
¥ We can converge to U*(s):
Uia(9" R(9+#maxUT(sa s3U, (s}
s$
¥ U*(s) isthe bPxed-poaint:
imU,(9)=U"(s)

U(s) for Simple World

0812 0.868 0.018
0.762 0.660
0705 | 0655 0.611 0.388

¥ With #= 1, and R(s) = -0.04 for non-terminal states

The policy "*(s) determined by U(s)
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¥ Depends on R(s) = -0.04 at non-terminal states.

R(s) determines "*(s)

¥ Reward > | | | > | | |
determines A |l |4 VO
utility,
determines R(s) < -1.6284 -0.4278 <R(s) < -0.0850
how the
agentshould [ T[T [T [H ++|= =
spend its A - O + - O
time.
A adBARkdhdnsli
-0.0221 <R(s) < 0 R(s) >0

Reinforcement Learning

¥ RL agent lacks amodel T(s,a,s) of the
environment, or knowledge of R(s).
¥ Utility-based agent
B Learns U(s) and amodel T(s,a,5)
¥ Q-learning agent
b Learns an action-value function
D Q(s,a) = expected value of doing ain state s
¥ Policy-learning (O eRexQ) agent
b Learns the optimal policy "(s)

Passive Learning

¥ Given apolicy "(s), execute it repeatedly,
gathering data about R(s) and T(s, "(s),s/)
¥ Thenlearn U’(s) via

$
U (9= EQLRES) 18 =s1+

¥ For abxed policy ", the Bellman equation
debnes the utility function.

U (9 =R +#T(s"(9,59U (s
s




Temporal Difference (TD) Learning

¥ Approximate the solution to the Bellman egn
¥ After observing atransition from sto s/,
update the current estimate of U"(s).
U (9# U (9+S(R9+% (& U (9)

¥ What isthis?
Dif wedebne U (9 =R(9+# (s$
B Then the update equation is a weighted average:
U (9# (139U (9 + %, (9)
Bwhere a isthelearning rate.

Active Learning

¥ Learning U"(s) for abxed policy “(s)
explores only part of the state space.
D1t easy to miss policies better than " (s).

¥ Active learning must balance
DExploitation: () =argmaxy T(sas)u(s)
D Exploration: check out some‘unknown action

that may Pnd an even better result.

¥ Optimistic initialization U*(s) encourages
exploration with high utilities on unknown
states. (Qunknown = goodQ

Q-Learning

¥ Represent utilities by Q(s,a)
B Vaueasafunction of both state and action
U(s) =maxQ(sa)
¥ The Bellman equation for thisis:

Qs3) =R(9+7 ) T(sas)maxQ(s,a)

¥ The TD update equation for Q(s,a) is
Qsa)" Qsa)+#(R(s) + SmaxQ(s¥a9s.Q(s )
B No model T(s,a,s/) needed.

Reinforcement Learning Recap

¥ RL convergesto U(s) or Q(s,a) or "(s)
from experience in the domain and
feedback from R(s).

¥ Can be tricky to set the parameters
D Design the state and action spaces
B How to represent U(s) or Q(s,a) or “(s)

¥ Explicit table, tile-coding, neural network, etc.

B Specify the reward R(s) and discount rate #
B Exploration/Exploitation trade-off
D Learning rate $ (or $(t) if annealing)

MDPs and POMDPs

¥ The foundation for Reinforcement Learning
isthe Markov Decision Process (MDP)
D Assumes that states s are directly observable
B Thisisastrong assumption

¥ POMDPs (Partially Observable MDPs)
represent link between state and observation
B O(s,0) = P(observation=0 | state=s)

¥ POMDPs are far less tractable than MDPs




