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The comments in RED indicate changes and enhancements required in SHAKEN in order to implement this proposal.
1.0 Background

SMEs will author COAs in NuSketch. SHAKEN and PAT will import the COAs into their own representational formalisms, then critique the COAs. The critiques will be submitted to SRI's report generator, which will organize the critiques according to the dimensions of COA critiquing (e.g. simplicity, effectiveness, etc.). SMEs reading the report will attempt to improve it by revising the COA and authoring new critiquing knowledge. The report will be re-generated, and this cycle will continue until the SME halts.

SHAKEN's critiquing knowledge will be incorporated into its question-answering facility. (PAT's critiquing knowledge will probably be kept separate.) The q/a facility will be completely overhauled for the COA-critiquing application. It's current set of generic question-types will be removed, and in their place we will put question-types specifically engineered for COA critiquing. Initially, this set will be small, containing only the "closed class" question-types (see below). SMEs will author critiquing knowledge, cast as question-types in the "open class" that will populate the facility.
The "closed class" question-types are the ones that require a special mechanism for computing answers. For example, KANAL is a special mechanism for computing whether the preconditions of plan steps are satisfied. Similarly, we will have some question types, such as "Are all the military units employed during each phase of the COA", which are answered by hardwired KM queries - these also serve as "special mechanisms".

(In addition to the “closed class” question types described in the previous paragraph, we need to implement question types for the “COA Representation Questions” in Appendix D of the COA CP Spec version 1.0.  This document does not discuss these question types further.)

The "open class" of question-types are the ones that SME's can author. The purpose of this document is to describe the process by which SME's author new question-types in SHAKEN.

2.0 How SMEs Author New Question Types

Following Yolanda's observation, COA critiquing progresses through several steps. First, for each dimension of the critique, relevant information is selected from the COA. For example, for the dimension "Blue Reserve Availability", the relevant information from the COA includes the military-units that play a Reserve role, plus the military-activity (e.g. an Attack) that that role supports.

After relevant information has been selected from the COA, the next step of COA critiquing is to assess it, often by comparing it with norms. Continuing the example, the assessment of "Blue Reserve Availability" might involve assessing whether the size of the reserve unit is adequate for the intended military-activity, perhaps by comparing the Unit's size and combat strength with established norms.

We discuss each of these steps in turn.  Almost everything we propose can be carried out with existing SHAKEN functionality.  The couple of exceptions we note below.

2.1 How SME's Author Patterns for Selecting Content from a COA
SHAKEN's current filter mechanism enables SMEs to apply pre-built viewpoints to a CMap in order to select some nodes and relations and to hide others. We propose extending this facility to enable SMEs to author new filters (viewpoints). The filters will be patterns, such as this:
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 A military unit that supports an army division when it begins its attack offers good fire support
Structurally, a pattern is merely a CMap – it can be authored in SHAKEN just like any other CMap – with one minor addition: a pattern may contain negated triples. This will allow SMEs to author patterns for expressions like these:

· Crossing a river without a bridge and without cover is dangerous. 

· An attack without fire support causes heavy losses for the attackers. 

Peter Clark and Peter Yeh are designing a way of handling negation in patterns.  Briefly, it builds on KM’s current methods for expressing and applying constraints, in particular the mustnt-be-a constraint. 

(Vinay and I agree that it would be best to add negations to basic CMaps, i.e. not to make it a special feature of Patterns. What’s the plan for implementing it?)

Peter Clark has also been reflecting on how we might represent topological information in Patterns and other Cmaps.  Have a look.

Here's a storyboard that illustrates how a SME authors a pattern using SHAKEN, and the results of applying that pattern to a COA. We propose that SRI extend SHAKEN to incorporate the functionality illustrated here.

In sum: here are the changes required in SHAKEN to add the functionality described in the storyboard:

· Enable SMEs to add a Pattern to the list of Filters that can be applied to a CMap.  When the list of Filters appears in the popup menu, the Patterns should be referenced by their called tags, i.e. “properties”.  The list of Patterns can be generated by getting all subclasses of “Pattern” in the SHAKEN taxonomy.

· When a Pattern is applied to a CMap, call the match-pattern function, as specified in Peter Yeh’s API.

UT-Austin will provide a function that applies patterns to COAs. The API will be finished by June 19.  (Here’s the current draft.)

2.2 How SME's Author Rules for Assessing Selected Content

Following Yolanda's observation, the second phase of COA critiquing is assessing the selected content on particular dimensions. We propose enabling SMEs to author assessment knowledge by “promoting” patterns to assessment rules, in the following way. First, the SME chooses (from the list of filters) a pattern that selects content from a COA. Second, the SME specifies the COA-critiquing dimension (e.g. simplicity) that the pattern applies to. If a pattern contributes to multiple dimensions, the SME would repeat this procedure for each of them. Third, the SME specifies the contribution of the pattern toward the "final score" of the COA on that dimension. (We propose using the coarse-grained scale {--,-,+,++}). Finally, the SME writes a text-generation template for the pattern.

Here’s a storyboard that shows the process of “promoting” a pattern into a critiquing rule.

We need to implement the dialogues described in the storyboard.  Furthermore, we need to implement a way for SMEs to author new question types in SHAKEN, where applying a Pattern is one way of answering a question (other ways of answering questions will be provided by PAT, KANAL, and KM). 

When a SME authors a new question type, he provides a template for it, just like the question templates in the current Q/A system.  Getting these templates from the SME is not illustrated in the storyboard.

Finally, the new Q/A subsystem needs to present the answers to the user.  The storyboard does not illustrate that either. 

 3.0 Which COA critiquing Dimensions can be handled with Patterns?
We believe that patterns can contribute to most (perhaps all) of the 23 criteria specified by General Otstott, and we have sketched patterns for many of them. Otstott has given us an excellent start at operationalizing the criteria, but our next step is to talk with SMEs to continue the process.

For the summer evaluation, we might focus that process on a small subset of the criteria. In recent email to Bruce, Julie wrote:

"...let's focus in on a part of the criteria. To try and tackle all of it would just be too much. Our suggestion would be to do the Engagement cluster--the three sub nodes rolling up to the parent node. However, if you have already invested much effort into some other cluster in the graph, just let us know. We will need to know as soon as possible so that we can build an evaluation off of those nodes."

(The new Spec (version 1.0) makes clear that the Engagement cluster will be the focus of the summer evaluation. Nevertheless, we might earn extra points for handling other evaluation criteria, and I think our architecture is sufficiently general, and our subsystems are sufficiently powerful, that we have a good chance of doing so.)

Although the Engagement cluster might be good for exercising patterns, it seems to be a poor fit for our team’s other methods of critiquing COAs: normative simulation and detailed simulation.

(This turns out not to be a concern. Both ISI and UMASS are happy with the Engagement cluster, so we can ignore the concern raised in the next couple of paragraphs.)

ISI has examined the 23 criteria to determine which can be handled by normative simulation and has identified many criteria to which KANAL may contribute, as described in ISI’s email of June 13.  The Engagement cluster might not be a very good fit with KANAL’s abilities.

We can only speculate about PAT's detailed simulation – Umass can fill us in.  It seems that detailed simulation would contribute to virtually all of the criteria, at least to the extent of "making evident" to a SME how a COA stacks-up on each one. However, we don't know whether "making evident" is adequate for the evaluation. (I’m not sure whether this concern is valid, but it might be worth following up with Umass.) If the evaluation requires summarizing results in a final report, then the simulation results must somehow be analyzed by software, and PAT's contribution to the final report will largely hinge on enabling SMEs to author rules that operate on simulation results.

4.0 Sample Patterns and Matching-Knowledge for COA critiquing

As an initial experiment, we’ve drafted patterns for the Engagement cluster, as Julie suggested. Warning: we're not SMEs, so the patterns are simple minded!  Our next step is to interview a SME to determine whether we’ve interpreted General Otstott’s “relevant questions” correctly, and whether there are other “relevant questions” that operationalize each criterion.

Also, we’re in the process of implementing the backend support for matching patterns with COAs.  The main issue is providing flexible matching, as we’ve described previously.  

Here are patterns for the Engagement cluster:

Enemy Artillery Engagement:

[image: image2.jpg]! f

plays i agent
2 clemient-of

—




The enemy artillery was neutralized before the start of the main attack. 
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Aviation assets were used to attack the artillery. 


Enemy Maneuver Engagement:
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A unit blocked an enemy unit’s path of movement. 



 Enemy Reserve Force Engagement:
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A reserve enemy unit that moves near a friendly unit has the objective of attacking it.








































