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Barking Up the Wrong Treelength: The Impact
of Gap Penalty on Alignment and Tree Accuracy

Kevin Liu, Serita Nelesen, Sindhu Raghavan, C. Randal Linder, and Tandy Warnow

Abstract—The current technique for estimating phylogenies from sequence data uses two phases: first, the sequences are aligned,
and then the tree is estimated using the obtained alignment. More recently, however, several computational methods have been
developed for simultaneous estimation of the alignment and the tree, of which POY (a heuristic for the NP-hard “minimum treelength”
problem, which extends maximum parsimony (MP) so that gaps contribute to the cost) is the most popular. In a 2007 paper published
in Systematic Biology, Ogden and Rosenberg reported on a simulation study in which they compared POY to the very simple
two-phase method of estimating the alignment using ClustalW and then analyzing the resultant alignment using MP. They found that in
the overwhelming majority of the cases, ClustalWW  MP outperformed POY with respect to alignment and phylogenetic tree accuracy,
and they concluded that simultaneous estimation techniques (collectively referred to as “Direct Optimization”) are not competitive with
two-phase techniques. Our paper presents a simulation study in which we take a closer look at the points raised by Ogden and
Rosenberg. Instead of focusing specifically on POY, we focus on the NP-hard optimization problem that POY addresses: minimizing
treelength. Since this optimization depends upon the specific edit distance criterion used to score a tree, our study considers the
impact of the gap penalty (in particular, affine versus simple) on the accuracy of the resultant alignment and tree that optimizes the
treelength for that gap penalty function. Our study suggests that the poor performance observed for POY by Ogden and Rosenberg is
due to the simple gap penalties they used to score alignment/tree pairs, but also suggests the intriguing possibility that optimizing
under an affine gap penalty might produce alignments that are not only better than ClustalW alignments, but competitive with (or
perhaps better than) those produced by the best current alignment methods. This study also shows that optimizing under this affine
gap penalty produces trees whose topological accuracy is better than ClustalWW ~ MP, and competitive with the current best two-phase

methods.

Index Terms—Markov processes, biology and genetics.

1 INTRODUCTION

PHYLOGENETIC tree estimation typically operates in two
steps: first, a multiple alignment is estimated for a given
set of molecular sequences, and then a phylogeny is
computed for that alignment. In the molecular systematics
community, the usual two-phase approach uses ClustalW [1]
to align the sequences, and then a method such as maximum
parsimony (MP) or maximum likelihood to estimate the tree
on the alignment. However, there is evidence [2], [3], [4], [5],
[6], [7], [8] that the alignment that is produced in the first
stage can have a large impact on the phylogeny, and that
alignments can be difficult to estimate under some realistic
conditions [9], [10], [11]. As a result, methods that can
simultaneously estimate both the tree and the alignment
have also been developed, including those that attempt to
optimize a treelength criterion [12]. These methods include
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POY [13], which seeks to optimize treelength under criteria
which include gap costs, and three statistical methods
(BaliPhy [14], the modification to BEAST produced by
Lunter et al. [15], and Alifritz [16]) that operate under
statistical models that explicitly include indel events.
However, the three statistical methods can only handle very
small data sets—BaliPhy can only handle data sets up to
about 10 sequences, the method by Lunter et al. is limited to
about 20 sequences, and Alifritz is limited to about 30
sequences, with the result that these methods are not
generally used. POY, however, can be run on larger data
sets. In 2007, Ogden and Rosenberg published a simulation
study in which they showed that POY, run under several
different objective functions, was dramatically outperformed
by ClustalW MP with respect to alignment and tree
accuracy [17]. They concluded that traditional two-phase
methods (of which ClustalwW MP is one) are likely to
outperform simultaneous estimation techniques based upon
minimizing treelength.

This paper is organized as follows: In Section 2, we give
the necessary background: the “minimizing treelength”
optimization problem addressed by POY, and a survey of
the published studies regarding the performance of the
various multiple sequence alignment (MSA) methods,
focusing in some detail on the 2007 Systematic Biology
paper by Ogden and Rosenberg. Our experimental study is
described in Section 3, and we give results in Section 4.
Finally, we conclude in Section 5 with a discussion of the
ramifications of this study.
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2 BACKGROUND

2.1 Treelength: The Sankoff Problems

Over 30 years ago, David Sankoff proposed an approach for
simultaneous estimation of trees and alignments based
upon minimizing the total edit distance, which we general-
ize here to allow for an arbitrary edit distance function as
part of the input, thus defining the “Generalized Sankoff
Problem” [18]:

Input. A set S of sequences and a function f s;s’
for the cost of an optimal alignment between
sequences s and s.

Output. A tree T, leaf-labeled by the set S, and with
additional sequences labeling the ilr;\;ernal nodes of
T, so as to minimize treelength, ., o T Sy;Sw ,
where s, and s,, are the sequences assigned to nodes
v and w, respectively, and E is the edge set of T.

The problem thus depends upon the edit distance
function, which is typically defined by a substitution cost
matrix and a function defining the cost of a gap. These gap
cost functions are normally affine, and so are given by
gapcost L ..cy c¢; L forsome choice of ¢y and c; (see [19]
and [20]), where L is the length of the gap, and ¢y and c; are the
“gap-open” cost and the “gap-extend” cost, respectively.
Whenc¢ ... 0, the gap costis said to be “simple.” Such gap cost
functions are not considered to be as accurate for tree and
alignment estimation as gap cost functions that are affine;
however, there is no consensus on the “right” gap penalty to
use. Note that the Generalized Sankoff Problem isan NP-hard
problem, since setting ¢y ... 1. produces the standard MP
problem, which is also NP-hard [21].

A multiple alignment on the input sequence set S can be
obtained given a solution to the Generalized Sankoff
problem. That is, given the tree T and sequences at every
node of T (and with S labeling the leaf nodes of T), and
given the edit distance function f s;s’, we compute the
multiple alignment on S as follows: First, we produce an
optimal pairwise alignment on every edge of T. Then, we
compute the transitive closure of the pairwise alignments
on the edges to produce a multiple alignment of the
sequences at the leaves.

We now define the fixed-tree version of the Sankoff
problem:

Input. Tree T which is leaf-labeled by a set S of
unaligned sequences, and a function f s;s' for
computing the cost of an optimal alignment (that
produces the minimum edit distance) between
sequences s and s'.

Output. Additional sequences at tqt_a,internal nodes
of the tree T so as to minimize ., e T sy;sw,
where s, and s, are the sequences assigned to
nodes v and w, respectively, and E is the edge
set of T.

This problem is also NP-hard [22]; thus, estimating the
ancestral sequences of a fixed tree (and so producing an
alignment on the sequences at the leaves of the tree achieving
that minimum treelength) is a computationally difficult
problem. Exact solutions [19] that run in exponential time
have been developed, but these are computationally too
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expensive to be used in practice. Approximation algorithms
for the problem have also been developed [23], [24], but their
performance guarantees are not good enough for algorithms
to be reliable in practice.

2.2 Heuristics for the Sankoff Problems

Since both the generalized and fixed-tree Sankoff pro-
blems are NP-hard, heuristics for these problems (without
guaranteed performance) have been developed. Of the
various heuristics for the Generalized Sankoff problem,
POY [13] is the only one that is used in practice, and it
can be used in conjunction with a wide range of edit
distance functions. POY can also be used as a heuristic for
the Fixed Tree Sankoff Problem, by giving it a tree as a
constraint tree.

2.3 Simulation Study Overview

In a simulation study, a stochastic model of sequence
evolution is selected (e.g., GTR, Hasegawa-Koshino-Yano
(HKY), K2P, etc. [25]), and a model tree is picked or
generated. A sequence of specified length is placed at the
root of the tree T and evolved down the tree according to
the parameters of the evolutionary process. At the end of
this process, each leaf of the tree has a sequence. In
addition, the true tree and the true alignment are both
known and can be used later to assess the quality of
alignment and phylogeny inference. The sequences are then
aligned by an MSA technique and passed to the phylogeny
estimation technique, thus producing an estimated align-
ment and an estimated tree that are scored for accuracy. If
desired, the phylogeny estimation method can also be
provided the true alignment, to see how it performs when
alignment estimation is perfect.

2.4 Previous Studies

Several studies conducted in the past have examined the
impact of alignment method and accuracy (measured in
several ways, discussed below) on the topological accuracy
of the trees (typically measured using the Robinson-Foulds
score, defined below) obtained from these alignments [2],
[31. [4], [5], [7], [8], [26]. These studies have indicated that
phylogenetic accuracy is positively correlated with align-
ment accuracy, and that different alignment methods can
vary substantially in terms of their alignment accuracy.
These studies have helped to support the assumption that
phylogenetic accuracy will depend upon obtaining highly
accurate alignments. Alternatively, the estimation of trees
and alignments can be done simultaneously, using POY
(discussed above), or through statistical methods like
BaliPhy [14] and Alifritz [16]. Proponents of simultaneous
estimation of alignments and trees have argued that only
simultaneous estimation techniques will allow systematists
to use the full range of markers, including those that evolve
quickly with many indels, and are therefore essential to
accurate phylogenetic analyses [8]. However, the two
statistically-based simultaneous estimation techniques,
BaliPhy and Alifritz, are computationally too intensive to
use on data sets with more than about 20 or so sequences,
and the performance of the POY software (which can be
used on large data sets) is also open to further study today.
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In particular, Ogden and Rosenberg published a simula-
tion study in Systematic Biology [17] specifically focusing
on the relative performance of POY and the standard two-
phase method ClustalwW MP. Ogden and Rosenberg
evolved sequences with indel events as well as substitu-
tions. They used the HKY model [27] for the substitution
model, and had a fixed relative probability of indels to
substitutions, with gap lengths drawn from an exponential
distribution (expected length 4) and with deletions 2.5 times
as frequent as insertions. They produced 154 model trees,
each on 16 taxa, and one 64 taxon model tree. On each
model tree they simulated evolution (using MySSP [28])
100 times, producing 100 data sets. Each data set was
aligned using ClustalW and also POY, with POY run under
a range of different edit distance functions—each based
upon a simple gap cost function. They computed MP trees
on each estimated alignment, and also on the true
alignment (known to them because this was a simulation).
Each estimated alignment was compared to the true
alignment, and each estimated tree was compared to the
true tree. They used the Robinson-Foulds score (defined
below) for the tree topology error rate, and the Total
Alignment Accuracy (TAA, defined below) score to report
the alignment accuracy. They found that Clustalw align-
ments were overwhelmingly better than any POY align-
ment according to their TAA measure, and that POY
alignments based upon the default POY edit distance metric
and the most popular edit distance metric were not quite as
accurate as POY alignments based upon another edit
distance function they recommended. They also found that
MP trees estimated on ClustalW alignments were typically
more accurate than trees produced by POY analyses, as
measured by the Robinson-Foulds measure. They con-
cluded that MP  ClustalW is better than POY, both with
respect to alignment accuracy and tree accuracy, under any
way of computing the edit distance. They furthermore drew
similar conclusions on the treelength optimization problem
itself, as compared with two-phase techniques.

3 EXPERIMENTAL STUDY

3.1 Experimental Design Overview

Our simulation study addressed several questions related
to understanding the performance of POY in comparison to
two-phase methods such as ClustalW MP, but was
conducted using larger model trees with more complex
model conditions than those explored by Ogden and
Rosenberg. We initially investigated the impact of using
an affine gap penalty instead of a simple gap penalty for the
treelength minimization problem that POY solves. This
experiment revealed that the choice of edit distance greatly
impacted the accuracy of alignments obtained during a
POY search for a shortest tree/alignment pair, as well as in
using POY to estimate alignments (or minimum length) on
various fixed trees. In particular, it showed that POY based
upon the affine gap penalty we employed produced much
more accurate alignments and trees than POY based upon
the two simple gap penalties we studied (which included
the one recommended by Ogden and Rosenberg, and the
most popular one used in POY analyses). In fact, this

experiment showed that alignments obtained using POY
with our affine gap penalty had comparable accuracy to
ClustalW alignments. A deeper investigation into the
impact of using this affine gap penalty instead of the two
simple gap penalties confirmed the observation that the
affine gap penalty has a large positive impact on alignment
and tree accuracy. We then investigated how well POY was
able to solve its NP-hard optimization problem, under the
user specified edit distance. We found that POY is quite
good at these problems provided that the edit distance
function used is a simple gap penalty, but is not very good
at searching through treespace for edit distance functions
based upon our affine gap penalty. The combination of
results from our first two experiments suggested the
possibility that a better search for “short alignment/tree
pairs” under our affine gap penalty might produce results
with substantially improved accuracy, as compared to
ClustalW. This led us to produce a modification of POY
(which we call POY ) that was able to find short alignment/
tree pairs more efficiently under affine gap models. We then
performed a final set of experiments to evaluate the
accuracy of POY alignments and trees, and observed that
POY alignments were in general more accurate than
ClustalW alignments, and POY trees were as accurate (or
more so) than ClustalW  MP trees.

3.2 Simulation
3.2.1 Model Trees

We generated birth-death trees of varying heights using the
program r8s [29] with 25 and 100 taxa. We modified branch
lengths to deviate the tree moderately from ultrametricity,
using the technique used by Moret et al. [30] with deviation
factor c set to 2.0.

3.2.2 Sequence Evolution

We used GTR for the model of site substitution, using
parameters estimated by Ganapathy [31] for small subunit
rRNA sequences corresponding to 682 species of nema-
todes, the most numerous multicellular organisms on Earth
(the curated alignment of length 1800 was provided by the
Nematode Tree of Life project [32]).

Next, using Rose [33], we picked a random DNA
sequence of length 1000 for the root. We evolved sequences
according to the GTR Indel model of sequence
evolution. We set the shape parameter of the gamma
distribution of the rates across sites to 1.0, and used the
GTR parameters described above. (Due to its limitations,
Rose required the 0.001 branch length transitional prob-
ability matrix P 0:001 ... e%%9A as opposed to the instan-
taneous rate matrix A; it then applies this discretely during
its GTR simulation.) We varied the model conditions
between experiments by varying the gap length distribu-
tion and the insertion/deletion rate. We used three single-
gap-event length distributions, each geometric with finite
tails. The long gap distribution has expected gap length 9.2
with standard deviation 7.2, the medium gap distribution
has expected gap length 5.0 with standard deviation 4.4,
and the short gap distribution has expected gap length 2.0
with standard deviation 1.2. Finally, we used two different
indel probabilities. We modeled this simulation based on
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TABLE 1
Model Parameters and Alignment Substitution Statistics

Model Parameters ClustalW Statistics True Align Statistics

Model | Taxa Gap dist ANHD MNHD ANHD MNHD
1 100 long 61.1 (.01) | 73.8 (.05) | 52.0 (.06) | 62.8 (.1)

2 100 medium 62.4 (.06) | 73.3 (.05) | 56.6 (.04) | 66.3 (.03)

3 100 short 64.4 (.04) | 74.5 (.03) | 59.5 (.03) | 68.8 (.02)

4 25 long 64.3 (.04) | 73.6 (.02) | 52.6 (.05) | 62.7 (.05)

5 25 medium 62.8 (.04) | 73.1 (.02) | 55.8 (.04) | 65.4 (.03)

6 25 short 57.9 (.06) | 69.8 (.04) | 55.2 (.05) | 66.3 (.03)

Each model condition has four submodels which vary the probability of a gap and the substitution rate. ANHD refers to the average normalized
Hamming distance between any pair of rows in the alignment matrix, and MNHD refers to the maximum normalized Hamming distance between any
pair of rows in the alignment matrix. Standard errors are given in parentheses.

TABLE 2
Model Parameters and Alignment Gap Statistics

Each model condition has four submodels which vary the probability of a gap and the substitution rate. S-gappiness refers to the setwise gappiness
(percentage of the alignment matrix occupied by indels). Also shown are the gap length distribution average and standard deviation statistics.

Standard errors are given in parentheses.

prior studies and curated alignments from TreeBASE* [34].
These alignments range in number of taxa from 85 to
470 taxa, with an average of 182 taxa; the number of sites
ranges from 569 to 13,631, with an average of 3,379 sites.
The average gap length ranges from 1.47 to 47.3, with an
average of 10.43. The percent alignment gapped ranges
from 0.79 percent to 65.28 percent, with an average of
19.6 percent gaps.?

For each basic model condition (specified by the
number of taxa and gap length distribution), we gener-
ated 80 data sets. Note that each model condition contains
four submodels in which we vary the relative probability
of indels to substitutions and the substitution probability
(this last parameter is modified by changes in the tree
height).

Table 1 shows the parameter settings for each of the four
model conditions, and the resultant substitution statistics
for the model conditions. Table 2 shows the empirical gap
statistics for alignments produced under the four model
conditions. We report the maximum normalized Hamming
distance (averaged across all pairs of leaf sequences),
average normalized Hamming distance, the percent of the
alignment matrix occupied by gaps, and the average and
standard deviation of the gap length distributions. Standard
errors are given in parentheses. Note that empirical gap

1. These prior studies and curated alignments are given by TreeBASE
matrix accession numbers M420, M808, M973, M1038, M1097, M1902,
M2046, M2475, M2505, M2571, M2572, M2573, M2616, M2623, M2725,
M2780, M2839, M2884, M2935 M2946, M2958, M3179, M3254, M3275,
M3317, M3558, M3597, and M3631.

2. Complete details and statistics for the curated alignments can be found
in the online appendix, which can be found on the Computer Society Digital
Library at http://doi.ieeecomputersociety.org/10.1109/TCBB.2008.63.

lengths are longer than the model gap lengths, due to
overlapping events. Note also that ClustalW alignments are
less gappy than true alignments for the same data set, and
also more homoplastic (i.e., they have higher maximum
normalized Hamming distances).

Our model conditions vary in terms of the gappiness of
the alignment matrix, number of taxa, evolutionary dia-
meters, and gap length distributions; these parameters were
selected in order to produce conditions which could
differentiate between different alignment methods. It is
worth noting that the three model conditions with only
25 taxa have approximately the same evolutionary dia-
meters as the model conditions with 100 taxa, and so these
parameter settings allow us to explore the impact of
improved taxonomic sampling. Finally, the fourth model
condition (25 taxa with long gaps) was selected because it
was likely to be fairly difficult, as it achieves similar setwise
statistics despite fewer taxa, implying longer edges with
more substitution and gap events on those edges.

3.3 Estimation

3.3.1 Two-Phase Methods

We used MAFFT [35] (v. 6.240, with the L-INS-i algorithm),
ProbconsRNA [36] (v. 1.1), and ClustalW (v. 1.83), as our
multiple alignment methods to compare against POY.
MAFFT and ProbconsRNA were selected because they
have been shown to be the most accurate in a range of
empirical and simulation studies, while ClustalW was used
because it was the focus of the paper by Ogden and
Rosenberg (and because it is the standard technique used in
molecular systematics). We chose to use ClustalW in its
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