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Abstract — End-to-endthroughputguaranteds an important
servicesemanticghatnetwork providerswould lik e to offer to their
customers. A network provider can offer suchservicesemantics
by deplosing a network where eachrouter emplgys a fair paclet
schedulingalgorithm. Unfortunately theseschedulingalgorithms
require every router to maintainper ow stateand perform per
paclet ow classi cation; theserequirementdimit the scalability
of therouters. In this paper we proposethe Core-statelessGuar-
anteedThroughput(CSGT)network architecture—therst work-
conservingarchitecturethat, without maintainingper o w stateor
performingperpaclet o w classi cationin corerouters,provides
to o ws throughputguaranteeghatarewithin anadditive constant
of whatis attainedby a network of core-statefufair routers.

1 Introduction

With the commercializatiorof the Internet,thereis a signif-
icantincentive for network serviceprovidersto exportricher
service semantics—with respectto end-to-enddelay and
throughputguarantees—o customersQOverthe pastdecade,
several paclet schedulingalgorithmsthat enablea network
to offer suchricher semanticshave beenproposed?, 6, 9,
19. A network can, for instance,provide end-to-endde-
lay guarantee®y employing Virtual Clock [20] and Delay
Earliest-Due-DatgDelay EDD) [14, 18] schedulingalgo-
rithms; and delay-cum-throughpuguarantee®y employing
fair paclet schedulingalgorithms—such as Weighted Fair
Queuing(WFQ)[6, 12], Start-timeFair Queuing(SFQ)[9],
andSelf-clockedFair Queuing(SCFQ)[7]— in routers.Un-
fortunately theseschedulingalgorithmsrequireevery router
to maintainper o w stateandperformperpaclet o w clas-
si cation; these requirementslimit the scalability of the
routers especiallyroutersin thecoreof the network thatmay
carryaverylargenumberof o ws.

Thetopic of designingscalablenetwork architectureshat
canexportto o ws! rich servicesemanticshut withoutmain-
taining per o w stateor performingperpaclket o w classi -
cationin corerouters,hasrecevved considerablattentionin
therecentpast[10, 17, 21]. For instancethe Core-stateless
Jitter Virtual Clock (CJVC) schedulingalgorithm[17] and
the classof Core-stateles§&uaranteedRate (CSGR) algo-
rithms [10] enablea network to provide end-to-enddelay
guaranteesimilar to their core-statefutounterparts CJVC
alsoprovidesend-to-endhroughpuguaranteedyut attheex-
penseof making the network non-work-conserving. There
have alsobeenattemptsat designingcore-statelesgersions
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of fair schedulingalgorithms[4, 5, 13, 16]. Most of these
attemptonly provide statisticalfairnessat largetime-scales;

they do not provide ary fairnessor throughpuiguaranteefor
short-lived o wsor for shortintervalsof interestin long-lived
o ws.

In this paper we proposethe Core-stateles&uaranteed
Throughput(CSGT) network architecture—ther st work-
conservingnetwork architecturethat provides throughput
guaranteetd o wsover nite time-scalesbut without main-
taining per o w statein core routers. We develop the ar-
chitecturein two steps. First, we shav that for a network
to provide end-to-endthroughputguaranteesijt must also
provide end-to-enddelay guarantees.Second,we demon-
stratethat two simple mechanisms—tag re-useand source
ratecontrol—whenintegratedwith awork-conservinggore-
statelessetwork that providesend-to-enddelayguarantees,
leadto the designof a CSGT network that providesend-to-
endthroughputoundswithin anadditiveconstantof thatat-
tainedby a core-statefuhetwork of fair seners.

Therestof this paperis organizedasfollows. In Section3,
we formulatetheproblemof providing end-to-endhroughput
guaranteesin Section4, we presentour CSGT network ar
chitecture and derive boundson the end-to-endhroughput.
Section5 discussesleploymentconsiderations\We summa-
rize our contributionsin Section6.

2 Notation and Assumptions

Throughouthis paperwe usethefollowing symbolsandno-
tations.

the  pacletof ow

arrival timeof  atnode onits path
departurgimeof  from node
lengthof paclet

ratereseredfor ow

upperboundon propagatiordelayof
thelink connectinghode and
outgoinglink capacityatnode

denotesthe numberof routersalongthe pathof ow
Thesourceof ow is connectedo router andthe desti-
nationis connectedo router . A sourceis saidto transmit

pacletsat leastatits reservedate , if —

The paclket, , transmittedfrom the source,is saidto
have a sequenceaumberof . Throughoutour analysis,we
usethetermsserverandrouterinterchangeablyfurther, we
assumehatthe sumof ratesresenedfor o wsatary sener
doesnotexceedthe sener capacity(i.e., thelink bandwidth).
For improving readability we include the proofs of all the
LemmasandTheoremsn the appendix.



3 Problem Formulation

A ow withresenedrate expectshenetworkto provide,
duringary time intenal, throughputat leastatrate . This
servicesemantids capturedn thefollowing de nition of an
end-to-endhroughputguarantee:

De nition 1 For a ow , whosesource transmitspadk-

etsat leastat its reservedrate , a networkis said to pro-

videan end-to-endhroughputguaranteeif in anytimeinter-

val , the networkguaranteesa minimumthroughput,
,to ow givenby:

1)

whee isthepathlengthtraveisedby ow and isa
constanthatdepend®nthetraf c andservercharacteristics
at nodesalongthepath.

From the de nition, a network guaranteesa non-zero
throughputto ow  if ; thus, the value of
boundsthe longesttime interval for whicha o w may
recevve no throughputrom the network. Clearly, the smaller
thevalueof , thebetterthequality of network servicefor
applicationghatrequiresustainedhetwork throughput.
Obsene that most networks that resere a rate for each
0w guaranteean average throughputat the resered rate;
however, thesenetworks differ in the time-scalegnamely
the value of ) at which this guarantees provided. For
instance,for a network where eachrouter employs an un-
fair packet schedulingalgorithm (e.g., Virtual Clock or De-
lay EDD), the throughputreceved by a o w during a time
interval is a function of the throughputrecevved by the o w
in the past. In fact, for suchnetworks, is not bounded,
indicatingthat an unfair network cannotguaranteeion-zero
throughputat nite time scales.To provide throughputguar
anteesat short time-scales,networks employ fair paclet
schedulingalgorithmsat routers[3, 6, 7, 9]. Fair schedul-
ing algorithmsensurethatin ary time interval in which two
0 ws are backloggedthey receie servicein proportionto
theirresenedrates.It canbe shavn that,whencoupledwith
admissiorcontrol,a network of fair senersprovidesanend-

to-endthroughputguaranteawith

,where  characterizethethrough-
putguarante@rovidedby fair sener in isolation[1, 11].

To provide throughpuguaranteesxisting fair scheduling
algorithmsde ne aconcepbf virtual timeateachrouter;the
virtual time at a routeris inherentlya function of the current
stateof each o w passingthroughthe router Implementa-
tions of fair schedulingalgorithms,therefore,requireevery
routerto maintainper o w stateandperformperpaclet o w
classi cation. In this paperourobjectieis to designawork-
conservingcore-statelessetwork architecturé thatprovides

2Throughoutthis paper the core-statelespropertyrefersto a network
that doesnot requireits coreroutersto maintainper o w stateor perform

deterministicend-to-endthroughputguaranteessimilar to
thoseprovided by a network where eachrouter employs a
fair schedulingalgorithm.

4 CSGT Networks

We design core-statelesguaranteedthroughput networks
in two steps. First, we shav that for a network to pro-
vide throughputboundssimilar to thosein fair networks, it

mustalso provide end-to-enddelay guaranteesSecondwe

demonstratehat two mechanisms—tag re-useand source
rate control—whenintegratedwith a core-statelessetwork

that providesend-to-endielayguaranteedeadto the design
of the Core-stateles§&uaranteedlhroughput(CSGT) net-
works that provide end-to-endhroughputboundswithin an
additive constantof that attainedby a core-statefuhetwork

of fair seners. Throughoutthis section,we assumethat a
sourceransmitsequal-sizegaclets.

4.1 Need for Delay Guarantees
Let the expectedarrival time of a paclet
rst sener, , bede ned as:

of ow atthe

Then,a network is saidto provide anend-to-enddelayguar-
anteeto ow |, if, for all paclets , thenetwork providesan
upperboundon , Where isthedepar
turetime for packet fromnode . We usethis de nition
of end-to-endlelayguarante¢o prove Theoreml.

Theorem 1 If a network provides lowerbounds on
throughputof the form: to
any ow whosesourcetransmitsatleastatits reservedate,
thenit alsoprovidesto ow anend-to-endlelayguarantee

of theform:

The corverseof Theorem1l indicatesthat a network that
doesnot provide delay guaranteeto padkets cannotprovide
throughputbounds Hence awork-conservingcore-stateless
network that provides delay guaranteds a crucial building
block for designingCSGTnetworks.

In [10], the authorsproposeCore-stateles&uaranteed
Rate (CSGR)networks that provide the samedelay guaran-
teeasa network thatemploys statefulschedulingalgorithms
from the GuaranteedRate(GR) classat the corerouters.As
weillustratebelow, awork-conservingCSGRnetwork, how-
ever, doesnot provide throughputguaranteesit shorttime-
scales.Our designof a CSGT network usesthe CSGRnet-
work asa building block andenhancest with a setof end-
to-endmechanismghat allow the network to retainits de-
lay propertiesvhile providing throughpuguaranteeat short

perpaclet o w classi cation.



time-scales.We describethe derivation of a CSGT network
in the context of a Core-stateles¥irtual Clock (CSVC) net-
work [10, 21]—a speci ¢ instanceof the classof CSGRnet-
works.

4.2 Dening CSGT Networks

CSVC Networks A CSVC network consistsof two
typesof routers:edge routers andcore routers. Edgerouters
maintainper o w stateand perform perpacket o w classi-
cation. Theingressrouter—the edgerouterwherea ow
entersthe network— assigngo eachpaclet  aservicetag
vector where isthe
numberof senersalongthe path,and , theservice
tagvaluefor sener , is derivedasfollows®:

where and ——. At boththeedgeand
corerouters pacletsaretransmittedn theincreasingorderof
their servicetags. Note that the coreroutersonly performa
sortingoperationon the tagvalues;thereis no needto main-
tainper o w stateor performperpaclet o w classi cation.

It hasbeenshavn thata CSVC network providesa dead-
line guarantee[10, 21]: paclet is guaranteedo depart
sener hy . However, thefollowing exam-
ple shovsthata CSVC network doesnot provide throughput
guaranteeat nite time-scales.

Example 1 Considerthe r st server with a transmission
capacity of padets/sec,in a CSVCnetwork. Let the
sumof reservedratesof all ows be equalto the capacity
Lettheratereservedoy a ow be padet/sec. At time
, let betheonly backlogged ow. In this setting by

, 10padketsof ow areservicedoytheserver;further,

. Now let all other ows becomébadklogged

at time . Sincethe serverservicespadetsin thein-
creasingorder of virtual clock values padket = maynotbe
serviceduntil ; hence ow receiveso throughput

during the interval . Givenany time interval of arbi-
trary length, it is easyto extendthis exampleto showthat
ow receivesno throughputduring theinterval of interest.

3In practice the ingressroutercomputesonly for paclet
Before transmittingthe paclet, it encodedn the paclet headera quantity
calledtheslad—thedifferencebetween andtheactualdeparture

time—and —. Whenthe secondrouterreceves the paclet, it

addsthe slack, , and —, to the arrival time of the paclet to

compute [10]. Subsequentouterscomputetheir local
valuesin asimilar manner

Theefore, for anyinterval length,the CSVCserverdoesnot
provide any non-trivial (non-zeo) lower boundon through-
put.

In the above example,until time , becauseof the
availability of idle bandwidthandthework-conservingature
of the CSVCsener, ow recevesserviceat a rategreater
thanits resered rate. Due to the way deadlinesare com-
puted, though,during the sameperiod, ow accumulates
adebitattherate (indicatedby theincreasen its VCore
value muchbeyond currenttime ), andis subsequentiype-
nalizedfor the durationof the accumulatediebitonceall the
other o ws becomebacklogged |t is importantfor networks
to provide throughputguaranteesit shorttime-scalesjnde-
pendenbf the pastusageof idle bandwidthby a o w, for two
reasons:

1. In mary settingsit is dif cult for sourcego predictpre-
ciselytheirbandwidthrequirementsat shorttime-scales.
For instance the bit-rate requiremenbf a variablebit-
ratevideo streammay vary considerablyandover short
time-scales. Supposea video stream,with a resered
bit-rateof , transmitsat for secondwsis-
ing idle bandwidth. In a network thatdoesnot provide
throughpuguaranteeghevideostreammaynotreceve
ary throughputatall in thenext secondsThe perfor
manceof the video applicationin sucha network may
thereforebe unacceptable.

2. It is in the bestinterestof a network to allow sources
to transmitdatain transientbursts(i.e., at a rategreater
thantheresenedrate);burstytransmissionsllow anet-
work to bene t from statisticaimultiplexing of the avail-
able network bandwidthamongcompetingtrafc. In
networksthatpenalizesourcedor usingidle bandwidth,
however, sourceshave no incentive to transmitbursts
into the network. They may preferto useconstantit-
rate o ws, insteadof allowing the network to enforce
arbitrarypenalties.This, in turn, would reducethe sta-
tistical multiplexing gainsandtherebyreduceheoverall
utilization of network resources.

It isimportantto obsenethatwhile a CSVCnetwork does
not provide lower boundson throughputat nite time-scales,
it doesguaranteen avemge throughputat therateof  to
a backloggedow overin nite time-scales.This implies
that,thethroughpubf ow in ary intenal would be
belownitsresenedrate  onlyif the ow recevesserviceat
aratehigherthan priorto . In suchanevent,theremust
exist suchthatduring interval , pacletsof
ow arrive atthedestinatiormuchaheadof their deadline
guarantedderivedbasedontheresenedrate ). More for-
mally, for paclets thatreachdestinationattime during

theinterval ,



The Principle of Deadline Re-use The property
of allowing a o w to accumulatearbitrarily large amountof
debit—by increasinghe deadlinevalues(or servicetagval-
ues)assignedo pacletsof the o w muchbeyondthecurrent
time— is centralto the inability of CSVC networksto pro-
vide throughputguaranteesit smalltime-scales.Hence,for
anetwork to provide throughputoundsat smalltime-scales,
it mustreducedebit accumulation;ithis can be achiezed by
allowing the ingressrouters to re-usefor future padetsthe
deadline(or servicetag) valuesof padetsthatread thedes-
tinationmud prior to their deadlines Thisis thecentralcon-
ceptin transforminga CSVC network into a CSGT network
thatprovidesthroughputounds.

The De nition of CSGT Network A CSGT net-
work, like the CSVC network, consistsof two types of
routers: edge routers and core routers.  The ingressedge
router, in additionto maintainingper o w state,maintainsa
sorted-list of re-usablagagvectors.On receving a paclet

of ow , theingressrouterassignsto it a servicetag
vector where is the number
of senersalongthe path,and is the servicetag for
sener . Theassignmenbf thetagvectorto paclet  pro-
ceedsasfollows: If , anincomingpaclet is assigned
the smallestagvectorfrom . Otherwise anew tagvector
is createcdasfollows:

— )

— ®3)

where —,and is the maximumof the service
tagsfor sener assignedo ary packetby time . All seners
in the CSGTnetwork transmitpacletsin theincreasingrder
of their servicetagsfor thatsener.

Obsenrethatif , thentheassignmenof tagvectorin
CSGTis identicalto the CSVCnetwork. When , then,
by reusingatagassignedo anearlierpacket, CSGTprevents
accumulatiorof unboundediebitfor ow . To instantiate
sucha CSGT network, we needto addresghe following is-
sues.

1. Whencananingresssener reusea previously assigned
tag vectorfor a new packet? What arethe constraints
that govern the re-usability of tag vectors? How does
theingressroutercreateandmaintainthe sorted-list ?
We addresshesequestionsn Section4.2.1.

2. With thereuseof previously assignedag vectorsin the
CSGTnetwork, pacletsof ow  with highersequence
numbermay, in fact, carry a smaller tag value (i.e.,

even if ). Sincethe tag val-
uesdeterminethe priority for servicingpacletsin each

router, it is quite possiblethatpaclet  mayreachthe
egressedgerouterpriorto paclet , eventhoughpaclet

was transmittedprior to packet  atsener 1. We
discusgheassociategacletre-orderingrequirementn
Sectior4.2.2.

4.2.1 Maintaining the Sorted-list of Re-usable
Tag Vectors

Reusingtag vectorsallow CSGT networks to prevent un-

boundeddebit accumulationfor ows. Determinationof

whethera tag vectoris eligible for reuse,however, is tricky

becaus®f two reasons.

A CSGTnetwork mustensurehatthereuseof tagvec-
torsfor paclketsof ow doesnot violate the deadline
guaranteeprovidedto other o ws.

To meetthisrequirementthetagassignedo apaclet
mustdiffer by at least— from the tagsassignedo all

paclets thatweretransmittedprior to paclet  but

have not reachedhe destination.This is becauseif the
separatioris lessthan—, thenow will beguaranteed
serviceat arategreaterthanits resenedrate ; this,in

turn, could violate the deadlineguaranteegrovided to

other o ws.

A CSGTnetwork mustensurehatit canprovideadead-
line guarante@n there-usedagvector

To meetthis requirementat the time of assigninga re-
usablgagto apaclet,theingresgoutermustensurehat
thetagvaluefor the rst senerexceedghecurrenttime
by atleast—.

Using theseeligibility criteria, we formally de ne re-
usability of atagvectorasfollows.

De nition 2 A  previously assigned tag vector
is said to be re-usablefor a padet
attime if it satis esthefollowing properties:

— 4)

— (5)

wheie s thesetof padketstransmittedby serverl prior to
packet buthavenotreachedthedestinationbytime .

A CSGTnetwork canenforcetheseconditionsasfollows.

1. Aningressroutershouldconsideratagvectorfor re-use
only after a paclet carryingthat tag vectordepartsthe
egressrouter . This ensureghatcondition(4) is met.
This canbe achiered by requiring the egressrouter to
sendontransmittingapaclket of ow , anacknavl-
edgmenfor thatpaclketto theingressrouterfor ow



The ingressrouter on receving suchan acknavledg-
ment, canadd the tag vectorassignedo paclket  to
thesorted-list of re-usabld@agvectorsfor ow

2. Onrecevving a paclket  from ow attime , the
ingresgoutercanscanthroughthesorted-list , discard
all thetag vectorsthatviolate condition(5), andassign
to paclet the rst re-usableagthat meetscondition

(5).

Obsere that the tag vector assignedto a paclet is
likely to re-usablg(i.e., satisfy condition (5)) only if paclet
departssener  "suf ciently” prior to its deadline. In
particular if is the minimum lateng incurredby the
acknavledgmentpaclet to reachthe ingressrouter, thenus-
ing (5), the tag vectorof paclet canbere-usedonly if:

—. From(3), thisis thesameas:

— (6)

Thus,the egresssener sendsan acknavledgmento the rst
sener, onlyif paclket  departghenetwork muchbefore—as
givenby condition(6)—its deadline.We prove,in Lemma2
(seeSectio.3),thatif aCSGTnetwork reusesagvectorsin
accordancevith theschemalescribedibove, thenit provides
thesamedeadline-guarantegessa CSVC network.

4.2.2 Addressing Packet Re-ordering Require-
ments

With thetagre-useschemedescribedabove,in a CSGT net-
work, pacletsof ow may reachthe egressrouterout-of-
order For applicationsthat desirein-orderdelivery seman-
tics, a CSGT network needsto employ a sequencethatcan
buffer paclets recevved out-of-orderand then deliver to the
applicationgpacletsin-order A sequencecanresideeither
on the egressrouter, on a specialnetwork applianceocated
betweenthe egressedgerouter andthe destinationnode, or
on the destinationnodeitself*. Figure 1 depictsthe setting
wherea sequenceis logically insertedbetweenthe egress
routerandthe destinationnode. For the simplicity of anal-
ysis, we assumezero propagationdelay betweenthe egress
routerandthe sequencer

Now, let usconsidettheissuesn designinghesequencer
Thefollowing exampleshavsthat,in anaiveimplementation
of a CSGT network, the numberof pacletsthat may needto
be bufferedat the sequenceis notbounded.

4Deploying a sequenceron the destinationnode itself may require
changedo end-hosts.Hence,the architecturaloptionsof instantiatingthe
sequenceon the egressrouteror on anappliancedocatedat the edgeof the
customemnetwork maybemoredesirable.

Example 2 Consider the case when the tag vector of
paket becomese-usableat the source there are un-

acknowledgd padkets, , With larger tag vec-
torsin thenetwork.Letthetag vectorof  bere-assignedo
padet . Nowlet thetag vectosofthe r st un-

acknowledgd padeets alsobecomeavail-
able for re-use;let thesetag vectos be assignedto subse-
quent padkets,namely . Con-

siderthe casewhete padket departsthe egressnodeat

its deadline . Sincepadkets

have smaller deadlines,they are guaranteedto departthe
egressrouter earlier than . Theefore, these padkets
needto be buffered, simultaneouslyor sometime at the se-
quencettill padket arrives. Larger thevalueof |, the
larger the buffer spacerequirementat the sequencer

In practice,a sequencemwould have a x ed amountof
buffer space. In order to avoid paclet loss due to over
o w of the sequencebuffers, therefore the aggressieness
of sourcesusinga CSGTnetwork may needto becontrolled.
We do this by employing a ow control algorithmthatlimits
the maximumnumberof deadlinesthat are simultaneously
in usefor pacletsof a ow. Speci cally, the ow control
algorithm ensureghat at any point in time , no paclet is
assigned deadlinelargerthan —,where isacon-
guration parameter Whena paclet arrivesat time , if no
deadlinesmallerthan — is availablefor assigningo it,
thepacletis heldtill oneis available.

Obsenrethatalargevalueof increaseshebuffer space
requiremenat the sequence(Example2). A smallvalueof

, on the otherhand,limits the extentto which the source
canutilize idle bandwidthin the network. In fact, if ,
the rst senerdoesnottransmita paclet beforeits expected
arrival time; in this casethe sener reducedo the non-work-
conservinglitter Virtual Clock sener. In practice thelargest
valueof —suchthatbuffer over ow at the sequencecan
be avoided—shouldbe selected.If  denoteshe available
sequencebuffer space,in units of the paclet size , then
Lemmal provides a condition that when satis ed by
avoidspacletlossdueto buffer over ow.

Lemma 1 Padketsof ow will not be droppedat the se-

quencerueto unavailability of re-oderingbuffersif ~ sat-
is es:
if — (7
if —
whee —_ ——, and is a lower

boundon theround-triptime>.
5

is alower boundon thetime differencebetweerthetransmission
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Giventhelargestvalueof  thatsatis es(7),thereis abound
on the maximumamountof available bandwidththata o w

canutilize. Corversely onecanprovision buffer spaceat
the sequencethatallows a o w to utilize up to a maximum
bandwidth(say ). In AppendixC, we shaw thatto allow a
sourceto utilize bandwidth , thechoservalueof  should
satisfythefollowing conditiorf:

— (8)

Sucha value of can then be usedto provision the se-
guencerswith the appropriateamountof buffers. In partic-
ular, given , themaximumbandwidththata o w shouldbe
allowedto utilize, onecanderive aboundon  using(8);
thisvalueof  whensubstitutedn (7) determineshe mini-
mum buffer requirementt the sequencer

4.3 Properties of CSGT Networks

Delay Guarantee The following lemma proves that
deadlineguaranteesf CSVC arepreseredin a CSGT net-
work.

Lemma 2 A padket
a CSGTnetworkby

is guaranteedto departserver in

It is importantto obsene that the deadlinesassignedo a
pacletin a CSGTnetwork arenever largerthanthe dealines
assignedo the samepaclet in a correspondingCSGRnet-
work. FromLemmaz2, thereforejt followsthata CSGTnet-
work is guaranteedo deliver a paclet no laterthana CSGR
network. Thisis true despitethe additionaldelayintroduced
by the sequencerthe sequencers guaranteedo deliver a
paclet by its CSGRdeadline. This is becauseall pack-
etswith smallersequencaumbersareguaranteetb arrive at
thesequencebeforetheir CSGRdeadlineswhicharesmaller
thanthe CSGRdeadlineof paclet

of a paclet at the rst sener andthe arrival of its acknavledgmentat the
rst sener. Forinstancethesumof propagatiorandminimumtransmission
latencieson all the links on boththe forward andreversepathquali es asa
lower bound.

6Theconditionin (8) canbeintuitively seerto beaform of thecommonly
useddelay-bandwidtiproductrule-of-thumb

Throughput Guarantee To quantify the effect of
paclet re-orderingon the throughputreceved by the appli-
cations,we de ne two differentthroughputmeasures.We
de ne networkthroughputasthe numberof bits that depart
theegressouterduringagiventimeinterval, andapplication
throughputasthenumberof bitsthatdeparthesequencefaf-
terre-ordering)duringthe interval. Notethatthe application
throughputin ary given interval may be differentfrom the
network throughput. Theorem2 provideslower boundson
thenetwork andapplicationthroughpuin a CSGTnetwork.

Theorem 2 If the source of ow  transmitspadets at

leastat its reservedrate and is an upperboundon

thelatencyafterwhich an acknowledgmenpadetsentby the

egressnodereadestheingressnode thenthe networkguar-

anteesa minimumthroughputin any time interval ,
, givenby:

Further, the sequenceguaranteesa minimumthroughput,
, givenby:

Theboundon the network throughputderivedin Theorem?2
for a CSGT network differs from that provided by a core-
statefulnetwork of fair seners(Section3), by aconstanterm
. Theboundon
applicationthroughputdiffers by the additionalterm

Obsenre that for a CSGT network derived from CSVC,

. Further for mostfair schedulers,
. Therefore, , Whichis primarily
governecby , themaximumlateng onthereversepath.
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5 Evaluation of CSGT Networks
5.1 The Throughput Guarantee

Theorem2 stategshatwhenmeasuredver ary time interval
largerthan , thenetwork guaranteea non-zerahrough-
put at a rateequalto theresenedrate. As discussedn Sec-
tion 3, the smallerthe value of , the betterthe network
can supportapplicationswith stringenttimelinessrequire-
ments.To evaluatethe throughputguarante®f a CSGTnet-
work numerically we compute for examplenetworks,
wherelink capacitiesare andlink propagatioria-
tenciesare . In gure 2(a),weplot againsthenum-
ber of hopson the end-to-endpath of a sample o w with a
resenedbit-rateof is variedfrom amultiple
of to oftheend-to-encropagatiodatengy onthereverse
path. For comparisonwe alsoplot for arepresentatie
core-statefuhetwork of fair [3] seners. We ob-
senethefollowing:

1. When is equalto the end-to-endink propagation
lateng, thethroughpuguarante®f the CSGTnetworks
is similar to thatof the core-stateful networks.

2. increaseswith . Therefore,the throughput
guaranteeof a CSGT network improves by provision-
ing low-delayfeedbackchannels.However, evenwhen

is threetimesthe end-to-engropagationateng,
theapplicationis guaranteed non-zerahroughpuover
ary timeinterval largerthan

These obsenations imply that by provisioning low-delay
feedbackchannels,a CSGT network can provide non-zero
throughputguaranteesit very shorttime-scalesandsimilar
to thosein core-statefuhetworks.

5.2 Sequencer Buff er Space vs. Maximum
Throughput

Recallthatthereis a tradeof betweenthe amountof buffer
spacerequiredat the sequenceandthe maximumrate that
the sourceis allowedto achieze. We numericallycharacter
ize this tradeof for the sameexamplenetwork asabove (link
capacity= , link propagationateny = ). In
gure 2(b), we plot the minimum sequencebuffer spacere-
quiredto allow sourcego achieve a givenmaximumbit-rate,

(variedfrom to timesthereseredrate). We ob-
senethat:

1. To enablea ow, with a resered bit-rate of up to
, to achiese an end-to-endbit-rate of up to
times that ( ), lessthan of sequencer
buffer spacds sufcient.

2. The buffer spacerequirementgrows slower with in-
creasdn the bit-rate of the sample o w (for reference,
we plot aline wherethe buffer requiremengrows atthe
samerateastheresenredbit-rate).

Theseobsenationsimply thata small amountof sequencer
buffer spaces sufcient to allow o ws to utilize bandwidth
upto multiple timestheirreseredrate. Furthefa CSGTnet-
work canreducethetotal buffer requiremenatthe sequencer
by aggreyatinginto a singlelarge o w, all micro- ows that
traversethe samepathbetweera pair of edgerouters.

5.3 Deployment Considerations

A CSGT network introducestwo main overheads—namely
additionalstatein every paclet, andadditionaltrafc dueto
feedbackmessages—inrderto provide throughputguaran-
teesin a core-statelesarchitectureTo addresghe rst over
head,several techniquedor encodingstatein paclets ef -
ciently have beendiscussedn [15]. We expectthe overhead



dueto feedbackirafc to alsobe small becausef two rea-
sons. First, the size of eachfeedbackpaclet is small; ad-
ditionally, the pacletizationoverheadcanfurtherbereduced
by acknavledgingthe receiptof multiple sequenc&umbers
in the samefeedbackmessage.In applicationsthat involve
a bidirectionaltransferof data,in fact, the feedbackcanbe
piggy-badked onto data paclets transmittedon the reverse
path. Secondfeedbackmessagearetransmittedonly when
datapacletsdeparthe network mud earlier thantheir dead-
lines. This happensonly when sufcient sparebandwidth
is available on the forward path. While it would be useful
to quantify preciselythe expectedamountof feedbacktraf-
¢ generatedn practice,the lack of realtestbedsandtraf c
characteristicpreventsusfrom doingso.

6 Summary

End-to-endthroughputguaranteess an important network
servicesemanticgo offer. Existing network architecture®i-
therprovide throughputguaranteeat the costof introducing
the compleity of per o w statemaintenancen all routers,
or do not provide throughput guaranteesat nite time-
scales. In this paper we proposethe Core-stateles§&uar
anteedThroughput(CSGT) network architecture—ther st
work-conservingnetwork architecturghatprovidesthrough-
put guaranteeto individual o wsover nite time-scalesbut
without maintainingper o w statein core routers. We de-
velop the architecturein two steps. First, we shav that for
a network to provide end-to-endthroughputguaranteesit
mustalso provide end-to-enddelay guaranteesSecondwe
demonstratehat two mechanisms—tag re-useand source
ratecontrol—whenintegratedwith awork-conservinggore-
statelessetwork that providesend-to-enddelayguarantees,
leadto the designof CSGTnetwork thatprovidesend-to-end
throughputboundswithin anadditiveconstantof whatis at-
tainedby a core-statefuhetwork of fair rateseners.
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A Proof of Theorem 1
Consider and Then
. Substitutinginto the through-

(20]

put bound, we get: — —. Since

thesourcetransmitsat leastatits resenedrate,

—. Therefore,

—, for all
guarante¢o ow

. Therefore,the network providesa delay



B Proof of Lemma 1

We refer to pacletsthat are assignede-usedtagsas future
paclet. We assumethat a future paclket is removed from
the sequencere-orderingbuffersassoonasall pacletswith
smallersequenc@umbersarrive.

Let denote the occupang of the sequencere-

orderingbuffersof a ow attime . Let denotethetime
instantat whichthe  future pacletis removedfrom these
buffers. For easeof analysiswe assumehatevenif all pack-
etswith smallersequenceaumbersreachthe sequencebe-
fore it, a future pacletis still bufferedandremoved(in such
asscenarioattime instances and respectiely). Let
denotetheinitial time atwhich the sourcestartstransmitting
paclets,and . It follows that,
(more than one future packets may be removed from the
buffersatthesameanstant).Thebuffer occupangin ary time
interval is non-decreasingith time (sinceno pack-
etsareremoved in this interval). Therefore,the maximum
buffer occupany in thisinterval is givenby

Considerthe rst sener (ingressnode)atatime . Con-
siderall future pacletstransmittedby this sener, thathave
not departedhe sequencefby time ). Of theselet de-
note the future paclet with the smallestsequencenumber
Considerthe setof all packetswith smallersequenceum-
bersthanpaclet , thathave notyet(at ) reachedhe se-
guencer Amongthese,let  have the largesttag-vector—
thenall of thesepacketswould reachthe sequenceat most
by time ( ), andthe paclet  would not need
to be bufferedafterthat.

Let bethetime at which paclet arrivesat the rst
sener, andis assigned tag-\vector Sinceall future paclets
thathave not departedhesequenceby time , have alarger
sequenceumberthan |, they aretransmittedfrom the rst
sener after . Let be the total numberof future pack-
ets that get transmittedfrom the rst sener in the interval

, with smallertag-vectorsthan . Since hasnot

reachedhe sequenceby , ary future pacletstransmitted
after with larger tag-vectorsthan have alsonotreached
thesequencerHence, ,and isthemaximum

numberof futurepacletsthatwould needto bebufferedatthe
sequencebefore getsdelivered thatis,

Dueto source o w control, obsene that:
. Thenumberof distincttag-\ectorsthatlie in the

interval is givenby: =

. Let denotea lower boundon the round-triptime—
the time differencebetweenthe transmissiorof a paclet at
the rst sener andthe arrival of its acknavledgmentat the
rst sener. The maximumnumberof tagsthatcanbecome
re-usablérom theinterval aftertime , whichis

anupperboundon ,is givenby:
if —
- - - if —
where ——, and —— . Theright-hand-
sideof theaboveis anincreasindgunctionof . Since
if —
if —
where —— . Sincethis upperboundon is

independentf | it is anupperboundonthe maximumbuffer
occupang in all time intervals . Thereforejf
the provisionedbuffer space, , is at leastaslarge asgiven
by this upperbound,no pacletsarelost at the sequencere-
orderingbuffers.

C Condition on to Allow Large
Throughput to be Achieved
Suppose is the bottleneckbandwidthavailableto the
ow attime (andthereafter)Withoutlossof generality
assumeahatthe rst sener is the bottlenecksener’. We de-
riveaconditionon  suchthatif thereis only asinglepaclet
atthebottlenecled rst sener(andin the network) atatime
, thentherecontinuesto be at leastone paclet at the bot-
tlenecledsenerat all futuretimes(giventhatthe sourcehas
pacletsto transmit). If this is the case,thenthe bottleneck
bandwidthavailableto ow is notwasted.
Supposepaclet arrives at the sener queueat time
Thenit can be shovn that paclet , (where paclets
aretransmittecback-to-backould incur a max-

imumdelayof

beforeit departdrom the network. The acknavledgmentor
paclet wouldreachtheingressodeafteranadditionalde-
lay of atmost . Thecorresponding of this pacletat

theingressodewouldbe . There-
fore, the tag-vectorof paclket  would de nitely be avail-
ablefor re-useatthe rst sener, if satis es:
Thisimplies:

9)

7Supposehisis notthecase Thenevenif the rst senertransmitspack-
etsonceonly every time units, thebottlenecksener will remainback-
logged.



Now obsere that, if the bottlenecled rst sener remains
backloggedill the time the acknavledgmentfor  arrives,
then the subsequenacknavliedgments(spaced apart)
clock the transmissionof new paclets, and the bottleneck
sener, that transmitsa paclet every units, would re-
mainbackloggedubsequently

Further dueto source o w control, the tagsfor paclet
would becomeavailablefor re-useat mostby thetime

pacletsarrive for transmissioratthe rst senerafter
where  is givenby theterm:

(10)

Therefore,if thetime it takesfor the rst sener to transmit
paclets at the rate , is at leastas large as the
maximumtime it takes for the acknavledgmentof paclet
to arrive after , the rst sener always remainsback-
loggedwith paclketsto transmit. Thatis, thefollowing condi-
tion would ensurethatthe sener remainscontinuouslyback-
logged: —

—. From(9) and(10), thisyields:

(11

If, ontheotherhand, doesnotsatisfycondition(11)for the
availablebottleneckbandwidth , thenit canbe seen,using
asimilaragumentasabove, thatthe throughputratethatthe
sourcecansustain, , is givenby:

D Proof of Lemma 2

In the following, a non-preemptiveschedulingalgorithmis
onethatdoesnotpreempthetransmissiorof alower priority
pacletevenafterahigherpriority pacletarrives.Ontheother
hand,a preemptiveschedulingalgorithmalwaysensureghat
the paclet in serviceis the paclet with the highestpriority
by possiblypreemptingthe transmissiorof a lower priority
paclet. A non-preemptiealgorithmis considereaquivalent
to a preemptve algorithmif the priority assignedo all the
pacletsis the samein both. The following lemmais stated
andprovedin [8].

Lemma 3 If PSis a work conservingpreemptiveschedul-
ing algorithm, NPSits equivalentnon-preemptiveschedul-
ing algorithm and the priority assignmenbf a padetis not
changeddynamicallythen

whee and denotethe time a padet
leavesthe serverwhenPS and NPS schedulingalgorithms
areemployedrespectivelyAlso, is themaximumength
of a padetandC is the capacityof the server

Lemma 4 Ifthe  serverscapacityis notexceededthen
the time at which padet departsa PreemptiveCSGT

serverdenotedy ,is

(12)
Proof: Let . At sener , de ne
the quantity for ow asfollows:

if

otherwise (13)

Let bethesetof owssenedby sener . Thensener
with capacity is de ned to have exceededts capacityat
time if . Let bethe setof
all ow pacletsthatarriveatsener ininterval and
have deadlinemo greaterthan . For paclet |, let
. The proof of Lemma4 is by

inductionon .
BaseCase: j = 1. From(2) and(5), we have:

. Thenit canbeobsenedfrom (4) and(13) that:

Therefore,the cumulative lengthof all ow  pacletsthat
arrive in intenal and have deadlinevalue no greater
than , denotedby , IS givenas

We now prove the lemmaby contradiction. Assumethat
for paclet , Also, let  be

the beginning of the busy periodin which  is senedand

Let  be the leasttime lessthan  dur
ing the busy period suchthat no paclet with deadlinevalue

greaterthan is sened in the interval (it canbe
shavn thatsucha  exists). Clearly, all the pacletssened
in theinterval arrive in this interval (elsethey would

have beensened earlierthan ) and have deadlinevalue

lessthanor equalto . Sincethe sener is busy in thein-

tenal andpaclet is not servicedby , we have:
Since

, we have:

(14)



Sincethe sener capacityis not exceeded,

. Hence,
dicts(14) andhencethe basecaseis proved.
Induction Hypothesis: Assume(12) holdsfor
Induction Step: We will shav that(12) holdsfor

. Thiscontra-

From(3) andthe InductionHypothesiswe get:

. Theinductionstepcannow be provedin
exactly the samemannerasthe basecase. Therefore,from
induction,thelemmafollows. |

SincePreemptie CSGTis work conservinganddoesnot
dynamicallychangehepriority of apaclet,Lemma2 follows
immediatelyfrom Lemma4 andLemma3.

E Proof of Theorem 2

Since is the maximumlateny after which a paclet
from the egressnodereacheghe ingressnode,the following
conditionis sufcient to ensurghatthetagsof packet  will
bereusedy theingressnode:

— (15)

Considerary tagvalue atthelastsener .Let denote
the sequence&umberof the last paclet thatis ever assigned
thedeadlinetag atsener . Thenthe departureime of

paclet from the last sener, , mustnot satisfy con-

dition (15)—otherwisetag would be re-usedfor another
paclet, and doesnot qualify to be the last paclet to be

assignedhetag . Wethereforehave:

Let betheupperboundontheright handsideof theabore

for all . Thatis, for a sourcewith equal-sizechaclets,let
Now considerary time interval From the def-
inition of , we know that given ary that

hasbeenassignedas a deadlinetag at the lastsener , at
leastone paclet with thistag  will be deliveredaftertime
(thisis trueevenfor , since ).
Further from Lemma2, we know thatary pacletwith anas-
signeddeadlingag will bedeliverednolaterthan
Therefore for every thathasbeen
assignedisatagto ary paclet, at leastonepaclet with that
deadlinetag will departthe last sener in the time interval
Let representhe total numberof bits in
pacletsthat are last assigneddeadlineghat lie in ary time
interval . Then, .
Let and . Let bethe
smallesttime instantthat coincideswith a deadline—lethe

correspondingacletbe . Let bethelargesttime
instantthat coincideswith a deadline—lethe corresponding

pacletbe . Then,sincethe sourcetransmitsat leastat its
resenedrate thetotalnumberof bitsin pacletswith deadline
in therange is givenby: .
Now notethat . This is so becauseth-
erwise, , Which violatesthe de nition
of . Similarly, . This is so becausenth-
erwise, , which violates the de nition
of . Thereforewe have:
Thereforewe get:

. Thisimplies,

thatcoincideswith
bethelastpacletthat

Next, consideratime instant
adeadlingagatthelastsener. Let

is assignedhe deadline . Then is received at the se-

guencein theinterval f is notafuturepaclet, it
departghesequenceffor simplicity, we assumehatpaclets
departthe sequenceinstantly). If not, it hasto be buffered
till all pacletswith smallersequenc@umbersreachthe se-
quenceraswell. Among all thesepacletswith smallerse-
quencenumbersghan |, let havethelargestdeadline(if
therearemorethanonesuchpaclets,let  bethelastpaclet
to beassignedhatdeadline).

Packet  arrivesfor transmissioratthe rst senerlatest

by . Let bethetime atwhich arrives
for transmissioratthe rst sener. Since hasasmallerse-
quencenumberthan . Further
dueto source o w control, . There-
fore,

Since is guaranteedo be deliveredat the sequenceby
, will alsobedeliveredby thistime. This

implies that, for ary deadlinein the interval
, the last paclet to be assigned
that deadlinewill departthe sequencein the time interval
Therefore,the numberof bits that departthe se-

guencerin the time interval , , Is given
by: _

— — . This
implies,



