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Abstract—For the task of gesture recognition or of an interac-
tion system detecting when objects are picked up by the human
hand, it is important to know where the fingers are and how they
are oriented. Using images of human hands obtained using ego-
centric wearable cameras, a hand detector can help in providing
the pixel-wise skin probability for all pixels in an image. Using the
output of such a detector, we can approximate curves specifically
ellipses to fingers for a top-down approach for hand detection
or gesture recognition. Such curves can be employed as features
or for ascertaining the possibility of fingers given some detection
results.

I. INTRODUCTION

For wearable cameras or first person vision, hand detec-
tors provide an output of pixel-level detection of the hands
(bottom-up approach) which gives an output in terms of a
probability map for the input image of the hands, where each
pixel is assigned the probability of being a part of the hand
or the skin. Such detectors first need to be trained for a
specific user. The training requires ground truth masks for
the hands/skin region present in am image. It then tries to
learn a random forest regressor using local features such as
SIFT, GIST, BRIEF, ORB features used commonly in com-
puter vision and global illumination features describing the
illumination of the scene. For a different kind of illumination
category a different regressor is learned. This helps in giving
good detection results on a variety of indoor and outdoor
settings. After the training process is complete, the detector
can then be used on new images obtained by the wearable
camera for the same user. The output of the detector would be
noisy grayscale images depicting the probability of each pixel
belonging to the skin region. So a bright white pixel would
mean that it is highly likely to be a part of the skin and a
black pixel would mean it is highly unlikely to be a part of
the skin. These noisy images would be the input to our curve
fitting system for fingers.

The broad idea behind fitting curves to fingers is to for-
mulate a new approach towards hand detection or a gesture
recognition system. For such a system, an important feature is
the finger positions, number of fingers detected and fingertip
orientations. It will be advantageous as compared to template
matching as the results for that approach would vary heavily
with the size and shape of the template used. Here in some
sense we are generating a template for the fingers on the

Fig. 1. Input image frame used for training of the detector

Fig. 2. A hand mask used during training

fly. Also, such a technique would be helpful for coarse to
fine contour matching in general. For certain gestures, some
particular contours would be expected, and contour matching
could be done for detection of such gestures if properties of
these contours could be formulated.

II. DATA FROM HAND DETECTORS

The user-specific training of hand detectors is done on a
video of hand image frames. For every 25th or 50th frame
of the video or so, masks for the hands need to be provided.
This can be seen in Fig. 1 and 2. After learning the random
forest regressors, the detector when fed with a new video can
learn generate rough probability maps as shown in Fig. 3 and
4. These maps are not perfect and have spurious detections in
the form of noise in the image. Certain part of the hands very
brightly illuminated failed to be detected as part of the skin. A
limitation of any such detector is to handle very rapid changes
in illumination on the surface of the hand itself in the same
image. For example, a part of the hand brightly illuminated



Fig. 3. A test image given to the detector post training

Fig. 4. The probability map generated by skin detector

in the sun and a part of the hand under the shadow of a tree
would not give very neat results. It is also heavily dependent
on how well-trained the detector is.

III. METHODOLOGY

A. Denoising the probability map

To be able to fit curves to the fingers from the noisy
probability maps, the first step is to denoise the grayscale
probability estimation to get a smoother area to investigate
for the fingers. Salt and pepper noise is removed using the
median filter, which considers the median value from set of
neighboring pixels for a point. Bilateral filtering is used to
smooth out the map while preserving the edges. Hence after
these two filtering operations, a cleaner map is obtained. shown
in Fig. 5.

The next step is to perform thresholding of the probability
map and then apply the Canny edge filtering operation to
obtain the contours for the hand as shown in Fig. 6. Once
the image outlining the hand is obtained, the next step is
consider small patches across the image which could possibly
contain a finger and fit curves to it. Different sized patches
were tested such as shown in Fig. 7. Finally a patch size
of 21x21 pixels was chosen as it seemed to fit a fingertip
well within it. Every such 21x21 patch containing some edge
points of the hand was then tested for strength of curvature of
the curve contained within it. A patch simply containing the
straight line of the arm for example was definitely not needed.
For testing the curvature different metrics were tried. The
principal curvature involving double derivatives did not seem
to give very accurate results for the dataset involved. Finally
the Harris Corner metric was chosen as it retained patches of
interest when tried on a small dataset during experimentation.

Fig. 5. The original image, noisy probability map and denoised probability
map generated through skin detector

Fig. 6. The output of Canny edge filtering on thresholded probability map

Fig. 7. Different sized patches explored for the ellipse fitting process -
100x100, 31x31, 21x21

Equation (1) denotes the Harris matrix computation which is
computed over a small area of the image (u, v).w(u, v) is the
weight assigned to the different pixels in the patch while taking



the sum of squared differences in two nearby patches. Equation
(1) approximates this using the Taylor Series expansion. In our
case, we simply consider a uniform averaging.
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Equation (2) gives the final metric to be computed which
indicates the measure of curvature for the small area (u, v). λ1
and λ2 are the two eigen values of the matrix A in equation
(1). If Mc is greater than a certain threshold, then the patch is
considered for curve fitting else discarded. k is chosen between
0.04 to 0.15.

Mc = λ1λ2 − k(λ1 + λ2)
2
= det(A)− ktrace2(A) (2)

Finally the patches retained after computing the Harris corner
metric are used for curve fitting. The curves are finally
superimposed on the original image frames to display the
curves.

IV. DIRECT LEAST SQUARE FITTING OF ELLIPSES

To begin with no prior curve was assumed to be beneficial.
The first attempt was to take a set of polynomial bases and
try to fit that to the chosen patches. However it is important
to note that the data points in our case are extremely noisy
and are taken at a very small scale. It was found that the
polynomial curves returned via the least squares approach
were not very stable. For very similar patches the coefficients
being returned for lower order polynomials like power 2 or
3 was also not very consistent or close. With small deviation
in data or introduction to small variation of noise perturbed
the small scale polynomial in a big way. Also, the equation or
polynomial coefficients would not directly quantify a generic
property of the curve. Hence a conic, or specifically an ellipse
was seen to be a better choice for fitting to fingers. Previously
many generic conic fitting algorithms existed, however they
involved iterative approaches to make the fitted conic an ellipse
for the given set of data points. The algorithm used (B2AC
method) directly fits an ellipse to the given set of points using
the least squares approach. This is possible because of a good
normalization constraint chosen for the problem which leads
to solving a specific generalized eigen value system having
only one single ellipse as the output.

F (a,x) = ax2 + bxy + cy2 + dx+ ey + f = 0 (3)

a = (a, b, c, d, e, f)
T (4)

xi = (xi, yi) (5)

Equation (3) represents the general equation of a conic
where equation (2) describes the conic parameters. We are
given a set of n data points xi where i varies from 1 to n.
The least squares approach requires minimizing the algebraic
distance between the data points and the conic as shown in
equation (6).

DA(a) =

n∑
i=1

F (a,x) (6)

A. Minimization and Normalization constraint

To avoid the trivial solution where all conic parameters
become zero, the minimization equation must also abide by
the constraint for an ellipse in our case equation (7).

b2 − 4ac < 0 (7)

Here the constraint equation (7) is turned into a
normalization constraint by setting it to -1. This constraint
can then be realized in matrix form as shown in equation (9)
where the matrix C is a 6x6 symmetric constraint matrix.

b2 − 4ac = −1 (8)

aTCa = 1 (9)

where

C =


0 0 2 0 0 0
0 −1 0 0 0 )
2 0 0 0 0 0
0 0 0 0 0 0
0 0 0 0 0 0
0 0 0 0 0 0

 (10)

A minimum of five points are needed to fit the ellipse.

B. Generalized Eigen Value System

With the new normalization constraint, the minimization
term of equation (6) reduces to equation (11) while the
constraint of equation (9) holds.

minE = ||Da2|| (11)

where design matrix

D =
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2 x1 y1 1
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 (12)

Provided the gradient of the constraint equation (9) is not
zero, we can use the lagrange multiplier to formulate the
minimization expression in equation (13).

(Da)
T
(Da) + λ(1− aTCa) = 0 (13)

Differentiating equation (13) with respect to a we get a
generalized eigen value system as described in equation (15)
for the pair of matrices C and S. S is the scatter matrix formed
using the data points given and is positive definite.



DTDa = λCa (14)

Sa = λCa (15)

where scatter matrix

S = DTD (16)

Solving the generalized eigen value system of equation
(15) requires the use of a lemma which states that the signs
of the generalized eigenvalues of Su = λCu, where S is
positive definite and C is symmetric, are the same as those
of the constraint matrix, up to permutation of the indices.
Eigen values of C are -2, -1, 2, 0, 0, 0, thus containing only
one positive eigen value. Therefore according to the lemma
stated above, there is only one generalized eigen value solution
which is positive, the corresponding generalized eigenvector
for which precisely leads to the only solution for the ellipse
parameters a.

a = µiui (17)

where ui is the generalized eigen vector with the
positivegeneralized eigen value
and

µi =
1√
uiCui

=
1√
uiSui

(18)

C. Advantages Compared to other General Conic Fitting
Approaches

This approach compared to other iterative ellipse fitting
approaches is much more efficient and faster to implement.
This method has a low eccentricity bias as can be seen in
Fig.8. where the other methods fir more elongated ellipses to
the same dataset as compared to the B2AC approach. This
method is also affine invariant, meaning bringing about affine
transformations in the data do not change the ellipses being
fit drastically compared to other approaches. Moreover it is
highly robust to noise as can be seen in Fig.9 where increasing
the level of noise in the data points brings about gradual
degradation in ellipse fitting compared to other methods. Also
for the same level of noise, but different instances of it do not
cause any change in the ellipse fitting results whereas other
methods are quite unstable to different runs of introducing the
same level of noise to a given set of points.

V. RESULTS

The results of the ellipse fitting approach with the method-
ology suggested gives many outliers as shown in Fig.10.
However it can be seen that all the fingers are detected well.
The results were collected in the form of a video for the
input video given to the detector. For outlier removal (very big
ellipses), RANSAC was used with the major and minor axes
lengths of the ellipses as input parameters. The sum of squared
differences on these parameters was used to minimize the error
for the model fitting required for RANSAC. The results after

Fig. 8. The solid line ellipses of the B2AC method are close to being a circle
(low eccentricity) compared to other ellipse fitting methods

Fig. 9. The B2AC method shows robust results in the presence of noise
compared to other ellipse fitting methods

Fig. 10. Ellipse fitting results with outliers

removing outliers were much more consistent however did
miss out on a few fingers in very few frames. The results
can be seen in Fig.11.

VI. LIMITATIONS AND FUTURE WORK

The output of this approach is heavily dependent upon
the robustness of the hand detector giving a near to perfect
estimate of the skin regions. If a region of the image similar
to the skin color such as a table or door is spuriously detected
by the hand detector then ellipses will be fit to these regions
as well as shown in Fig.12. We find that in some frames
the approach becomes conservative after the application of
RANSAC and very few of the ellipses while should be present
are missing. Future work involves making the estimation of
finger ellipses more accurate such that it detects all ellipses
correctly. Multiple ellipses are being fit for close by patches in-



Fig. 11. RANSAC removes outlier ellipses however due to limitations of the
detector, misses out on certain fingers or detects similar sized ellipses not
belonging to fingers

Fig. 12. Table and some regions of the hand having curvature similar to
fingers also detected as fingers

corporating the same finger edge. This redundancy if removed
can speed up the algorithm. Also, the results attained so far,
can be used as new features for a gesture recognition system
and human-object interaction detector system. Another idea is
to use the results of this approach as an initialization step for
finger tracking using particle filters. Different properties can
be extracted such as aspect ratio (ratio of height and width) for
finger ellipses and clustering of ellipses into different fingers
to develop more accurate features.
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