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Abstract issue-width scaling of conventional superscalar architec

The TRIPS system employs a new instruction set architec-tures. Because of these trends, major microprocessor ven-

ture (ISA) called Explicit Data Graph Execution (EDGE) dors have abandoned architec_tures for s_ingle-threadrperf_o
that renegotiates the boundary between hardware and soft-ance and turmed to the promise of multiple cores per chip.

ware to expose and exploit concurrency. EDGE ISAs use aWhiIe many applications can exploit multicore systems, this
block-atomic execution model in which blocks are composed @PProach places substantial burdens on programmers to par-

of data ow instructions. The goal of the TRIPS design is allelize their codes. Despite these trends, Amdahl's law di

to mine concurrency for high performance while tolerating tates that single-thread performance will remain key to the
emerging technology scaling challenges, such as increas-Uture success of computer systems [9]. _

ing wire delays and power consumption. This paper eval- In response to semiconductor scaling trends, we designed
uates how well TRIPS meets this goal through a detailed & "W architecture and microarchitecture intended to exten
ISA and performance analysis. We compare performance, Single-thread performance scaling beyond the capabilitie
using cycles counts, to commercial processors. On spgecsuperscalar architectures. TRIPS is the rst instantratd
CPU2000, the Intel Core 2 outperforms compiled TRIPS these research efforts. TRIPS uses a new class of instnuctio
code in most cases, although TRIPS matches a Pentium 4§et architectures_ (ISAs), cal_led Explicit Data Graph Execu
On simple benchmarks, compiled TRIPS code outperformst'on (EDGE), which renegotiate the hardware and software
the Core 2 by 10% and hand-optimized TRIPS code out- boundary. EDGE ISAs use a block-atomic execution model,
performs it by factor of 3. Compared to conventional ISAs in which EDGE blocks consist of data ow instructions. This
the block-atomic model provides a larger instruction win- Model preserves sequential memory semantics and exposes

dow, increases concurrency at a cost of more instructions 9réater instruction level concurrency without requiring e
executed, and replaces register and memory accesses witrp"c't software parallelization. We constructed a custof 1
more ef cient direct instruction-to-instruction commuai million transistor ASIC, an instantiation of the ISA (TRIPS
tion. Our analysis suggests ISA, microarchitecture, and-co ISA), TRIPS system circuit boards, a runtime system, per-

piler enhancements for addressing weaknesses in TRIPS anéormance evaluation tools, and a compiler that optimizes an

indicates that EDGE architectures have the potential to ex- tanslates C and Fortran programs to the TRIPS ISA. The
ploit greater concurrency in future technologies. d|str|b_uted processing cores of a TR_IPS processor issue up
to 16 instructions per cycle from an instruction window of

Categories and Subject DescriptorsC.4 [Performance of  p to 1024 instructions contained in 8 blocks. The TRIPS

Systems Design Studies ISA and distributed microarchitecture are designed to ex-
General Terms Performance, Measurement ploit concurrency and reduce the in uence of long wire de-

lays by exposing the spatial nature of the microarchitectur
1. Introduction to the compiler for optimization.

This paper presents a performance analysis that explores
how well the TRIPS system meets its goals of exploiting
concurrency, hiding latency, and distributing controlinds
the TRIPS hardware and microarchitectural simulators, we
use compiled and hand-optimized benchmarks to compare
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Growing on-chip wire delays, coupled with complexity and
power limitations, have placed severe constraints on the



gating), a detailed power analysis and an examination of Generic RISC Code  TRIPS EDGE Code (TIL)

multicore execution is beyond the scope of this paper. Labell: .bbegin blockl
Our microarchitecture analysis shows that TRIPS can Il 1d %3, 4(%2) RO: read $t2, $g2
. . . . . blez %3, Label2 R1: read $t4, $g4
much of its instruction window; compiled code shows anav- ;™ .2' ¢l,) T0: mov  St3, $t2
erage of 400 total instructions in ight (887 peak for the bes addi %3, %3, %5 11 1d $t5. 4(5t2)
benchmark) and hand-optimized code shows an average of st %3, 4(%2) I2: d $t6, 8($t3)
630 (1013 peak). While much higher than conventional pro- ~ t2¢t2i = = etz z:; ::‘CZ o5, st6
. . . . . 64, ’ - ©oaadl_T< > ’ ’
cessors, the number of instructions in ight is less than the e, 4, Label1 I5: null t<$t7> $t8
maximum of 1024 because the compiler does not completely Label3: I6: st $t8, 4(st3)
Il blocks and the hardware experiences pipeline stalls and  Dataflow Graph I7: subi  $t9, $t4, #1

I8: teqz $t10, $t9
I9: b t<$t10> block3
I10:b f<$t10> blockl
WO: write $g4, $t9
.bend blockl

.bbegin block3 ...

ushes due to I-cache misses, branch mispredictions, and
load dependence mispredictions. The EDGE ISA incurs sub-
stantial increases in instructions fetched and executed re
ative to conventional RISC architectures because of pred-
ication and instruction overheads required by the data ow
model. A strength of the EDGE ISA and distributed con- e
trol is that TRIPS requires less than half as many register (1901110,
and memory accesses than a RISC ISA (Alpha in this paper)
because it converts these into direct producer to consumer
communications. Furthermore, communicating instrugion
are usually on the same tile or an adjacent tile, which makes  Figyre 1. RISC and TRIPS code with data ow graph.
them power ef cient and minimizes latency.

We compare the performance (measured in cycles) of EDGE ISA: Two de ning features of an Explicit Data
TRIPS to the Intel Core 2, Pentium I, and Pentium 4 us- Graph Execution (EDGE) ISA arélock-atomic execu-
ing hardware performance counters on compiled and hand-tion [14] and direct instruction communication within a
optimized programs. On EEMBC, the Core 2 executes 30% block, which together enable ef cient hybrid data ow ex-
fewer cycles than TRIPS compiled code. On SPEC2000, ecution. An EDGE microarchitecture maps each compiler-
TRIPS compiled code executes more than twice as many cy-generated data ow graph to a distributed execution sub-
cles than Core 2 on integer benchmarks but the same numbeptrate. The ISA was designed to provide high-performance,
of cycles on oating-point benchmarks. TRIPS executes 3 Single-threaded, concurrent, and distributed execution.
times fewer cycles than the Core 2 on hand-optimized bench- The TRIPS ISA aggregates up to 128 instructions in a
marks. These experiments suggest that EDGE processor@'OCk. The block-atomic execution model Ioglcally fetches
have the capability to achieve substantial performance im- €xecutes, and commits each block as a single entity. Blocks
provements over conventional microprocessors by exploit- amortize per-instruction bookkeeping and reduce branch
ing concurrency. However, realizing this potential reles ~ Predictions, providing latency tolerance to make distelou
the compiler to better expose concurrency and create largeexecution practical. Blocks communicate through regsster
blocks of TRIPS instructions, as well as microarchitedtura and memory. Within a blocldirect instruction communica-

innovations in control distribution and branch prediction tion delivers results from producer to consumer instructions
in data ow fashion. This supports distributed execution by

. eliminating accesses to a shared register le.
2. The TRIPS Processor Architecture Figure 1 compares RISC and TRIPS EDGE code on an
The foundations of the TRIPS system were published in example. The TRIPS register reads (RO, R1) at the beginning
2001 [16]. Between 2001 and 2004, we re ned the archi- of the block start data ow execution by injecting values
tecture so as to realize it in silicon and began the compiler from the register le into the block. The block ejects the
implementation. The TRIPS chip taped out in August 2006 register write (W0) and writes regist&g4 when the block
and was fully functional (no known bugs) in the lab in Febru- commits. Instruction operands within the block, sucB&s
ary 2007. The TRIPS chip uses a 130nm ASIC technology are passed directly from producer to consumer without an
and contains 170 million transistors. One chip contains two intervening register access. Because the instructiorsdenc
processors and the simplest system consists of four TRIPStheir targets, rather than a register in a common regisgial
chips. Each chip contains two processors and 2GB of lo- 32-bit instruction encoding has room for at most two targets
cal DRAM connected to a motherboard. While we designed When more targets are required, such as the value read in
the system to scale to eight motherboards (64 processors)jnstruction RO, the program needsrev(move) instruction
this paper examines a single TRIPS processor using single{I0) to replicate the value owing in the data ow graph.
threaded codes. We summarize the architecture and compileThe TRIPS code also shows that branch and non-branch
below; details are in prior publications [2, 20, 23]. instructions can be predicated. To enable the hardware to
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protocol updates the data caches and register le with the
speculative state of the block. The GT uses its next block
predictor (branch predictor) to begin fetching and exexyti
the next block while previous blocks are still executing.
The prototype can simultaneously execute up to eight 128-
instruction blocks (one non-speculative, seven speeelati
giving it a maximum window size of 1024 instructions.

At 130 nm, each TRIPS processor occupies approxi-
mately 92mm? of a total chip area of 33tm?. If scaled
down to 65 nm, a TRIPS core would be approximately 23
mm?, similar to the 29nm? of a Core 2 processor. A direct

comparison is dif cult because TRIPS uses an ASIC tech-
nology and lacks some hardware needed for an operating
system. Nonetheless, TRIPS has a greater density of arith-
metic units in a similar area and the architecture provides
greater issue width and instruction window scaling.

TRIPS Compiler: The TRIPS compiler rst performs
detect block Completion, the execution model requires that conventional optimizations such as in|ining, unro”ingm.
all block outputs (register writes and stores) be produced mon subexpression elimination, scalar replacement, and
regardless of the predicated path within the block. itk TRIPS-speci ¢ optimizations such as tree-height redurctio
instruction produces a token that when passed through theto expose parallelism. The compiler next translates the cod
st (store) indicates that the store output has been producedio the TRIPS Intermediate Language (TIL), a RISC-like IR,
but does not modify memory. In our experiments, we do and progressively transforms TIL into blocks that confoom t
not classify these data ow execution helper instructioss a the TRIPS block constraints: up to 128 instructions, up to 32
useful when comparing to conventional ISAs. The data ow register read/writes with 8 per bank, and up to 32 load/store
graph shows the producer/consumer relationships encodeddenti ers [23]. The compiler aggregates basic blocks from
in the TRIPS binary. multiple control paths into optimized TRIPS blocks using

TRIPS Microarchitecture: Because the goals of the predication, tail duplication, and loop optimizations [23)].
TRIPS microarchitecture include scalability and disttédal This process is similar to hyperb|0ck formation, but more
execution, it has no global wires, reuses a small set of challenging because of the additional block constrairds th
components on routed networks, and can be extended tosimplify the hardware. The compiler iteratively merges and
a wider-issue implementation without source recompitatio optimizes blocks until they are as full as possible and then
or ISA changes. Figure 2 superimposes the tile-level block performs register allocation. This phase produces corgplet
diagram on a TRIPS die photo. Each TRIPS chip contains T|L with correct and fully speci ed blocks, as in Figure 1.
two processors and a secondary memory system, each inter- The compiler's scheduler then transforms TIL to TRIPS
connected by one or more micronetworks. Each processorassembly language (TASL), which includes a mapping of in-
uses ve types of tiles: one global control tile (GT), 16 exe-  structions to execution tiles. The scheduler seeks a mgppin
cution tiles (ET), four register tiles (RT), four data tilgsT), that exposes instruction concurrency and minimizes commu-
and ve instruction tiles (IT). The tiles communicate via nication overheads (distance and contention) [3]. This-map
six micronetworks that implement distributed control and p|ng Optimizes performance without restricting functibna
data protocols. The main micronetwork is the operand net- portability as the hardware can remap an EDGE binary to
work (OPN), which replaces a bypass network in a conven- different hardware topologies (number of tiles) without re
tional superscalar. The two-dimensional, wormhole-rdute  compilation or changes to the binary.
5x5 mesh OPN delivers one 64-bit operand per link per cy-
cle [8]. The other networks perform distributed instruntio .
fetch, dispatch, I-cache re I, and completion/commit. 3. Evaluation Methodology

TRIPS fetches and executes each blegknasseThe GT We evaluate the TRIPS system and compare its performance
sends a block address to the ITs which deliver the block's with conventional architectures using performance casnte
computation instructions to the reservation stations énlif on the TRIPS hardware and on commercial platforms. Sec-
execution tiles (ETs), 8 per tile as speci ed by the compiler tions 4 and 5 present TRIPS and Alpha simulation results
The ITs also deliver the register read/write instructioms t to gain insights into the relative strengths and weaknesses
reservation stations in the RTs. The RTs read values fromof TRIPS. All performance measurements in Section 6 are
the global register le and send them to the ETSs, starting from actual hardware.
data ow execution. The GT instigates the commit protocol The TRIPS System:A TRIPS chip consists of two pro-
once each DT and RT receives all block outputs. The commit cessors that share a 1 MB L2 static NUCA cache [11] and 2

EBC: External Bus

Processor 1

Figure 2. TRIPS die photo with tile overlays.



Issue| Proc | Mem [Proc/Mem L1 Cap.] L2 [Mem [ Suite [ Count ] Benchmarks
System |Width| Speed| Speed Ratio | (D/l) | Cap.| Cap. Kernels 4 [transpose (ct), convolution (conv), vector-add
(MHz) | (MHz) (KB) [(MB)](GB) (vadd), matrix multiply (matrix)

TRIPS 16| 366/ 200/ 1.83 32/80 1 2 VersaBench| 3 of 10 | bit and stream (fmradio, 802.11a, 8b10b)

Core 2 4| 1600 800| 2.00 32/32 2 2 EEMBC 28 of 30| Embedded benchmarks

Pentium 4 4| 3600 533 6.75 [16/150 2 2 Simple 15 |Hand-optimized  versions of  Kernels,

Pentium 111 3 450/ 100| 4.50 16/16| 0.5[/0.256] VersaBench, and 8 EEMBC benchmarks
SPEC 2K In{ 9 of 12 | All but gap, vortex and C++ benchmarks

Table 1. Reference platforms. SPEC 2K FR 9 of 14 | All but sixtrack and 4 Fortran 90 benchmatks

GB of DDR Memory; we use one processor for all experi-
ments in this study. Each processor has a private 32 KB L1
data cache and a private 80 KB L1 instruction cache. We run marks [5]. We hand-optimized benchmarks to guide com-
the processor core at 366 MHz and the DRAM with 100/200 piler efforts and explore the potential of the system. We per
MHz DDR clocks. TRIPS system calls interrupt program ex- formed hand-optimization on the compiler-generated TIL
ecution, halt the processor, and execute off-chip on a com-code and scheduled the result with the compiler. Most of the
mercial processor running Linux. Because the TRIPS cycle hand-optimizations are mechanical, but not yet implentente
counters increment only when the processor is not halted,in the compiler. We more extensively hand-optimized four
the program performance measurements ignore the time toscienti ¢ kernels on TRIPS: matrix transpose)( convolu-
process system calls. The tools we use to measure cycles irion (cony), vector addyadd, and matrix multiply (natrix);
the commercial systems also exclude operating system exefurther, we hand-scheduledatrix andvadd
cution time, thus providing a fair comparison. The most complex benchmarks come from SPEC2000
Simulators: We use functional and cycle-level TRIPS andinclude 10 integer and 8 oating-point benchmarks [25].
simulators to gather statistics not available from the hard Three SPEC programs that currently fail to build correctly
ware [26]. Validation of the TRIPS cycle counters against with our toolchain are omitted. We use a consistent set of
the TRIPS simulators indicates statistical differenceless$ compiler ags for all benchmarks rather than tuning the ags
than 5%. We use a customized version of the M5 simula- for performance on a per-benchmark basis. We use SimPoint
tor [1] to produces statistics that measure loads, storek, a simulation regions for our simulation-based evaluatiothef
register accesses frogtc-compiled Alpha-Linux binaries. SPEC benchmarks [22]. This paper shows some benchmark
Reference Platforms:We compare TRIPS performance measurements in aggregates; the complete set of measure-
to three reference platforms from the Intel x86 product fam- ments are in a companion technical report [6].
ily (Pentium Ill, Pentium 4, and Core 2). Table 1 shows
the platform con gurations including processor and DDR
DRAM clock speed and the memory hierarchy capacities.
Because each machine is implemented in a different proces
technology, we compare cycle counts obtained from perfor-
mance counters, using PAPI on the Intel processors [17].
Cycle count is an imperfect metric because some architec-
tures, particularly the Pentium 4, emphasize clock rate ove
cycle count. However, we expect that the TRIPS microar-
chitecture, with its partitioned design and no global wires 4.1 TRIPS Block Size and Composition
could be implemented in a clock rate equivalent to the Core

Table 2. Benchmark suites.

4. |SA Evaluation

This section uses simulation to examine how well programs
%ap to the TRIPS ISA, characterizing block size, instructio
overheads, and code size. We compare TRIPS and RISC ISA
(Alpha) statistics to quantify the relative overheads & th
TRIPS ISA. We present details for the simple benchmarks
and means for EEMBC, SPEC INT, and SPEC FP.

A key parameter for a block-atomic EDGE ISA is the block

2, given a custom design and the same process technology.

Another pitfall is that the relatively slow clock rate of TR
may make memory accesses less expensive relative to hig
clock-rate processors. To counter this effect, we undeekel
the Core 2 from 1.8 GHz to 1.6 GHz to make the proces-

sor/memory speed more similar to that of TRIPS. Because
the benchmarks are largely L2 cache resident, the relative

memory speed has little effect on application executiortim
Benchmarks: Table 2 shows our benchmarks, ranging
from simple kernels to complex uniprocessor workloads,
compiled with the TRIPS C and Fortran compiler [23].
The suite labelegimplerefers to applications with hand-
optimizations: 4 application kernels, 3 stream and bit op-
eration benchmarks from the VersaBench suite [18], and
8 medium-sized benchmarks from the EEMBC bench-

h

Size. Early experience demonstrated that creating pragram
with average block sizes of 20+ instructions was not diftcul
with standard compiler transformation and that larger kdoc
would increase the instruction window, better amortizeklo
overheads, and have the potential for better performance.
Seeking this performance, we chose to push the compiler
technology by selecting 128-instruction block sizes.

Figure 3 shows the average block size weighted by execu-
tion frequency and broken down by the number of arithmetic
instructions, memory instructions, branch/jump/catlire
instructions, test instructions (used for branches andipre
cation), andnoveinstructions (used to fan out intermediate

1Section 5 omitmmmpandparseras they do not execute correctly on the
TRIPS microarchitecture simulator.
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Figure 3. TRIPS block size and composition for compiled (C) and haptirtized (H) benchmarks.

operands). The gure does notinclude the register reatéwri  optimized version obspfhas blocks two times larger than
instructions, which reside in the block header and not in its compiled versions. Hand-optimizations include elimi-
the 128 instructiond-etched Not Executddstructions in a nating unnecessary instructions and then merging adjacent
block are never executed either because they did not receivesmaller blocks or increasing unrolling factors to Il blogk

a matching predicate or because they did not receive all of Higher block utilization is correlated with higher perfor-
their operands due to predicated instructions earlier én th manceRoutelookugndautocoractually have smaller block
block's data ow graphExecuted Not Useidstructions were  size when hand-optimized but a similar number of useful in-
fetched and executed speculatively but their values were un structions. These programs are memory and control bound;

used due to predication later in the dependence graph. larger blocks do not improve performance due to the pred-

For some programs, such agtime mispredicated in- ication overhead. Both hand-optimized and compiled code
structions account for a third of the instructions within a utilize the aggressive 128-instruction block size to aahie
block. A2timecontains several nestéfithen/else  state- average block sizes ranging from 20 to 128.

ments. To Il blocks and minimize executed blocks, the com-
piler produces code that speculatively executes Ibiodm 4.2 TRIPS ISA versus Alpha

andelse clauses simultaneously within one block and pred- T quantify the differences between the TRIPS ISA and
icates to select the correct outputs. Aggressive predicati 5 R|SC ISA, we compare to the Alpha. Figure 4 shows
can improve system performance by eliminating branch mis- fetched instruction counts on TRIPS normalized to Alpha,
predictions and increasing front-end fetch bandwidth. with TRIPS including neither register read/write instians

The remainder of the instruction types, tests, control ow, from the block header ndiOR in underfull blocks. For both
memory, and arithmetic, are required for correct execution TR|pS and Alpha, the instruction count omits incorrectly
The number of useful instructions (excludin@veand mis-  feiched instructions due to branch mispredictions.
predicated instructions) varies. Some programs with com-  The number of useful instructions varies widely by
plex control have only 10 instructions per block while other  panchmark suite which is a function of the state of the
with more reg_ular control have as many as 80 instructions TR|ps compiler and gcc Alpha compiler. TRIPS executes
per block. To implement data ow execution in a block, the - haif as many useful instructions on the simple benchmarks,
TRIPS ISA usesnoveinstructions. Because TRIPS instruc- 5, equal number on SPEC INT, and twice as many on SPEC
tions have xed width (32 bits), arithmetic and load insttuc  Ep. One of the SPEC FP benchmarksyrid, is an outlier
tions can target at most two consumers. The compiler there-yith TRIPS executing 10 times more instructions. This is
fore insertsmoveand speciamove3andmove4instructions 5 e ection of the current state of the compiler. On com-
to fanout values consumed by more than two instructions. pijed code, TRIPS tends to execute more instructions due
Predicate merge points may require predicatevenstruc- o prototype simpli cations, which introduce inef cienes
tions. The result is thahoveinstructions account for nearly i, constant generation and sign extension unrelated to its
20% of all instructions, more than anticipated at the strt 0 oyecution model. For hand-optimized benchmarks, TRIPS
t_he design. Support fo_rwider fanout move instructions mul  executes fewer instructions because its larger register se
ticast) would substantially reduce this overhead. (128 registers) eliminates store/load pairs and because mo

Compiled code has an average block utilization of 70 in- aggressive unrolling exposes more opportunities forirestr
structions, but with high variance, ranging from 35 t0 OVer tjon reduction. The number of fetched but mispredicated
110 instructions. Hand-optimizations execute fewer b#ock  jnstryctions varies across the benchmarks, dependingeon th
by increasing block utilization. For example, the hand- gegree of predication. Overall, TRIPS may need to fetch as
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many as 2—4 times more instructions than the Alpha, due tothey register allocate elds in structures and small arrays

aggressive predication. whereas the compiler currently does not. The right bar stack
_ shows the number of register reads, writes, and operand
4.3 Register and Memory Access network communications on TRIPS normalized to register

TRIPS inter-block communication uses registers and mem-reads and writes on the Alpha. Because of direct operand
ory while intra-block communication is direct between in- communication, TRIPS accesses the register le 80-90%
structions, reducing the number of accesses to registers an less often than the Alpha. The top bar shows direct operand
memory. TRIPS has a total of 128 registers spanning four communication that replaces register accesses on TRIPS.
register banks (32 registers per bank). Each bank has one Compared to their compiled counterparts, hand-optimized
read and one write port. The large register le reduces load benchmarks generally have fewer register accesses, OPN
on the memory system since the compiler can register allo- communications, and memory accesses. The hand-optimized
cate more of a program's variables [15]. Compared to a con- versions aggressively register allocate more memory ac-
ventional architecture, TRIPS replaces memory instrastio ~ cesses by using programmer knowledge about pointer alias-
with less expensive register reads and writes, and replacesng, much of which may be automated. They also eliminate
register reads and writes with less expensive direct commu-instructions, such as unnecessary sign extensions, which
nication between producing and consuming instructions.  could be automated with aggressive peephole optimizations
The left bar stack of each pair in Figure 5 shows the num- On average, the sum of register reads, writes, and direct
ber of loads and stores on TRIPS normalized to loads andcommunications approximates the number of Alpha register
stores on the Alpha. TRIPS executes about half as manyreads and writes. On some benchmarks (SPEC INT), direct
memory instructions as the Alpha and as few as 10%, duecommunication is large because of the distribution of predi
to its larger register le and direct instruction communica cates and communication of useless values by mispredicated
tion. Several hand-optimized benchmarks have signi gantl instructions. On SPEC FP the large number of accesses is a
fewer memory accesses than the compiled versions becauséesult of TRIPS executing many more instructions than Al-
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Figure 6. Average number of in- ight instructions for compiled (C)&hand-optimized (H) benchmarks.

pha. In a conventional architecture, the register le broad
casts an instruction's result to other instructions. In F8|
fanout may require a tree ahoveinstructions, which in-
creases communication and the number of instructions.

4.4 Code Size

The TRIPS ISA signi cantly increases dynamic code size
over Alpha. Each block has 128 32-bit instructions, a 128-bi
header, 32 22-bit read instructions, and 32 six-bit write in
structions. The compiler insef#OB when a block has fewer
than 32 reads/writes or fewer than 128 instructidi€B

consume space in the L1 I-cache but are not executed.

5. Microarchitecture Evaluation
5.1 Filling a 1K Instruction Window

With up to 128 instructions per block and eight concur-
rently executing blocks, TRIPS has a maximum dynamic in-
struction window size of 1024 instructions. Figure 6 shows
the average number of TRIPS instructions in the window.
This metric multiplies the average number of blocks in ight
(speculative and non-speculative) and the average nurhber o
instructions per block. Compiled codes have on average 400
total instructions of which more than 170 are useful. The
hand-optimized programs with larger blocks achieve a mean
of 630 instructions, more than 380 of which are useful. Com-

wePared with issue windows of 64 to 80 on modern superscalar

compared dynamic code size of TRIPS to Alpha by counting processors, TRIPS exposes more concurrency at the cost of

the number of unique instructions that are fetched. The dy-
namic code size of TRIPS, including the overheads from the

block header, read and write instructions, and nops, aegerag
about 11 times larger than the Alpha, but with a wide vari-

more communication due to the distributed window.

The principal speculation mechanisms in TRIPS are pred-
ication, load-store dependence prediction, and nextkbloc
prediction. When the load/store queue detects that a spec-

ance. Without the block header, read and write instructions Ulative load is incorrect, it ushes the block pipeline and

and the nop overheads, the number of unique instructions fo

TRIPS is 5 times that of Alpha, while the number of unique
useful instructions for TRIPS (discounting the instruoto

that are fetched but not needed) is 2—3 times greater than

Alpha. Thus instruction replication due to TRIPS block op-
timizations accounts for about half of the code bloat.

Experiments generally show a low instruction cache miss
rate on small and medium sized benchmarks, but some SPE

renters the load into the dependence predictor's partitione
load-wait table. The predictor is effective in part because
the compiler reduces the number of loads and stores (as dis-
cussed in Section 4.3). For the SPEC benchmarks, TRIPS
ushes fewer than one block per 2000 useful instructions,
without overly constraining speculative load issue.

The TRIPS next-block predictor selects the next specula-
dive block [20]. It consists of a 5 KB local/global tournanten

benchmarks have miss rates in the range of 20-40%, indicat-SXit Predictor that predicts the exit branch (one of up thgig

ing that cache pressure is a problem for some real applica-
tions. The TRIPS prototype can compress underfull instruc-
tion blocks in memory and in the L2 cache down to 32, 64,
which re-

or 96 instructions, depending on block capacity,

from the block and a 5 KB multi-component target predictor
that predicts the target address of this exit. Figure 7 shows
the prediction breakdown for four different con gurations
(A) shows an Alpha 21264-like conventional tournament

duces the expansion factor over Alpha from 11 to 6. Block Pranch predictor (10 KB) predicting TRIPS-compilkasic

compression in the instruction cache may unduly slow down

instruction fetch or require more complex instruction rout
ing from the instruction cache banks to the execution tiles
The results indicate that the bene ts of variable block size
warrant this complexity for future designs. Furthermone, i
creasing the instruction cache size in distributed archite
tures is relatively easy and will also mitigate cache pressu

blocks (B) shows the TRIPS block predictor (10 KB) pre-
dicting basic blocks;H) shows the TRIPS block predictor

(10 KB) predicting optimized TRIPS blocks, anij §hows

a “lessons learned” block predictor (14 KB) that scales up
the target predictor component sizes to 9 KB. Each bar is
normalized to the total number of predictions made for ba-
sic blocks to measure accuracy and reductions in predgtion
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Figure 7. Block-predictor mispredictions normalized to total petitins made for basic blocks.

due to TRIPS blocks. The average MPKI (Mispredictions ing instructions reside on different tiles. About 60% of the
Per 1000 Instructions, omitting move and mispredicated in- OPN messages stems from ET-ET operand traf ¢, with the
structions) observed for these four con gurations on SPEC remaining messages about evenly split between ET-DT and
INT are 14.9, 15.1, 8.6 and 7.3 respectively. SPEC FP appli- ET-RT traf c. On the SPEC benchmarks two-thirds of the
cations have an MPKI of 1.6, 1.7, 1.5 and 1.3 respectively. ET-DT traf c and one half of the ET-RT traf c requires
The accuracy of predicting predicated blocks is neither three or more hops because the DTs and RTs lie along the
strictly better nor strictly worse than that of predictingsic edge of the ET array. Simulations results show that conges-
blocks. Predication within TRIPS blocks may improve accu- tion contributes only a 12% performance overhead as the la-
racy by removing hard-to-predict branches, but may also de-tency due to hops count is more signi cant. These results in-
grade accuracy by obscuring correlating branches in the his dicate opportunities for on-chip network design innovasio
tory. Although the TRIPS predictoH( has a higher mispre-  to improve performance of distributed architectures.
diction rate (18% higher) than a conventional predictyy, (
it has a lower MPKI because it makes fewer predictions— 5 3 |Lp Evaluation
59% fewer on SPEC INT and 35% fewer on SPEC FP. The
improved TRIPS predicto) reduces SPEC INT MPKI by
15.8% and SPEC FP MPKI by 14.2%. Lower prediction ac-
curacy has a signi cant effect on the instruction window uti
lization and has a strong correlation with performance. How
ever, more aggressive next-block predictors may still fall
short of modern branch prediction accuracies. Increasiag t
size of the branch target buffer, call target buffer, antoinys
register does improve accuracy. Advanced multi-component
long-history predictors [10, 21] will likely also improvexi¢
and target accuracy and consequently performance.

TRIPS executes up to 16 instructions per cycle, but can only
sustain that rate under ideal conditions: 8 blocks full af-ex
cuted instructions, perfect next-block prediction, andmo
struction stalls due to long-latency instructions. ActiRC

is limited to 1/8 of the block size because of block fetch la-
tency. Since the average block size of our hand-optimized
benchmarks is 80 instructions, we could achieve at most an
average IPC of 10 on them. Figure 8 shows the sustained IPC
that TRIPS achieves across the benchmarks. While some ap-
plications are intrinsically serial (e.ggutelookuptraverses

a tree data structure serially for an IPC near 1), othershreac
6 to 10 IPC, showing that the processor exploits more ILP
in these programs. The hand optimized codes have an IPC
The Operand Network (OPN) connects the TRIPS processor25% greater on average than their compiled counterparts,
tiles and transmits operands between execution tiles (ETs) mostly due to executing fewer more densely packed blocks.
the register le (RTs), and the data cache (DTs) [8]. The The SPEC benchmarks have lower IPCs, both because they
TRIPS scheduler optimizes instruction placement on tee til  have smaller average block sizes and more ushes due to
topology to exploit concurrency and minimize the distance branch mispredictions and i-cache misses.

between dependent instructions along the program'’s atitic To understand the theoretical ILP capability of EDGE ar-
path. As a result, about half of operands are bypassedyocall chitectures, we conducted a limit study using an idealized
within an ET. Of the traf ¢ that must traverse the OPN, about EDGE machine with perfect prediction, perfect predication
80% require one or two hops, resulting in an overall operand perfect caches, in nite execution resources, and a zectecy
hop count of 0.9. Ideally, all operand communication would delay between tiles. Like TRIPS, we use a 1K window size
be bypassed locally (0 hops), but the inherent tradeoff be- and limit dispatch and fetch to one new block every eight
tween locality and concurrency combined with limited in- cycles. Figure 9 shows that on average this ideal machine
struction storage per tile demands that many communicat- only outperforms the prototype by roughly a factor of 2.5,

5.2 Operand Network
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Figure 9. IPC for TRIPS and bene ts for two idealized EDGE designs.

indicating only moderate room for improvement due to low marks for TRIPS to show the potential of the system and
inherent application ILP, dispatch cost, and limited wwdo compiled benchmarks to show the current state of the TRIPS
size. Simulating this ideal machine with a zero-cycle dis- compiler. We compare to the GNU C compiler (gcc) and the
patch cost increases the IPC on average by a factor of four.native Intel compiler (icc) on the reference machines taide
However, eliminating only the dispatch delay on TRIPS im- tify the effect of platform-speci ¢ optimizations. The dlitg
proves performance by only 10%, which indicates that dis- of scalar optimization in gcc is more similar to the TRIPS
patch is not the primary bottleneck on the hardware. We an- compiler, since the TRIPS compiler is an academic research
notate the top of the SPEC bars with the IPC for the ideal compiler. Consequently, we normalized performance to the
machine with a 128K instruction window and a dispatch cost Core 2 using the gcc compiler.

of zero cycles. The SPEC benchmarks have a wide range Simple Benchmarks: The left side of Figure 10 shows

of available ILP, with most benchmarks around 50 IPC but relative performance (computed as a ratio of cycles exdcute
some FP benchmarks having IPCs in the hundreds. The sim+elative to the Core 2 using gcc) for TRIPS hand-optimized
ple benchmarks have a similar range of IPCs. Several, suchcode, TRIPS compiled code, icc-compiled code for the Intel
as802.11aand8b10h are inherently serial and do not ex- Core 2, and gcc-compiled code for the Intel Core 2, Pentium
ceed 15. Others, such aaddandfmradio, are quite con- 4, and Pentium Ill. The TRIPS compiler achieves equivalent
current with IPCs of 1000 and 500 respectively on the ideal performance to the Core 2 on average, with better perfor-
machine with a 128K window, but are resource limited on mance on nine benchmarks and worse performance on six.
the hardware. This study reveals that the amount of ILP cur- Benchmarks with smaller speedupspeed employ sequen-
rently available to TRIPS is limited and that larger window tial algorithms that do not bene t from increased execution

machines have the potential to further exploit ILP. bandwidth or deep speculation. The benchmarks that show
] the largest speedupstrix and8b10h typically have sub-
6. TRIPS versus Commercial Platforms stantial parallelism exposed by the large window on TRIPS.

This section compares TRIPS to conventional processors us-The TRIPS hand-optimized code always outperforms the
ing cycle counts from performance counters, which normal- Core 2, with an average 2.9x cycle count reduction.
izes for different clock rates. We use hand-optimized bench
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Figure 10. Speedup of TRIPS relative to the Core 2 on simple, EEMBC, &#CSbenchmarks.

The performance differences between TRIPS compiled Per 1000 useful instructions

_— . . Core 2 | TRIPS | TRIPS|| Core 2| TRIPS| TRIPS|| Average
a_nd hand-optlmlz_ed code <’;_1I’e p”manly due to more aggres- cor_1d. br. cor_1d. br, ca_ll/ret I—c_ache I—c_ache load usefL_JI instg

sive block formation, unrolling, and scalar replacement. F misses| misses | misseg| misses| misses| ushes|| in ight
i H bzip2 1.3 1.6 0.0 0.0 0.0 0.09 342.5
example,8b10bbene ts from unrqllmg thg innermost loop crafty T 3ol ol 17l 175 o A
of the kernel to create a full 128-instruction block and from |gcc 74 70 18 31| 185 052 73.0
i i i . gzip 438 73] 00| 00| 00] 004 206.1
reg]stgr allocating a small lookup table fmradia the hand g 10 e IR R TE
optimized code fuses loops that operate on the same vector, | parser 2.0 32 01| 00| 06 004 =
and uses pro le information to exclude infrequently taken | Perbmk ST NS R ] B2 B o
paths through the kernel. vpr 05 T4] 05| 00| 32| 040 221.8
To show the ability of the TRIPS architecture to exploit a ammp 0.2 I5[ 01 00[ 10[ 0.5 —
. . applu 0.0 0.7 0.0 0.0 0.0 0.01 496.6]
Iarge _number of functional units, we compare a TRIPS hand- | o240l oo oo oIl 797
optimized and hand-scheduled matrix multiply [4] to the |art ) 04 00] 00| 00 00 001 692.2
L : equake 0.2 06] 00| 00/ 09 008 3379
state-of-the-ar_t hand-o_ptlmlze_d ass_emb_ly versions obGot | oo 14 6 oo 0035004 ]
BLAS Streaming Matrix Multiply Libraries on Intel plat- mgrid 0.0 0.1 00[ 00 00 000 519.8
f 71. Wi the best blished Its f lib . swim 0.0 1.0 0.0 0.0 0.0] 0.00 416.1
orms [7]. We use the best published results from library im- | iowise 0.0 07] 05| 00| 08 004 796.9

plementations for conventional platformsof the results in
Figure 10). The performance across platforms, measured in

terms of FLOPS Per Cycle (FPC), ranges from 1.87 FPC na yed-size 128-instruction block$2erlomkalso has an

on the Pentium 4 to 3.58 FPC on the Core 2 using SSE. n,syally high number of call/return mispredictions, due
The TRIPS version achieves 5.20 FPC without the benet 5 5n insuf ciently tuned call and branch target buffer in

of SSE, which is 40% better than the best Core 2 result. TRIPS. All of these factors reduce the utilization of the

SPEC CPU2000:The right side of Figure 10 compares insiryction window; for examplegcchas an average of only
performance on SPEC2000 using reference data sets. TRIPS3 sefyl instructions in ight, out of a possible 121 based o
performance is much lower on the SPEC benchmarks than,e ayverage block size. While the TRIPS call/return ushes
on the simple benchmarks. While —oating-point perfor-  4nq |_cache misses cause serious performance losseshbranc
mance is nearly on par with Core 2-gcc (Core 2-icc achieves pigpredictions are competitive with the Core 2 and load

a 1.9x speedup over TRIPS), integer performance is less tharyenendence violations are infrequent. Benchmarks that hav
half that of the Core 2. Table 3 shows several events thatihe most useful instructions in the window compare best

have a signi cant effect on performance: conditional btanc {4 core 2. such asart and mgrid. These benchmarks are

mispredictions, call-return mispredictions, I-cache s8&  nown to contain parallelism, and show good performance
and load ushes for TRIPS, normalized to events per 1OQO with little compiler or microarchitectural tuning.

useful TRIPS instructions. Also shown are the branch mis-
predictions and I-cache misses for the Core 2, normalized to7. | essons Learned
the same 1000 TRIPS instruction-baseline to ease cross-ISA

comparison. The rightmost column shows the average usefuIThe _pro_t(_)typing efforts goals were twofold: to d(_atermine
TRIPS instructions in the window, from Figure 6. the viability of EDGE technology and to learn the right (and

Several of the SPECINT benchmarks have frequent |- Wong) ways to build an EDGE machine. This design and
cache misses, such asfty, gcc, perlbmk andtwolf. These evaluation effort taught us the following lessons about how

benchmarks are known to stress the instruction cache, anoto build this class of architectures.

the block-based ISA exacerbates the miss rate because of EPCE ISA: Prlototypir_lg dhas dem?nsgated that_ Er‘r?vs E
TRIPS code expansion and the compiler's inability to |l ISAs can support large-window, out-of-order executiorhwit
less complexity than an equivalent superscalar processor.

Table 3. Performance counter statistics for SPEC.



However, the TRIPS ISA had several signicant weak- 8. Conclusions

nesses. Most serious was the limited fanout of M&ve At jis inception, the TRIPS design and prototyping ef-
instructions, which results in far too many overhead instru ¢+ aqgressed three questions: (1) whether a distributed,
tions for high-fanout operations. The ISA needs support for tiled, EDGE-based processor was feasible, (2) whether
limited broadcasts of high-fanout operands. In additibe, t EDGE ISAs form a manageable compiler target, and (3)
binary overhead of t.he TRIPS ISA is t'oo'large. The 128- \yhether an EDGE-based processor can support improved
byte block header, with the read and write instructionssadd general-purpose, single-threaded performance. Thisiaval
too much per-block overhead. Future EDGE ISAs should {j5 shows that the TRIPS ISA and microarchitecture are in
shrink the block header to no more than 32 bytes and Sup-¢, . feasible to build, resulting in a tiled design that e
port variable-sized blocks in the L1 I-cache to reduce the . 5t order execution over a window of many hundreds
NOP blogt, qes_p'te the increase n hardware complexity. ¢ jngtryctions. Despite the inter-tile routing latencidse
Com_pllatlon. The TRIP_S compiler can generate cqrrect combination of the large window, dynamic issue, and highly
code with reasonable quality for the TRIPS I_SA, desplte_ the oncurrent memory system permits TRIPS to sustain up to
new burdens the ISA places on the compiler. We believe ;4 |pc showing an average three-fold cycle count speedup
that an industrial production compiler could achieve code over a Core 2 processor, if hand-optimized kernels are used.
quality similar to our hand-optimized results because the However, the compiled cycle counts on major bench-
most effective hand-optimizations are largely mechanical o5 sucrlw as SPECINT and SPECFP, are not competi-
Because of the challenges presented by block constraintsy e \yith industrial designs, despite the greater computa-
we moved structural optimizations, such as loop unrolling 55| resources present in TRIPS. On compiled SPEC2000
e_md hyperbqukformatlon,tq the back end after code genera-panchmarks, measuring cycle counts, the TRIPS proto-
tion. A remaining challenge is how best to form large bIO(_:ks type achieves 60% of the performance of a Core 2 run-
in control-intensive code. For example, frequent fgngt!on ning SPEC2000 compiled at full optimization with gcc.
calls that end blocks too early cannot be solved by inlining pegpite the fact that the TRIPS design was built by fewer
without substantial re-engineering to move this optim@at  yhan twenty people in an academic environment, this level
from its traditional position in the front end to the back end of performance does not support the hypothesis that EDGE
Another opportunity is to allocate more variables in reg- ncessors could outperform leading industrial designs on
isters, which requires better alias analysis of pointeadat large, complex applications. Even doubling the TRIPS per-
str_uctur_es;_the best hand-generated code _rep_laced sare-l ¢ rmance would likely result in speedups too small to jystif
pairs with intra-block temporary communications, produc-  gyjitch to a new class of ISAs. These limitations are due
Ing tlghter co.de and hlghgr performance. o partially to inef ciencies in the ISA and microarchiteceyr
Microarchitecture: A microarchitecture with distributed ) ¢ may also result from mismatches between certain pro-
protocols is feasible; the fully functional silicon indtea gram features and EDGE ISAs. For example, benchmarks
that the tlleo! nqture of the.qrchltecture a|de.d. n bth de- with many indirect jumps, or unusually complex call graphs
sign and validation productivity. Another positive resiglt with many small functions, are dif cult to compile into laeg
that the design eliminates distributed block control pcots blocks without a debilitating increase in binary size.
(fetch, dispatch, commit, and ush) from the critical path. Nevertheless, the TRIPS prototype was a rst-generation
However, a number of artifacts in the microarchitecture re- design, being compared to an extremely mature model, and
sulted in signi cant performance losses. Mostimportanéwa  hare is much low-hanging fruit remaining in EDGE de-

traf ¢ on the operand network, which averaged just under gjons The prototyping effort taught several lessons tat r
one hop per operand. This communication resulted in both ¢} in signi cant improvements in both power and per-
OPN contention and communication cycles on the critical ¢y 1ance. Future EDGE designs should have support for
path. Follow-on microarchitectures must map instructions |, i-nje-sized blocks, multicast of operands, predicate p
in coordination with the compiler, so that most instruction  jiction a more distributed/scalable memory system, small
to-instruction communication occurs on the same tile. The p0 h'eaders and less distributed mappings of instmstio
second most impor_tant lesson was that performance_ losses tiles [19]. Also, since not all codes have high concuryenc
due to the evaluation of predicate arcs was occasionally ¢y,re EDGE-based microarchitectures must allow adaptive
high, since arcs that could have been predicted as bramhe@ranularity, providing ef cient small con gurations when
are deferred until execution. Future EDGE microarchitec- larger con gurations provide little performance bene 2L
ture; must suppgrt predicate p'redi.ction to' evgluate the mos e project that these improvements will enable EDGE de-
pr_edlctable predicate arcs earlier m_the_ pipeline. Thine, signs to outperform high-end commodity systems on com-
primary memory system must be distributed among all of ey integer codes, but not by enough to justify deployment
the execution tiles; the cache and register bandwidth along;,, full-power desktop systems. In the ve-to-ten watt space
one edge of the execution array was insuf cient for many p,qever, the performance and potential energy ef ciency of
bandwidth-intensive codes. EDGE designs may be suf ciently large to justify adoption



in mobile systems or data centers, where high performance[13] B. Maher, A. Smith, D. Burger, and K. S. McKinley. Merging

at low power is essential.
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