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Figure 1: Negative word frequency correlations learned bySAM on the NIPS corpus. (+) shows the
highest weighted words and (-) shows lowest weighted within each topic. UnlikeLDA, SAM is able to
represent words that are anti-correlated with the topic, rather than just unrelated. These correlations
appear meaningful: words related to image processing, for example, are negatively correlated with
words related to reinforcement learning.

3 The Spherical Admixture Model

The Spherical Admixture Model (SAM), developed below, is a topic model for arbitrary! 2-
normalized data. Like the movMF model, it is built on a probability distribution over documents
parameterized by cosine distance, and capable of taking into account the presence or absence of
words; likeLDA, it is an admixture model that allows individual documents to span multiple topics.
However, unlike either model, its topics can represent negative correlations in word frequency (see
Figure 1 for an example from the NIPS dataset).

3.1 Model DeÞnition

SAM is a Bayesian admixture model that operates on normalized vectors onS|V |! 1. It is not therefore
possible to deÞne the admixture in terms of topic indicators for individual words in each document,
as is done byLDA. SAM instead uses aweighted directional averageto achieve the same goal To
draw a collection of documents inSAM,

1. Draw a set ofT topics! on the unit hypersphere;

2. For each documentd, draw topic weights" d from a Dirichlet with hyperparameter# ;

3. Draw a document vectorvd from a vMF with meanø! = Avg(! , " d) and concentration" .

Representing theT topics as columns of matrix! and" d as a column vector, the weighted direc-

tional average1 is written as:ø! d
def= Avg(! , " d) = !" d

" !" d " . The complete generative model forSAM

is given by

µt|" 0 ∼ vMF(m, " 0), t ∈ T, (topic means)
! t|µt, # ∼ vMF(µt, #), t ∈ T, (topics)
" d|# ∼ Dirichlet(# ), d ∈ D, (topic proportions)
ø! d|! , " d = Avg(! , " d), d ∈ D, (spherical average)
vd|ø! d, " ∼ vMF
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whereµ is the corpus mean direction,# controls the concentration of topics aroundµ, the elements
of " d are the mixing proportions for documentd, ! t is the mean of topict, andvd is the observed
vector for documentd.

Each topic! t is an arbitrary vector on the unit hypersphereS|V |! 1. Negative entries in a topic mean
vector reduce the frequency of corresponding words in the resulting mean: they express negative

1(Buss-Fillmore spherical average) Note that this procedure does not yield the vector that minimizes
the weighted sum of geodesic distances to the mean. Buss and Fillmore introduce the spherical average

AvgBF (! , " )
def
= arg minq

P
i " i dS(! i , q), wheredS(p, q) is the geodesic distance betweenp, q ∈ Sd [5].

This deÞnition is desirable, but must be computed iteratively.
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SAM is a Bayesian admixture model that operates on normalized vectors on S|V |! 1
. It is not therefore

possible to define the admixture in terms of topic indicators for individual words in each document,

as is done by LDA. SAM instead uses a weighted directional averageto achieve the same goal To

draw a collection of documents in SAM,

1. Draw a set of T topics φ on the unit hypersphere;

2. For each document d, draw topic weights βd from a Dirichlet with hyperparameter α;

3. Draw a document vector vd from a vMF with mean øφ = Avg(φ,βd) and concentration " .

Representing the T topics as columns of matrix φ and βd as a column vector, the weighted direc-
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where µ is the corpus mean direction, # controls the concentration of topics around µ, the elements

of βd are the mixing proportions for document d, φt is the mean of topic t, and vd is the observed

vector for document d.

Each topic φt is an arbitrary vector on the unit hypersphere S|V |! 1
. Negative entries in a topic mean

vector reduce the frequency of corresponding words in the resulting mean: they express negative

1
(Buss-Fillmore spherical average) Note that this procedure does not yield the vector that minimizes

the weighted sum of geodesic distances to the mean. Buss and Fillmore introduce the spherical average

AvgBF (! , " )
def

= arg minq

P
i " i dS(! i , q), where dS(p, q) is the geodesic distance between p, q ! Sd

[5].

This definition is desirable, but must be computed iteratively.
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Abstract

We introduce the Spherical Admixture Model (SAM), an efficient Bayesian topic model for 
arbitrary L2 normalized data. SAM maintains the same hierarchical structure as Latent 
Dirichlet Allocation (LDA), but  models documents as points on a high-dimensional 
spherical manifold, allowing a natural likelihood parameterization in terms of cosine 
distance. Furthermore, S AM is capable of representing negative topic features and word 
presence/absence, unlike previous models. Performance is evaluated empirically across 
several disparate classification tasks, from natural language processing and computer vision. 

Spherical Admixture Model

This paper is divided into six sections: Section 2 covers relevant previous work and background on
topic models, Section 3 introducesSAM and derives the variational approximation, Section 4 gives
experimental results, future work is discussed in Section 5, and Section 6 concludes.

2 Background

2.1 Spherical Mixture Models

In this section and those subsequent, we adopt the terminology of topic models: data consists of
D individual Òdocuments,Ó where each document is a sequence of ÒwordsÓ from a known vocab-
ulary V . Probabilistic models of text have been built around the multinomial distribution and the
von Mises-Fisher (vMF) distribution [19], and these distributions are associated with different rep-
resentations of textual data. The multinomial distribution is the most straightforward model for
discrete data, and it assigns probabilities to integer vectors of event counts; for textual data, these
vectors are typically raw non-normalized word counts inN|V | . The vMF distribution instead has
its support onSd−1, the (d ! 1)-dimensional unit hypersphere embedded inRd. Its density is
f (x; µ , ! ) = cd(! ) exp

!
! µ�x

"
, whereµ is the mean direction with||µ || = 1 , ! " 0 is the con-

centration parameter,cd(! ) = ! d/ 2 ! 1

(2 " )d/ 2 Id/ 2 ! 1 ( ! ) , andI r(á) is the modiÞed Bessel function of the Þrst
kind and orderr [19]. vMF distributions have been previously used to model textual data usingtf or
tf-idf document representations"2-normalized ontoS|V |−1 [2].

"2-normalized data can be compared usingcosine distance, which computes similarity in terms
of the directionsof their word frequency vectors. Substantial evidence suggests that this type of
directional measure is superior to alternative metrics such as Euclidean distance [18].

Inspired by the success of cosine distance in information retrieval, Banerjeeet al. introduce the
mixture of von Mises-Fisherdistributions (movMF) [2]. The movMF model treats each nor-
malized documenttf or tf-idf vector as drawn from a single vMF distribution centered on one
topic mean, selected by a common multinomial distribution. The likelihood of a documentd is
f (d|! ) =

# T
t=1 #tvMF(d|µ t, ! t), where! = ( ! , µ 1, ! 1, . . . , µ T , ! T ), ! is the parameterization

of the multinomial over topics, and eachµ and! parameterizes the vMF distribution for a topic.

Mixture models such as the movMF are strongly connected to classic clustering methods that are
parameterized by cosine distance: when each topic concentration! is taken to inÞnity, movMF
becomes equivalent to sphericalk-means [2]. The assumption that each document is associated with
a single topic, however, is quite restrictive. In this paper,SAM is compared against movMF with soft
clustering and shown to perform better in several classiÞcation tasks.

2.2 Latent Dirichlet Allocation

Admixture models such asLatent Dirichlet Allocation(LDA) relax the assumption that documents
are drawn from a single mixture component, but use multinomial distributions rather than vMF dis-
tributions to represent topics [3].LDA is a fully Bayesian extension of probabilistic Latent Semantic
Indexing [13]. Each documentwd maintains a separate multinomial distribution" d over topics.
For each wordwi,d, a topic indexzi,d is drawn from" d, and thenwi,d is sampled from the topic
multinomial#zi,d . The generative model is given by

" d|! # Dir(! ), d $ 1. . . D, (topic proportions)
#t|$ # Dir($), t $ 1. . . T, (topics)

zi,d|" d # Mult(" d), i $ 1. . . |wd|, (topic indicators)
wi,d|#zi,d # Mult(#zi,d ), i $ 1. . . |wd|, (words)

z

DT w

!

"

#

$ w

where! and$ are hyperparameters smoothing the per-document topic distributions and per-topic
word distributions respectively. Unlike mixture models,LDA maintains a separate set of topic pro-
portions for each document, and documents are generated at the word level. Hence, individual topics
need not have high likelihood of generating entire documents. This ßexibility allowsLDA to uncover
more Þne-grained document structure than traditional mixture models.
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Cosine Distance Parameterization
In SAM, the multinomial over words in each document is replaced with a draw from a von 
Mises-Fisher distribution, defined over the L2 normalized data, i.e. the unit hypersphere:

This paper is divided into six sections: Section 2 covers relevant previous work and background on
topic models, Section 3 introducesSAM and derives the variational approximation, Section 4 gives
experimental results, future work is discussed in Section 5, and Section 6 concludes.
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its support onSd! 1, the (d ! 1)-dimensional unit hypersphere embedded inRd. Its density is
f (x ; µ, κ) = cd(κ) exp

!
κµ" x

"
, whereµ is the mean direction with||µ|| = 1 , κ " 0 is the con-

centration parameter,cd(κ) = ! d/ 2 ! 1

(2 " )d/ 2 I d/ 2 ! 1 ( ! ) , andI r (á) is the modiÞed Bessel function of the Þrst
kind and orderr [19]. vMF distributions have been previously used to model textual data usingtf or
tf-idf document representations�2-normalized ontoS|V |! 1 [2].

�2-normalized data can be compared usingcosine distance, which computes similarity in terms
of the directionsof their word frequency vectors. Substantial evidence suggests that this type of
directional measure is superior to alternative metrics such as Euclidean distance [18].

Inspired by the success of cosine distance in information retrieval, Banerjeeet al. introduce the
mixture of von Mises-Fisherdistributions (movMF) [2]. The movMF model treats each nor-
malized documenttf or tf-idf vector as drawn from a single vMF distribution centered on one
topic mean, selected by a common multinomial distribution. The likelihood of a documentd is
f (d|Θ) =

# T
t =1 αt vMF(d|µt , κt ), whereΘ = ( ! , µ1, κ1, . . . , µT , κT ), ! is the parameterization

of the multinomial over topics, and eachµ andκ parameterizes the vMF distribution for a topic.

Mixture models such as the movMF are strongly connected to classic clustering methods that are
parameterized by cosine distance: when each topic concentrationκ is taken to inÞnity, movMF
becomes equivalent to sphericalk-means [2]. The assumption that each document is associated with
a single topic, however, is quite restrictive. In this paper,SAM is compared against movMF with soft
clustering and shown to perform better in several classiÞcation tasks.

2.2 Latent Dirichlet Allocation

Admixture models such asLatent Dirichlet Allocation(LDA) relax the assumption that documents
are drawn from a single mixture component, but use multinomial distributions rather than vMF dis-
tributions to represent topics [3].LDA is a fully Bayesian extension of probabilistic Latent Semantic
Indexing [13]. Each documentwd maintains a separate multinomial distribution" d over topics.
For each wordwi,d , a topic indexzi,d is drawn from" d, and thenwi,d is sampled from the topic
multinomial#zi,d . The generative model is given by

" d|! # Dir(! ), d $ 1. . . D, (topic proportions)
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where! and$ are hyperparameters smoothing the per-document topic distributions and per-topic
word distributions respectively. Unlike mixture models,LDA maintains a separate set of topic pro-
portions for each document, and documents are generated at the word level. Hence, individual topics
need not have high likelihood of generating entire documents. This ßexibility allowsLDA to uncover
more Þne-grained document structure than traditional mixture models.

2

Model Accuracy (%) different similar outdoor indoor all

LDA 79.3± 1.7 68.5± 2.5 60.9± 2.9 43.6± 2.8 43.4± 1.9
SAM [S] 85± 3.5 74.4± 2.1 68.4± 1.4 50.2± 2.2 50.3± 1.8
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Figure 5: (top) ClassiÞcation accuracy for13-scenewith |V | = 200. (left) Learning curves for all
classes,|V | = 200 and|V | = 1500. (right ) Confusion matrix forSAM on13-scene-full.

the comparative results obtained in this domain can be considered an ablation ofSAMÕs ability to
model the lack of features.

Using 200 visual words, we Þnd thatSAM signiÞcantly outperformsLDA across all scene recognition
tasks (Figure 5); 10% of the data is used for training a Logistic Regression classiÞer. As more
training data is used, the performance ofLDA andSAM converge, indicating thatSAM may perform
better relative toLDA in data sets with high variance. We Þnd that neither topic model signiÞcantly
outperforms a simple bag-of-words representation for|V | = 200; for |V | = 1500, however, both
signiÞcantly outperform bag-of-words. With dense features,SAM provides a smaller beneÞt relative
to LDA, as cosine distance and KL-divergence correspond more closely.

5 Discussion

SAM opens up a new class of admixture models based on spherical distributions, and hence there
are several avenues for future work. First, most extensions toLDA proposed in recent literature can
easily be used withSAM: e.g., modeling inÞnite-capacity [23] or correlated topics [4]. Further-
more as inDCM-LDA [7], SAM can be extended to model word-burstiness explicitly by exploiting
NAGP/vMF conjugacy [21]. Second, although sparse document vectors improve the efÞciency of
the inference methods presented here, the topic vectors themselves are not sparse, leading to storage
overhead that scales inO(|V | áT). Such overhead is undesirable with larger corpora. One possible
solution is a spherical admixture with sparse topic representations (i.e., each topic only spans a sub-
space of the fullS|V |! 1), leading to more efÞcient inference and lower storage overhead. Finally,
it may be more natural to embed the model in thereal projective spaceRP|V | rather thanS|V |! 1,
leading to a more ßexible representation.

This paper has developedSAM, an admixture model suitable for decomposing spherically distributed
data into weighted combinations of component vMF distributions. Unlike previous spherical mix-
tures,SAM is a fully Bayesian admixture model that allows multiple components vMFs to explain
different aspects of the data; unlike previous admixture models,SAM uses directional distributions
that are parameterized by cosine distance and is therefore capable of modeling negative correlations
between features as well as word absence/presence.

Using classiÞcation performance for evaluation,SAM was found to produce more relevant topic fea-
tures than the movMF spherical mixture model andLDA, particularly on data where Þne-grained
topic distinctions are important. Two properties ofSAMÑits use of directional distributions, and
ability to model negative correlationsÑwere found to contribute to its performance. It is an impor-
tant step in improving generative topic models.
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Negative Topic Features

Distances between documents and topics are expressed in terms of cosine distance, unlike 
LDA.
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Figure 1: Negative word frequency correlations learned bySAM on the NIPS corpus. (+) shows the
highest weighted words and (-) shows lowest weighted within each topic. UnlikeLDA, SAM is able to
represent words that are anti-correlated with the topic, rather than just unrelated. These correlations
appear meaningful: words related to image processing, for example, are negatively correlated with
words related to reinforcement learning.

3 The Spherical Admixture Model

The Spherical Admixture Model (SAM), developed below, is a topic model for arbitrary! 2-
normalized data. Like the movMF model, it is built on a probability distribution over documents
parameterized by cosine distance, and capable of taking into account the presence or absence of
words; likeLDA, it is an admixture model that allows individual documents to span multiple topics.
However, unlike either model, its topics can represent negative correlations in word frequency (see
Figure 1 for an example from the NIPS dataset).

3.1 Model Definition

SAM is a Bayesian admixture model that operates on normalized vectors onS|V |! 1. It is not therefore
possible to deÞne the admixture in terms of topic indicators for individual words in each document,
as is done byLDA. SAM instead uses aweighted directional averageto achieve the same goal To
draw a collection of documents inSAM,

1. Draw a set ofT topics! on the unit hypersphere;

2. For each documentd, draw topic weights" d from a Dirichlet with hyperparameter# ;

3. Draw a document vectorvd from a vMF with meanø! = Avg(! , " d) and concentration" .

Representing theT topics as columns of matrix! and" d as a column vector, the weighted direc-

tional average1 is written as:ø! d
def= Avg(! , " d) = !" d

" !" d " . The complete generative model forSAM

is given by

µ t |" 0 ! vMF(m, " 0), t " T, (topic means)
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whereµ is the corpus mean direction,# controls the concentration of topics aroundµ , the elements
of " d are the mixing proportions for documentd, ! t is the mean of topict, andvd is the observed
vector for documentd.

Each topic! t is an arbitrary vector on the unit hypersphereS|V |! 1. Negative entries in a topic mean
vector reduce the frequency of corresponding words in the resulting mean: they express negative

1(Buss-Fillmore spherical average) Note that this procedure does not yield the vector that minimizes
the weighted sum of geodesic distances to the mean. Buss and Fillmore introduce the spherical average

AvgBF (! , " ) def= arg min q

P
i " i dS(! i , q), wheredS(p, q) is the geodesic distance betweenp, q ! Sd [5].

This deÞnition is desirable, but must be computed iteratively.
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3 The Spherical Admixture Model

The Spherical Admixture Model (SAM), developed below, is a topic model for arbitrary! 2-
normalized data. Like the movMF model, it is built on a probability distribution over documents
parameterized by cosine distance, and capable of taking into account the presence or absence of
words; likeLDA, it is an admixture model that allows individual documents to span multiple topics.
However, unlike either model, its topics can represent negative correlations in word frequency (see
Figure 1 for an example from the NIPS dataset).

3.1 Model DeÞnition

SAM is a Bayesian admixture model that operates on normalized vectors onS|V |! 1. It is not therefore
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whereµ is the corpus mean direction,# controls the concentration of topics aroundµ , the elements
of " d are the mixing proportions for documentd, ! t is the mean of topict, andvd is the observed
vector for documentd.

Each topic! t is an arbitrary vector on the unit hypersphereS|V |! 1. Negative entries in a topic mean
vector reduce the frequency of corresponding words in the resulting mean: they express negative

1(Buss-Fillmore spherical average) Note that this procedure does not yield the vector that minimizes
the weighted sum of geodesic distances to the mean. Buss and Fillmore introduce the spherical average

AvgBF (! , " ) def= arg min q

P
i " i dS(! i , q), wheredS(p, q) is the geodesic distance betweenp, q ! Sd [5].

This deÞnition is desirable, but must be computed iteratively.
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In this section and those subsequent, we adopt the terminology of topic models: data consists of
D individual Òdocuments,Ó where each document is a sequence of ÒwordsÓ from a known vocab-
ulary V . Probabilistic models of text have been built around the multinomial distribution and the
von Mises-Fisher (vMF) distribution [19], and these distributions are associated with different rep-
resentations of textual data. The multinomial distribution is the most straightforward model for
discrete data, and it assigns probabilities to integer vectors of event counts; for textual data, these
vectors are typically raw non-normalized word counts inN|V |. The vMF distribution instead has
its support onSd! 1, the (d − 1)-dimensional unit hypersphere embedded inRd. Its density is
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centration parameter,cd(! ) = ! d/ 2! 1

(2 " )d/ 2I d/ 2! 1( ! ) , andI r (·) is the modiÞed Bessel function of the Þrst
kind and orderr [19]. vMF distributions have been previously used to model textual data usingtf or
tf-idf document representations"2-normalized ontoS|V |! 1 [2].

"2-normalized data can be compared usingcosine distance, which computes similarity in terms
of the directionsof their word frequency vectors. Substantial evidence suggests that this type of
directional measure is superior to alternative metrics such as Euclidean distance [18].

Inspired by the success of cosine distance in information retrieval, Banerjeeet al. introduce the
mixture of von Mises-Fisherdistributions (movMF) [2]. The movMF model treats each nor-
malized documenttf or tf-idf vector as drawn from a single vMF distribution centered on one
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of the multinomial over topics, and eachµ and! parameterizes the vMF distribution for a topic.

Mixture models such as the movMF are strongly connected to classic clustering methods that are
parameterized by cosine distance: when each topic concentration! is taken to inÞnity, movMF
becomes equivalent to sphericalk-means [2]. The assumption that each document is associated with
a single topic, however, is quite restrictive. In this paper,SAM is compared against movMF with soft
clustering and shown to perform better in several classiÞcation tasks.

2.2 Latent Dirichlet Allocation

Admixture models such asLatent Dirichlet Allocation(LDA) relax the assumption that documents
are drawn from a single mixture component, but use multinomial distributions rather than vMF dis-
tributions to represent topics [3].LDA is a fully Bayesian extension of probabilistic Latent Semantic
Indexing [13]. Each documentwd maintains a separate multinomial distribution" d over topics.
For each wordwi,d , a topic indexzi,d is drawn from" d, and thenwi,d is sampled from the topic
multinomial#zi,d . The generative model is given by

" d|! ∼ Dir(! ), d ∈ 1. . . D, (topic proportions)
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where! and$ are hyperparameters smoothing the per-document topic distributions and per-topic
word distributions respectively. Unlike mixture models,LDA maintains a separate set of topic pro-
portions for each document, and documents are generated at the word level. Hence, individual topics
need not have high likelihood of generating entire documents. This ßexibility allowsLDA to uncover
more Þne-grained document structure than traditional mixture models.
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Model Accuracy (%)
different similar same

Bag-of-words 75.1 ± 3.2 68.7 ± 2.1 57.2 ± 2.6
LDA 75.1 ± 2.4 67.5 ± 1.3 52.2 ± 5.7
movMF 65.3 ± 0.8 62.0 ± 3.2 49.1 ± 0.4
MH SAM [S] 80.9 ± 1.1 69.5 ± 1.3 62.2 ± 1.6
VEM SAM [S+] 72.0 ± 1.3 69.6 ± 0.9 62.2 ± 0.5
VEM SAM [S] 80.2 ± 1.0 72.4 ± 0.9 65.5 ± 0.4

a = sci.space

BoW LDA SAM

b = rec.sport.baseball

c = alt.atheism

a b c a b c a b c

a = talk.politics.guns

b = talk.politics.mideast

c = talk.politics.misc

a = comp.graphics

b = comp.os.ms-windows.misc

c = comp.windows.x
0.0

1.0

Figure 2: (left) Classification performance and standard deviations on the three news-20tasks.
SAM topic proportions make better features, particularly in more difficult domains. (left) Confusion
matrices for each feature set (bag-of-words, LDA, and VEM SAM) and task.

4.1 CMU 20 Newsgroups

This section evaluates using the learned topic proportions ! as features for classification in the
CMU news-20data set. Each news post is treated as a document and labeled with its news-
group. Following Banerjee and Basu [1], three subsets of news-20are used for evaluation: (1)
news-20-different, posts from three unrelated groups (rec.sport.baseball, sci.space and alt.atheism),
(2) news-20-similar, posts from more similar groups (rec.sport.baseball, talk.politics.guns and
talk.politics.misc), and (3) news-20-same, posts from highly related groups (comp.os.ms-
windows.misc, comp.windows.x and comp.graphics). These domains span corpora with varying
degrees of subject similarity, making it possible to measure how well SAM and LDA identify mean-
ingful topics that capture fine-grained semantic structure. Unlike Banerjee and Basu, we evaluate
models based on their use as features for classification, using raw bag-of-words count features as
the baseline.

In all experiments here and in subsequent sections, LDA is run with ! = 0 .1 and " optimized using a
hybrid Gibbs-EM empirical Bayes procedure. VEM SAM uses # = 1500, and L 2-normalized tf doc-
ument representations. A simple Adaptive Metropolis-Hastings sampler for SAM is also evaluated,
with ! = " = 0 .1.3 The total number of topics is fixed at 50.4 Unless otherwise noted, all results
reported use Logistic Regression with a ridge estimator [16] and use 10! 10-fold cross-validation.

Figure 2 summarizes the experimental results. In general, SAM with unrestricted topics finds bet-
ter features than the other models. The absolute difference in performance between SAM and LDA
increases as the domain becomes more semantically tight (20% reduction in relative error for news-
20-different; 27.8% reduction for news-20-same), indicating that SAM finds more meaningful dis-
tinctions between finer-grained topics.5 Similar results for the bag-of-words representation indicate
that relying on single-word features becomes less accurate relative to SAM as the corpus becomes
more semantically tight. The differences between SAM [S+ ] and SAM [S] highlight the utility of
allowing topics to encode negative correlations between terms, and the differences between SAM [S]
and LDA suggest that generative models based on vMF distributions are a better match for text than
multinomial models. Finally, since the Adaptive MH and VEM versions of SAM were run using the
same convergence criterion, the results indicate that the approximations made in VEM SAM do not
significantly affect performance, despite the fact that MH sampling takes significantly longer.

4.2 Detecting Thematic Shifts inIl Principe

Both SAM and LDA perform well when the corpus covers a wide variety of topics. To illustrate
their differences, it is therefore most instructive to compare then in classification tasks where small
semantic distinctions are important. In this section we perform supervised textual segmentation

3(Adaptive Metropolis-Hastings)With reasonable approximations of the Bessel function [8], Metropolis-
Hastings (MH) algorithm [10] can be used to generate conditional samples from SAM. Careful selection of the
proposal distribution and adaptation of the mixture parameters can improve its efficiency [11]. One reasonable
proposal distribution for ! t isN (! t , diag(" )) , with draws renormalized onto the unit hypersphere.

4Accuracy increases with T , but the main results here do not change significantly for T > 50.
5(ClassiÞcation robustness)The results do not change significantly when replacing Logistic Regression

with either Sequential Minimal Optimization [22] or Naive Bayes; implementations from Weka [24].
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Model Accuracy (%)
Overall prin. war cond. italy

Bag-of-words 57.9± 3.4 60.5 71.3 55.3 45.1
LDA 57.3± 3.0 59.4 63.9 58.1 34.9
movMF 49.6± 8.3 47.6 11.7 55.8 0.0
MH SAM [S+ ] 46.1± 6.9 46.5 31.8 54.4 8.3
MH SAM [S] 59.4± 5.4 60.9 51.7 64.8 31.4
VEM SAM [S+ ] 58.7± 0.6 64.9 71.1 60.8 13.9
VEM SAM [S] 65.2± 0.3 71.3 65.1 62.5 50.6

Figure 3: (left) Logistic regression accuracy using inferred features on the four-classIl Principe
thematic shift detection task.SAM infers signiÞcantly better features overall. (right ) Paragraphs
in Il Principe projected onto the eight most informative topics using information gain. Paragraphs
from the concludingitaly chapters (red squares) are more thematically ambiguous and therefore less
separable. Lines connect paragraphs sequentially; few lines cross between regions, suggesting that
these inferred topics capture the workÕs thematic progression.

(identifying thematic shiftsin discourse; cf. [12]) on Niccolò MachiavelliÕsIl Principe. Since the
book is short, singly-authored, and thematically tight, topics must be Þne-grained to be helpful. For
training the topic models, documents are taken to be individual paragraphs of text. For classiÞcation,
each paragraph is assigned one of four labels corresponding to the main themes of the book: (1) the
types ofprincipalities (chaptersI-XI ), (2) the types ofarmies (chaptersXII -XIV ), (3) the character
andconduct of Princes (chaptersXV-XXIII ), and (4) the current political situation inItaly (circa
1505; chaptersXXIV -XXVI ). This split yields a challenging 4-way classiÞcation problem.6

SAM [S] again discovers the best features in all settings tested;SAM signiÞcantly outperformsLDA
and movMF, cutting relative classiÞcation error by by 18.5% (Figure 3). Broken down by class,
SAM sees the largest relative reductions in error foritaly, the most thematically ambiguous section.
SAM [S] also outperformsSAM [S+] by a slim but signiÞcant margin, again highlighting the utility
of representing negative correlations among words. The number of topics chosen has a large impact
on performance forT < 50, but performance is relatively stable forT > 50. Hence selectingT
using a nonparametric prior over the number of clusters may be justiÞable [23].

4.3 13 Natural Scene Categories
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Histograms of document frequency

principe
news-20-different
13-scene w=200

13-scene w=1500

Figure 4: Histograms showing the num-
ber of terms with a given document fre-
quency;13-sceneis signiÞcantly more
dense in terms of vocabulary coverage
than the textual domains.

We divide the full 13 class visual scene recognition
task (13-scene-full) proposed in [9] into four separate
4-class problems:13-scene-different(including livin-
groom, MITstreet, CALsuburb, and MITopencountry),
13-scene-similar(MITinsidecity, MITstreet, CALsuburb,
MITtallbuilding), 13-scene-outdoor(MITcoast, MITfor-
est, MITmountain, MITopencountry), 13-scene-indoor
(bedroom, kitchen, livingroom, PARofÞce), ordered by
their classiÞcation difÞculty. We follow Fei-Fei and Per-
onaÕs preprocessing steps, performing dense sampling
of patches, computing 128-dimensional SIFT descrip-
tors and then clustering the descriptors using sphericalk-
means. The resulting clusters are treated asvisual words,
and each image is represented by its visual word counts.
Note that despite the fact that a similar bag-of-words rep-
resentation is employed in this task, it differs fundamen-
tally from the previous tasks in terms of sparsity: Figure
4 indicates that most visual words tend to occur in most
scenes, leading to denser document representations. Thus

6(Il Principe dataset)The base text is the original Italian version, converted to lowercase with stopwords
removed. A total of 128 paragraphs are extracted; 39.8% are labeledprincipalities, 37.5% are labeledconduct,
12.5%armiesand 9.3%italy.
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Abstract
We introduce the Spherical Admixture Model (SAM), an efficient Bayesian topic model for 
arbitrary L2 normalized data. SAM maintains the same hierarchical structure as Latent 
Dirichlet Allocation (LDA), but models documents as points on a high-dimensional 
spherical manifold, allowing a natural likelihood parameterization in terms of cosine 
distance. Furthermore, S AM is capable of representing negative correlations in word-
frequency and word presence/absence, unlike previous models. Performance is evaluated 
empirically across several disparate classification tasks, from natural language processing 
and computer vision. 

Latent Dirichlet Allocation

Spherical Admixture Model

This paper is divided into six sections: Section 2 covers relevant previous work and background on
topic models, Section 3 introducesSAM and derives the variational approximation, Section 4 gives
experimental results, future work is discussed in Section 5, and Section 6 concludes.

2 Background

2.1 Spherical Mixture Models

In this section and those subsequent, we adopt the terminology of topic models: data consists of
D individual Òdocuments,Ó where each document is a sequence of ÒwordsÓ from a known vocab-
ulary V . Probabilistic models of text have been built around the multinomial distribution and the
von Mises-Fisher (vMF) distribution [19], and these distributions are associated with different rep-
resentations of textual data. The multinomial distribution is the most straightforward model for
discrete data, and it assigns probabilities to integer vectors of event counts; for textual data, these
vectors are typically raw non-normalized word counts inN|V | . The vMF distribution instead has
its support onSd−1, the (d ! 1)-dimensional unit hypersphere embedded inRd. Its density is
f(x; µ , κ) = cd(κ) exp

!
κµ�x

"
, whereµ is the mean direction with||µ || = 1, κ " 0 is the con-

centration parameter,cd(κ) = κd/ 2 ! 1

(2π) d/ 2 I d/ 2 ! 1 (κ) , andIr (á) is the modiÞed Bessel function of the Þrst
kind and orderr [19]. vMF distributions have been previously used to model textual data usingtf or
tf-idf document representations�2-normalized ontoS|V |−1 [2].

�2-normalized data can be compared usingcosine distance, which computes similarity in terms
of the directions of their word frequency vectors. Substantial evidence suggests that this type of
directional measure is superior to alternative metrics such as Euclidean distance [18].

Inspired by the success of cosine distance in information retrieval, Banerjeeet al. introduce the
mixture of von Mises-Fisher distributions (movMF) [2]. The movMF model treats each nor-
malized documenttf or tf-idf vector as drawn from a single vMF distribution centered on one
topic mean, selected by a common multinomial distribution. The likelihood of a documentd is
f(d|! ) =

# T
t =1 αt vMF(d|µ t , κt ), where! = (! , µ 1, κ1, . . . , µ T , κT ), ! is the parameterization

of the multinomial over topics, and eachµ andκ parameterizes the vMF distribution for a topic.

Mixture models such as the movMF are strongly connected to classic clustering methods that are
parameterized by cosine distance: when each topic concentrationκ is taken to inÞnity, movMF
becomes equivalent to sphericalk-means [2]. The assumption that each document is associated with
a single topic, however, is quite restrictive. In this paper,SAM is compared against movMF with soft
clustering and shown to perform better in several classiÞcation tasks.

2.2 Latent Dirichlet Allocation

Admixture models such asLatent Dirichlet Allocation (LDA) relax the assumption that documents
are drawn from a single mixture component, but use multinomial distributions rather than vMF dis-
tributions to represent topics [3].LDA is a fully Bayesian extension of probabilistic Latent Semantic
Indexing [13]. Each documentwd maintains a separate multinomial distribution" d over topics.
For each wordwi,d , a topic index zi,d is drawn from" d, and thenwi,d is sampled from the topic
multinomial#zi,d . The generative model is given by

" d|! # Dir(! ), d $ 1 . . . D, (topic proportions)
#t |$ # Dir($), t $ 1 . . . T, (topics)

zi,d |" d # Mult(" d), i $ 1 . . . |wd|, (topic indicators)
wi,d |#zi,d # Mult(#zi,d ), i $ 1 . . . |wd|, (words)

z

DT w

!

"

#

$ w

where! and$ are hyperparameters smoothing the per-document topic distributions and per-topic
word distributions respectively. Unlike mixture models,LDA maintains a separate set of topic pro-
portions for each document, and documents are generated at the word level. Hence, individual topics
need not have high likelihood of generating entire documents. This ßexibility allowsLDA to uncover
more Þne-grained document structure than traditional mixture models.

2

von Mises-Fisher Distribution
In SAM, the multinomial over words in each document is replaced with a drawfrom a von 
Mises-Fisher distribution, defined over the L2 normalized data, i.e. the unit hypersphere:

This paper is divided into six sections: Section 2 covers relevant previous work and background on

topic models, Section 3 introduces SAM and derives the variational approximation, Section 4 gives

experimental results, future work is discussed in Section 5, and Section 6 concludes.

2 Background

2.1 Spherical Mixture Models

In this section and those subsequent, we adopt the terminology of topic models: data consists of

D individual “documents,” where each document is a sequence of “words” from a known vocab-

ulary V . Probabilistic models of text have been built around the multinomial distribution and the

von Mises-Fisher (vMF) distribution [19], and these distributions are associated with different rep-

resentations of textual data. The multinomial distribution is the most straightforward model for

discrete data, and it assigns probabilities to integer vectors of event counts; for textual data, these

vectors are typically raw non-normalized word counts in N|V |
. The vMF distribution instead has

its support on Sd! 1
, the (d ! 1)-dimensional unit hypersphere embedded in Rd

. Its density is

f (x ; µ, ! ) = cd(! ) exp
�
! µ" x

�
, where µ is the mean direction with ||µ|| = 1 , ! " 0 is the con-

centration parameter, cd(! ) = ! d/ 2 ! 1

(2" )d/ 2 Id/ 2 ! 1 (! )
, and Ir(á) is the modified Bessel function of the first

kind and order r [19]. vMF distributions have been previously used to model textual data using tf or

tf-idf document representations "2-normalized onto S|V |! 1
[2].

"2-normalized data can be compared using cosine distance, which computes similarity in terms

of the directions of their word frequency vectors. Substantial evidence suggests that this type of

directional measure is superior to alternative metrics such as Euclidean distance [18].

Inspired by the success of cosine distance in information retrieval, Banerjee et al. introduce the

mixture of von Mises-Fisher distributions (movMF) [2]. The movMF model treats each nor-

malized document tf or tf-idf vector as drawn from a single vMF distribution centered on one

topic mean, selected by a common multinomial distribution. The likelihood of a document d is

f (d|! ) =
�T

t=1 #tvMF(d|µt, ! t), where ! = ( ! ,µ1, ! 1, . . . ,µT , ! T ), ! is the parameterization

of the multinomial over topics, and each µ and ! parameterizes the vMF distribution for a topic.

Mixture models such as the movMF are strongly connected to classic clustering methods that are

parameterized by cosine distance: when each topic concentration ! is taken to infinity, movMF

becomes equivalent to spherical k-means [2]. The assumption that each document is associated with

a single topic, however, is quite restrictive. In this paper, SAM is compared against movMF with soft

clustering and shown to perform better in several classification tasks.

2.2 Latent Dirichlet Allocation

Admixture models such as Latent Dirichlet Allocation (LDA) relax the assumption that documents

are drawn from a single mixture component, but use multinomial distributions rather than vMF dis-

tributions to represent topics [3]. LDA is a fully Bayesian extension of probabilistic Latent Semantic

Indexing [13]. Each document wd maintains a separate multinomial distribution " d over topics.

For each word wi,d, a topic index zi,d is drawn from " d, and then wi,d is sampled from the topic

multinomial #zi,d . The generative model is given by

" d|! # Dir(! ), d $ 1 . . . D, (topic proportions)

#t|$ # Dir($), t $ 1 . . . T, (topics)

zi,d|" d # Mult(" d), i $ 1 . . . |wd|, (topic indicators)

wi,d|#zi,d # Mult(#zi,d ), i $ 1 . . . |wd|, (words)
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where ! and $ are hyperparameters smoothing the per-document topic distributions and per-topic

word distributions respectively. Unlike mixture models, LDA maintains a separate set of topic pro-

portions for each document, and documents are generated at the word level. Hence, individual topics

need not have high likelihood of generating entire documents. This flexibility allows LDA to uncover

more fine-grained document structure than traditional mixture models.
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Figure 1: Negative word frequency correlations learned by SAM on the NIPS corpus. (+) shows the

highest weighted words and (-) shows lowest weighted within each topic. Unlike LDA, SAM is able to

represent words that are anti-correlated with the topic, rather than just unrelated. These correlations

appear meaningful: words related to image processing, for example, are negatively correlated with

words related to reinforcement learning.

3 The Spherical Admixture Model

The Spherical Admixture Model (SAM), developed below, is a topic model for arbitrary ! 2-

normalized data. Like the movMF model, it is built on a probability distribution over documents

parameterized by cosine distance, and capable of taking into account the presence or absence of

words; like LDA, it is an admixture model that allows individual documents to span multiple topics.

However, unlike either model, its topics can represent negative correlations in word frequency (see

Figure 1 for an example from the NIPS dataset).

3.1 Model Definition

SAM is a Bayesian admixture model that operates on normalized vectors on S|V |! 1
. It is not therefore

possible to define the admixture in terms of topic indicators for individual words in each document,

as is done by LDA. SAM instead uses a weighted directional averageto achieve the same goal To

draw a collection of documents in SAM,

1. Draw a set of T topics φ on the unit hypersphere;

2. For each document d, draw topic weights βd from a Dirichlet with hyperparameter α;

3. Draw a document vector vd from a vMF with mean φ̄ = Avg(φ, βd) and concentration " .

Representing the T topics as columns of matrix φ and βd as a column vector, the weighted direc-

tional average
1

is written as: φ̄d
def= Avg(φ, βd) = !" d

" !" d " . The complete generative model for SAM

is given by

µ t |" 0 ! vMF(m, " 0), t " T, (topic means)

φt |µ t , # ! vMF(µ t , #), t " T, (topics)

βd|α ! Dirichlet(α), d " D, (topic proportions)

φ̄d|φ, βd = Avg(φ, βd), d " D, (spherical average)

vd|φ̄d, " ! vMF
�
φ̄d, "

�
, d " D, (documents)

! "
T D

#

$
%

&

v

&
0

where µ is the corpus mean direction, # controls the concentration of topics around µ , the elements

of βd are the mixing proportions for document d, φt is the mean of topic t , and vd is the observed

vector for document d.

Each topic φt is an arbitrary vector on the unit hypersphere S|V |! 1
. Negative entries in a topic mean

vector reduce the frequency of corresponding words in the resulting mean: they express negative

1
(Buss-Fillmore spherical average) Note that this procedure does not yield the vector that minimizes

the weighted sum of geodesic distances to the mean. Buss and Fillmore introduce the spherical average

AvgBF (! , " ) def= arg min q

P
i " idS(! i, q), where dS(p, q) is the geodesic distance between p, q ! Sd

[5].

This definition is desirable, but must be computed iteratively.

3

Model Accuracy (%) different similar outdoor indoor all

LDA 79.3± 1.7 68.5± 2.5 60.9± 2.9 43.6± 2.8 43.4± 1.9
SAM [S] 85± 3.5 74.4± 2.1 68.4± 1.4 50.2± 2.2 50.3± 1.8
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Figure 5: (top) ClassiÞcation accuracy for13-scenewith |V | = 200. (left) Learning curves for all
classes,|V | = 200 and|V | = 1500. (right ) Confusion matrix forSAM on13-scene-full.

the comparative results obtained in this domain can be considered an ablation ofSAMÕs ability to
model the lack of features.

Using 200 visual words, we Þnd thatSAM signiÞcantly outperformsLDA across all scene recognition
tasks (Figure 5); 10% of the data is used for training a Logistic Regression classiÞer. As more
training data is used, the performance ofLDA andSAM converge, indicating thatSAM may perform
better relative toLDA in data sets with high variance. We Þnd that neither topic model signiÞcantly
outperforms a simple bag-of-words representation for|V | = 200; for |V | = 1500, however, both
signiÞcantly outperform bag-of-words. With dense features,SAM provides a smaller beneÞt relative
to LDA, as cosine distance and KL-divergence correspond more closely.

5 Discussion

SAM opens up a new class of admixture models based on spherical distributions, and hence there
are several avenues for future work. First, most extensions toLDA proposed in recent literature can
easily be used withSAM: e.g., modeling inÞnite-capacity [23] or correlated topics [4]. Further-
more as inDCM-LDA [7], SAM can be extended to model word-burstiness explicitly by exploiting
NAGP/vMF conjugacy [21]. Second, although sparse document vectors improve the efÞciency of
the inference methods presented here, the topic vectors themselves are not sparse, leading to storage
overhead that scales inO(|V | áT). Such overhead is undesirable with larger corpora. One possible
solution is a spherical admixture with sparse topic representations (i.e., each topic only spans a sub-
space of the fullS|V |! 1), leading to more efÞcient inference and lower storage overhead. Finally,
it may be more natural to embed the model in thereal projective spaceRP|V | rather thanS|V |! 1,
leading to a more ßexible representation.

This paper has developedSAM, an admixture model suitable for decomposing spherically distributed
data into weighted combinations of component vMF distributions. Unlike previous spherical mix-
tures,SAM is a fully Bayesian admixture model that allows multiple components vMFs to explain
different aspects of the data; unlike previous admixture models,SAM uses directional distributions
that are parameterized by cosine distance and is therefore capable of modeling negative correlations
between features as well as word absence/presence.

Using classiÞcation performance for evaluation,SAM was found to produce more relevant topic fea-
tures than the movMF spherical mixture model andLDA, particularly on data where Þne-grained
topic distinctions are important. Two properties ofSAMÑits use of directional distributions, and
ability to model negative correlationsÑwere found to contribute to its performance. It is an impor-
tant step in improving generative topic models.
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Paragraphs in Il Principe projected onto the eight most 
informative topics using information gain. Paragraphs 
from the concluding italy chapters (red squares) are more 
thematically ambiguous and therefore less separable. 
Lines connect paragraphs sequentially; few lines cross 
between regions, suggesting that these inferred topics 
capture the work's thematic progression.

Dimensionality Reduction Experiments

Spherical Topic Models
Joseph Reisinger, Austin Waters, Bryan Silverthorn, Raymond Mooney

The University of Texas at Austin
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Figure 1: Negative word frequency correlations learned by SAM on the NIPS corpus. (+) shows the

highest weighted words and (-) shows lowest weighted within each topic. Unlike LDA, SAM is able to

represent words that are anti-correlated with the topic, rather than just unrelated. These correlations

appear meaningful: words related to image processing, for example, are negatively correlated with

words related to reinforcement learning.

3 The Spherical Admixture Model

The Spherical Admixture Model (SAM), developed below, is a topic model for arbitrary ! 2-

normalized data. Like the movMF model, it is built on a probability distribution over documents

parameterized by cosine distance, and capable of taking into account the presence or absence of

words; like LDA, it is an admixture model that allows individual documents to span multiple topics.

However, unlike either model, its topics can represent negative correlations in word frequency (see

Figure 1 for an example from the NIPS dataset).

3.1 Model DeÞnition

SAM is a Bayesian admixture model that operates on normalized vectors on S|V |! 1
. It is not therefore

possible to define the admixture in terms of topic indicators for individual words in each document,

as is done by LDA. SAM instead uses a weighted directional average to achieve the same goal To

draw a collection of documents in SAM,

1. Draw a set of T topics ! on the unit hypersphere;

2. For each document d, draw topic weights " d from a Dirichlet with hyperparameter # ;

3. Draw a document vector vd from a vMF with mean ø! = Avg(! , " d) and concentration " .

Representing the T topics as columns of matrix ! and " d as a column vector, the weighted direc-

tional average
1

is written as: ø! d
def= Avg(! , " d) = !" d

" !" d " . The complete generative model for SAM

is given by

µt|" 0 ! vMF(m, " 0), t " T, (topic means)
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where µ is the corpus mean direction, # controls the concentration of topics around µ, the elements

of " d are the mixing proportions for document d, ! t is the mean of topic t , and vd is the observed

vector for document d.

Each topic ! t is an arbitrary vector on the unit hypersphere S|V |! 1
. Negative entries in a topic mean

vector reduce the frequency of corresponding words in the resulting mean: they express negative

1
(Buss-Fillmore spherical average) Note that this procedure does not yield the vector that minimizes

the weighted sum of geodesic distances to the mean. Buss and Fillmore introduce the spherical average

AvgBF (! , " ) def= arg min q

P
i " i dS(! i , q), where dS(p, q) is the geodesic distance between p, q ! Sd

[5].

This definition is desirable, but must be computed iteratively.
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Figure 1: Negative word frequency correlations learned bySAM on the NIPS corpus. (+) shows the
highest weighted words and (-) shows lowest weighted within each topic. UnlikeLDA, SAM is able to
represent words that are anti-correlated with the topic, rather than just unrelated. These correlations
appear meaningful: words related to image processing, for example, are negatively correlated with
words related to reinforcement learning.

3 The Spherical Admixture Model

The Spherical Admixture Model (SAM), developed below, is a topic model for arbitrary! 2-
normalized data. Like the movMF model, it is built on a probability distribution over documents
parameterized by cosine distance, and capable of taking into account the presence or absence of
words; likeLDA, it is an admixture model that allows individual documents to span multiple topics.
However, unlike either model, its topics can represent negative correlations in word frequency (see
Figure 1 for an example from the NIPS dataset).

3.1 Model Definition

SAM is a Bayesian admixture model that operates on normalized vectors onS|V |! 1. It is not therefore
possible to deÞne the admixture in terms of topic indicators for individual words in each document,
as is done byLDA. SAM instead uses aweighted directional averageto achieve the same goal To
draw a collection of documents inSAM,

1. Draw a set ofT topics! on the unit hypersphere;

2. For each documentd, draw topic weights" d from a Dirichlet with hyperparameter# ;

3. Draw a document vectorvd from a vMF with meanø! = Avg(! , " d) and concentration" .

Representing theT topics as columns of matrix! and" d as a column vector, the weighted direc-

tional average1 is written as:ø! d
def= Avg(! , " d) = !" d

" !" d" . The complete generative model forSAM

is given by

µ t |" 0 ! vMF(m, " 0), t " T, (topic means)
! t |µ t , # ! vMF(µ t , #), t " T, (topics)
" d|# ! Dirichlet(# ), d " D, (topic proportions)
ø! d|! , " d = Avg(! , " d), d " D, (spherical average)
vd|ø! d, " ! vMF

! ø! d, "
"

, d " D, (documents)
! "

T D
#

$
%

&

v

&0

whereµ is the corpus mean direction,# controls the concentration of topics aroundµ , the elements
of " d are the mixing proportions for documentd, ! t is the mean of topict, andvd is the observed
vector for documentd.

Each topic! t is an arbitrary vector on the unit hypersphereS|V |! 1. Negative entries in a topic mean
vector reduce the frequency of corresponding words in the resulting mean: they express negative

1(Buss-Fillmore spherical average) Note that this procedure does not yield the vector that minimizes
the weighted sum of geodesic distances to the mean. Buss and Fillmore introduce the spherical average

AvgBF (! , " ) def= arg min q

P
i " idS(! i, q), wheredS(p, q) is the geodesic distance betweenp, q ! Sd [5].

This deÞnition is desirable, but must be computed iteratively.

3

This paper is divided into six sections: Section 2 covers relevant previous work and background on
topic models, Section 3 introducesSAM and derives the variational approximation, Section 4 gives
experimental results, future work is discussed in Section 5, and Section 6 concludes.

2 Background

2.1 Spherical Mixture Models

In this section and those subsequent, we adopt the terminology of topic models: data consists of
D individual Òdocuments,Ó where each document is a sequence of ÒwordsÓ from a known vocab-
ulary V . Probabilistic models of text have been built around the multinomial distribution and the
von Mises-Fisher (vMF) distribution [19], and these distributions are associated with different rep-
resentations of textual data. The multinomial distribution is the most straightforward model for
discrete data, and it assigns probabilities to integer vectors of event counts; for textual data, these
vectors are typically raw non-normalized word counts inN|V | . The vMF distribution instead has
its support onSd−1, the (d ! 1)-dimensional unit hypersphere embedded inRd. Its density is
f (x; µ , ! ) = cd(! ) exp

!
! µ�x

"
, whereµ is the mean direction with||µ || = 1 , ! " 0 is the con-

centration parameter,cd(! ) = ! d/ 2! 1

(2 " )d/ 2I d/ 2! 1( ! ) , andIr (á) is the modiÞed Bessel function of the Þrst
kind and orderr [19]. vMF distributions have been previously used to model textual data usingtf or
tf-idf document representations"2-normalized ontoS|V |−1 [2].

"2-normalized data can be compared usingcosine distance, which computes similarity in terms
of the directions of their word frequency vectors. Substantial evidence suggests that this type of
directional measure is superior to alternative metrics such as Euclidean distance [18].

Inspired by the success of cosine distance in information retrieval, Banerjeeet al. introduce the
mixture of von Mises-Fisher distributions (movMF) [2]. The movMF model treats each nor-
malized documenttf or tf-idf vector as drawn from a single vMF distribution centered on one
topic mean, selected by a common multinomial distribution. The likelihood of a documentd is
f (d|! ) =

# T
t =1 #t vMF(d|µ t , ! t ), where! = ( α, µ 1, ! 1, . . . , µ T , ! T ), α is the parameterization

of the multinomial over topics, and eachµ and! parameterizes the vMF distribution for a topic.

Mixture models such as the movMF are strongly connected to classic clustering methods that are
parameterized by cosine distance: when each topic concentration! is taken to inÞnity, movMF
becomes equivalent to sphericalk-means [2]. The assumption that each document is associated with
a single topic, however, is quite restrictive. In this paper,SAM is compared against movMF with soft
clustering and shown to perform better in several classiÞcation tasks.

2.2 Latent Dirichlet Allocation

Admixture models such asLatent Dirichlet Allocation (LDA) relax the assumption that documents
are drawn from a single mixture component, but use multinomial distributions rather than vMF dis-
tributions to represent topics [3].LDA is a fully Bayesian extension of probabilistic Latent Semantic
Indexing [13]. Each documentwd maintains a separate multinomial distributionβd over topics.
For each wordwi,d , a topic index zi,d is drawn fromβd, and thenwi,d is sampled from the topic
multinomialθzi,d . The generative model is given by

βd|α # Dir(α), d $ 1 . . . D, (topic proportions)
θt |η # Dir(η), t $ 1 . . . T, (topics)

zi,d |βd # Mult(βd), i $ 1 . . . |wd|, (topic indicators)
wi,d |θzi,d # Mult(θzi,d ), i $ 1 . . . |wd|, (words)

z
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#
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whereα andη are hyperparameters smoothing the per-document topic distributions and per-topic
word distributions respectively. Unlike mixture models,LDA maintains a separate set of topic pro-
portions for each document, and documents are generated at the word level. Hence, individual topics
need not have high likelihood of generating entire documents. This ßexibility allowsLDA to uncover
more Þne-grained document structure than traditional mixture models.
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Model Accuracy (%)
different similar same

Bag-of-words 75.1± 3.2 68.7± 2.1 57.2± 2.6
LDA 75.1± 2.4 67.5± 1.3 52.2± 5.7
movMF 65.3± 0.8 62.0± 3.2 49.1± 0.4
MH SAM [S] 80.9± 1.1 69.5± 1.3 62.2± 1.6
VEM SAM [S+] 72.0± 1.3 69.6± 0.9 62.2± 0.5
VEM SAM [S] 80.2± 1.0 72.4± 0.9 65.5± 0.4

a = sci.space

BoW LDA SAM

b = rec.sport.baseball

c = alt.atheism

a b c a b c a b c

a = talk.politics.guns

b = talk.politics.mideast

c = talk.politics.misc

a = comp.graphics

b = comp.os.ms-windows.misc

c = comp.windows.x
0.0

1.0

Figure 2: (left) ClassiÞcation performance and standard deviations on the threenews-20tasks.
SAM topic proportions make better features, particularly in more difÞcult domains. (left) Confusion
matrices for each feature set (bag-of-words,LDA, and VEMSAM) and task.

4.1 CMU 20 Newsgroups

This section evaluates using the learned topic proportions! as features for classiÞcation in the
CMU news-20data set. Each news post is treated as a document and labeled with its news-
group. Following Banerjee and Basu [1], three subsets ofnews-20are used for evaluation: (1)
news-20-different, posts from three unrelated groups (rec.sport.baseball, sci.space and alt.atheism),
(2) news-20-similar, posts from more similar groups (rec.sport.baseball, talk.politics.guns and
talk.politics.misc), and (3)news-20-same, posts from highly related groups (comp.os.ms-
windows.misc, comp.windows.x and comp.graphics). These domains span corpora with varying
degrees of subject similarity, making it possible to measure how wellSAM andLDA identify mean-
ingful topics that capture Þne-grained semantic structure. Unlike Banerjee and Basu, we evaluate
models based on their use as features for classiÞcation, using raw bag-of-words count features as
the baseline.

In all experiments here and in subsequent sections,LDA is run with! = 0 .1 and" optimized using a
hybrid Gibbs-EM empirical Bayes procedure. VEMSAM uses# = 1500, andL 2-normalizedtf doc-
ument representations. A simple Adaptive Metropolis-Hastings sampler forSAM is also evaluated,
with ! = " = 0 .1.3 The total number of topics is Þxed at 50.4 Unless otherwise noted, all results
reported use Logistic Regression with a ridge estimator [16] and use 10! 10-fold cross-validation.

Figure 2 summarizes the experimental results. In general,SAM with unrestricted topics Þnds bet-
ter features than the other models. The absolute difference in performance betweenSAM andLDA
increases as the domain becomes more semantically tight (20% reduction in relative error fornews-
20-different; 27.8% reduction fornews-20-same), indicating thatSAM Þnds more meaningful dis-
tinctions between Þner-grained topics.5 Similar results for the bag-of-words representation indicate
that relying on single-word features becomes less accurate relative toSAM as the corpus becomes
more semantically tight. The differences betweenSAM [S+ ] and SAM [S] highlight the utility of
allowing topics to encode negative correlations between terms, and the differences betweenSAM [S]
andLDA suggest that generative models based on vMF distributions are a better match for text than
multinomial models. Finally, since the Adaptive MH and VEM versions ofSAM were run using the
same convergence criterion, the results indicate that the approximations made in VEMSAM do not
signiÞcantly affect performance, despite the fact that MH sampling takes signiÞcantly longer.

4.2 Detecting Thematic Shifts inIl Principe

Both SAM and LDA perform well when the corpus covers a wide variety of topics. To illustrate
their differences, it is therefore most instructive to compare then in classiÞcation tasks where small
semantic distinctions are important. In this section we perform supervised textual segmentation

3(Adaptive Metropolis-Hastings)With reasonable approximations of the Bessel function [8], Metropolis-
Hastings (MH) algorithm [10] can be used to generate conditional samples fromSAM. Careful selection of the
proposal distribution and adaptation of the mixture parameters can improve its efÞciency [11]. One reasonable
proposal distribution forφt is N (φt , diag(σ)) , with draws renormalized onto the unit hypersphere.

4Accuracy increases withT , but the main results here do not change signiÞcantly forT > 50.
5(ClassiÞcation robustness)The results do not change signiÞcantly when replacing Logistic Regression

with either Sequential Minimal Optimization [22] or Naive Bayes; implementations from Weka [24].
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Model Accuracy (%)
Overall prin. war cond. italy

Bag-of-words 57.9± 3.4 60.5 71.3 55.3 45.1
LDA 57.3± 3.0 59.4 63.9 58.1 34.9
movMF 49.6± 8.3 47.6 11.7 55.8 0.0
MH SAM [S+ ] 46.1± 6.9 46.5 31.8 54.4 8.3
MH SAM [S] 59.4± 5.4 60.9 51.7 64.8 31.4
VEM SAM [S+ ] 58.7± 0.6 64.9 71.1 60.8 13.9
VEM SAM [S] 65.2± 0.3 71.3 65.1 62.5 50.6

Figure 3: (left) Logistic regression accuracy using inferred features on the four-classIl Principe
thematic shift detection task.SAM infers signiÞcantly better features overall. (right ) Paragraphs
in Il Principe projected onto the eight most informative topics using information gain. Paragraphs
from the concludingitaly chapters (red squares) are more thematically ambiguous and therefore less
separable. Lines connect paragraphs sequentially; few lines cross between regions, suggesting that
these inferred topics capture the workÕs thematic progression.

(identifying thematic shiftsin discourse; cf. [12]) on Niccolò MachiavelliÕsIl Principe. Since the
book is short, singly-authored, and thematically tight, topics must be Þne-grained to be helpful. For
training the topic models, documents are taken to be individual paragraphs of text. For classiÞcation,
each paragraph is assigned one of four labels corresponding to the main themes of the book: (1) the
types ofprincipalities (chaptersI-XI ), (2) the types ofarmies (chaptersXII -XIV ), (3) the character
andconduct of Princes (chaptersXV-XXIII ), and (4) the current political situation inItaly (circa
1505; chaptersXXIV -XXVI ). This split yields a challenging 4-way classiÞcation problem.6

SAM [S] again discovers the best features in all settings tested;SAM signiÞcantly outperformsLDA
and movMF, cutting relative classiÞcation error by by 18.5% (Figure 3). Broken down by class,
SAM sees the largest relative reductions in error foritaly, the most thematically ambiguous section.
SAM [S] also outperformsSAM [S+ ] by a slim but signiÞcant margin, again highlighting the utility
of representing negative correlations among words. The number of topics chosen has a large impact
on performance forT < 50, but performance is relatively stable forT > 50. Hence selectingT
using a nonparametric prior over the number of clusters may be justiÞable [23].

4.3 13 Natural Scene Categories
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Histograms of document frequency

principe
news-20-different
13-scene w=200

13-scene w=1500

Figure 4: Histograms showing the num-
ber of terms with a given document fre-
quency;13-sceneis signiÞcantly more
dense in terms of vocabulary coverage
than the textual domains.

We divide the full 13 class visual scene recognition
task (13-scene-full) proposed in [9] into four separate
4-class problems:13-scene-different(including livin-
groom, MITstreet, CALsuburb, and MITopencountry),
13-scene-similar(MITinsidecity, MITstreet, CALsuburb,
MITtallbuilding), 13-scene-outdoor(MITcoast, MITfor-
est, MITmountain, MITopencountry), 13-scene-indoor
(bedroom, kitchen, livingroom, PARofÞce), ordered by
their classiÞcation difÞculty. We follow Fei-Fei and Per-
onaÕs preprocessing steps, performing dense sampling
of patches, computing 128-dimensional SIFT descrip-
tors and then clustering the descriptors using sphericalk-
means. The resulting clusters are treated asvisual words,
and each image is represented by its visual word counts.
Note that despite the fact that a similar bag-of-words rep-
resentation is employed in this task, it differs fundamen-
tally from the previous tasks in terms of sparsity: Figure
4 indicates that most visual words tend to occur in most
scenes, leading to denser document representations. Thus

6(Il Principe dataset)The base text is the original Italian version, converted to lowercase with stopwords
removed. A total of 128 paragraphs are extracted; 39.8% are labeledprincipalities, 37.5% are labeledconduct,
12.5%armiesand 9.3%italy.
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Abstract
We introduce the Spherical Admixture Model (SAM), an efficient Bayesian topic model for 
arbitrary L2 normalized data. SAM maintains the same hierarchical structure as Latent 
Dirichlet Allocation (LDA), but models documents as points on a high-dimensional 
spherical manifold, allowing a natural likelihood parameterization in terms of cosine 
distance. Furthermore, S AM is capable of representing negative correlations in word-
frequency and word presence/absence, unlike previous models. Performance is evaluated 
empirically across several disparate classification tasks, from natural language processing 
and computer vision. 

Latent Dirichlet Allocation

Spherical Admixture Model

This paper is divided into six sections: Section 2 covers relevant previous work and background on
topic models, Section 3 introducesSAM and derives the variational approximation, Section 4 gives
experimental results, future work is discussed in Section 5, and Section 6 concludes.

2 Background

2.1 Spherical Mixture Models

In this section and those subsequent, we adopt the terminology of topic models: data consists of
D individual Òdocuments,Ó where each document is a sequence of ÒwordsÓ from a known vocab-
ulary V . Probabilistic models of text have been built around the multinomial distribution and the
von Mises-Fisher (vMF) distribution [19], and these distributions are associated with different rep-
resentations of textual data. The multinomial distribution is the most straightforward model for
discrete data, and it assigns probabilities to integer vectors of event counts; for textual data, these
vectors are typically raw non-normalized word counts inN|V | . The vMF distribution instead has
its support onSd−1, the (d ! 1)-dimensional unit hypersphere embedded inRd. Its density is
f(x ; µ , ! ) = cd(! ) exp

�
! µ�x

�
, whereµ is the mean direction with||µ || = 1, ! " 0 is the con-

centration parameter,cd(! ) = ! d/ 2 ! 1

(2" )d/ 2 I d/ 2 ! 1 (! )
, andIr (á) is the modiÞed Bessel function of the Þrst

kind and orderr [19]. vMF distributions have been previously used to model textual data usingtf or
tf-idf document representations"2-normalized ontoS|V |−1 [2].

"2-normalized data can be compared usingcosine distance, which computes similarity in terms
of the directions of their word frequency vectors. Substantial evidence suggests that this type of
directional measure is superior to alternative metrics such as Euclidean distance [18].

Inspired by the success of cosine distance in information retrieval, Banerjeeet al. introduce the
mixture of von Mises-Fisher distributions (movMF) [2]. The movMF model treats each nor-
malized documenttf or tf-idf vector as drawn from a single vMF distribution centered on one
topic mean, selected by a common multinomial distribution. The likelihood of a documentd is
f(d|! ) =

�T
t=1 #t vMF(d|µ t , ! t ), where! = (! , µ 1, ! 1, . . . , µ T , ! T ), ! is the parameterization

of the multinomial over topics, and eachµ and! parameterizes the vMF distribution for a topic.

Mixture models such as the movMF are strongly connected to classic clustering methods that are
parameterized by cosine distance: when each topic concentration! is taken to inÞnity, movMF
becomes equivalent to sphericalk-means [2]. The assumption that each document is associated with
a single topic, however, is quite restrictive. In this paper,SAM is compared against movMF with soft
clustering and shown to perform better in several classiÞcation tasks.

2.2 Latent Dirichlet Allocation

Admixture models such asLatent Dirichlet Allocation (LDA) relax the assumption that documents
are drawn from a single mixture component, but use multinomial distributions rather than vMF dis-
tributions to represent topics [3].LDA is a fully Bayesian extension of probabilistic Latent Semantic
Indexing [13]. Each documentwd maintains a separate multinomial distribution" d over topics.
For each wordwi,d , a topic index zi,d is drawn from" d, and thenwi,d is sampled from the topic
multinomial#zi,d . The generative model is given by

" d|! # Dir(! ), d $ 1 . . . D, (topic proportions)
#t |$ # Dir($), t $ 1 . . . T, (topics)

zi,d |" d # Mult(" d), i $ 1 . . . |wd|, (topic indicators)
wi,d |#zi,d # Mult(#zi,d ), i $ 1 . . . |wd|, (words)
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where! and$ are hyperparameters smoothing the per-document topic distributions and per-topic
word distributions respectively. Unlike mixture models,LDA maintains a separate set of topic pro-
portions for each document, and documents are generated at the word level. Hence, individual topics
need not have high likelihood of generating entire documents. This ßexibility allowsLDA to uncover
more Þne-grained document structure than traditional mixture models.

2

von Mises-Fisher Distribution
In SAM, the multinomial over words in each document is replaced with a drawfrom a von 
Mises-Fisher distribution, defined over the L2 normalized data, i.e. the unit hypersphere:

This paper is divided into six sections: Section 2 covers relevant previous work and background on
topic models, Section 3 introducesSAM and derives the variational approximation, Section 4 gives
experimental results, future work is discussed in Section 5, and Section 6 concludes.

2 Background

2.1 Spherical Mixture Models

In this section and those subsequent, we adopt the terminology of topic models: data consists of
D individual Òdocuments,Ó where each document is a sequence of ÒwordsÓ from a known vocab-
ulary V . Probabilistic models of text have been built around the multinomial distribution and the
von Mises-Fisher (vMF) distribution [19], and these distributions are associated with different rep-
resentations of textual data. The multinomial distribution is the most straightforward model for
discrete data, and it assigns probabilities to integer vectors of event counts; for textual data, these
vectors are typically raw non-normalized word counts inN|V |. The vMF distribution instead has
its support onSd! 1, the (d ! 1)-dimensional unit hypersphere embedded inRd. Its density is
f (x ; µ, ! ) = cd(! ) exp

!
! µ" x

"
, whereµ is the mean direction with||µ|| = 1 , ! " 0 is the con-

centration parameter,cd(! ) = ! d/ 2 ! 1

(2 " )d/ 2 I d/ 2 ! 1 ( ! ) , andI r (á) is the modiÞed Bessel function of the Þrst
kind and orderr [19]. vMF distributions have been previously used to model textual data usingtf or
tf-idf document representations"2-normalized ontoS|V |! 1 [2].

"2-normalized data can be compared usingcosine distance, which computes similarity in terms
of the directionsof their word frequency vectors. Substantial evidence suggests that this type of
directional measure is superior to alternative metrics such as Euclidean distance [18].

Inspired by the success of cosine distance in information retrieval, Banerjeeet al. introduce the
mixture of von Mises-Fisherdistributions (movMF) [2]. The movMF model treats each nor-
malized documenttf or tf-idf vector as drawn from a single vMF distribution centered on one
topic mean, selected by a common multinomial distribution. The likelihood of a documentd is
f (d|! ) =

# T
t =1 #t vMF(d|µt , ! t ), where! = ( ! , µ1, ! 1, . . . , µT , ! T ), ! is the parameterization

of the multinomial over topics, and eachµ and! parameterizes the vMF distribution for a topic.

Mixture models such as the movMF are strongly connected to classic clustering methods that are
parameterized by cosine distance: when each topic concentration! is taken to inÞnity, movMF
becomes equivalent to sphericalk-means [2]. The assumption that each document is associated with
a single topic, however, is quite restrictive. In this paper,SAM is compared against movMF with soft
clustering and shown to perform better in several classiÞcation tasks.

2.2 Latent Dirichlet Allocation

Admixture models such asLatent Dirichlet Allocation(LDA) relax the assumption that documents
are drawn from a single mixture component, but use multinomial distributions rather than vMF dis-
tributions to represent topics [3].LDA is a fully Bayesian extension of probabilistic Latent Semantic
Indexing [13]. Each documentwd maintains a separate multinomial distribution" d over topics.
For each wordwi,d , a topic indexzi,d is drawn from" d, and thenwi,d is sampled from the topic
multinomial#zi,d . The generative model is given by

" d|! # Dir(! ), d $ 1. . . D, (topic proportions)
#t |$ # Dir($), t $ 1. . . T, (topics)

zi,d |" d # Mult(" d), i $ 1. . . |wd|, (topic indicators)
wi,d |#zi,d # Mult(#zi,d ), i $ 1. . . |wd|, (words)
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where! and$ are hyperparameters smoothing the per-document topic distributions and per-topic
word distributions respectively. Unlike mixture models,LDA maintains a separate set of topic pro-
portions for each document, and documents are generated at the word level. Hence, individual topics
need not have high likelihood of generating entire documents. This ßexibility allowsLDA to uncover
more Þne-grained document structure than traditional mixture models.

2

1 2 3
(+) (-) (+) (-) (+) (-)
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Figure 1: Negative word frequency correlations learned bySAM on the NIPS corpus. (+) shows the
highest weighted words and (-) shows lowest weighted within each topic. UnlikeLDA, SAM is able to
represent words that are anti-correlated with the topic, rather than just unrelated. These correlations
appear meaningful: words related to image processing, for example, are negatively correlated with
words related to reinforcement learning.

3 The Spherical Admixture Model

The Spherical Admixture Model (SAM), developed below, is a topic model for arbitrary! 2-
normalized data. Like the movMF model, it is built on a probability distribution over documents
parameterized by cosine distance, and capable of taking into account the presence or absence of
words; likeLDA, it is an admixture model that allows individual documents to span multiple topics.
However, unlike either model, its topics can represent negative correlations in word frequency (see
Figure 1 for an example from the NIPS dataset).

3.1 Model DeÞnition

SAM is a Bayesian admixture model that operates on normalized vectors onS|V |−1. It is not therefore
possible to deÞne the admixture in terms of topic indicators for individual words in each document,
as is done byLDA. SAM instead uses aweighted directional average to achieve the same goal To
draw a collection of documents inSAM,

1. Draw a set ofT topicsφ on the unit hypersphere;

2. For each documentd, draw topic weightsβd from a Dirichlet with hyperparameterα;

3. Draw a document vectorvd from a vMF with meanøφ = Avg(φ, βd) and concentration" .

Representing theT topics as columns of matrixφ andβd as a column vector, the weighted direc-

tional average1 is written as:øφd
def= Avg(φ, βd) = !" d

�!" d �
. The complete generative model forSAM

is given by

µt |" 0 ! vMF(m, " 0), t " T, (topic means)
φt |µt , # ! vMF(µt , #), t " T, (topics)
βd|α ! Dirichlet(α), d " D, (topic proportions)
øφd|φ, βd = Avg(φ, βd), d " D, (spherical average)
vd|øφd, " ! vMF

! øφd, "
"

, d " D, (documents)
! "

T D
#

$
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whereµ is the corpus mean direction,# controls the concentration of topics aroundµ, the elements
of βd are the mixing proportions for documentd, φt is the mean of topict, andvd is the observed
vector for documentd.

Each topicφt is an arbitrary vector on the unit hypersphereS|V |−1. Negative entries in a topic mean
vector reduce the frequency of corresponding words in the resulting mean: they express negative

1(Buss-Fillmore spherical average) Note that this procedure does not yield the vector that minimizes
the weighted sum of geodesic distances to the mean. Buss and Fillmore introduce the spherical average

AvgBF (! , " ) def= arg min q

P
i " idS(! i, q), wheredS(p, q) is the geodesic distance betweenp, q ! Sd [5].

This deÞnition is desirable, but must be computed iteratively.
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Model Accuracy (%) different similar outdoor indoor all

LDA 79.3± 1.7 68.5± 2.5 60.9± 2.9 43.6± 2.8 43.4± 1.9
SAM [S] 85± 3.5 74.4± 2.1 68.4± 1.4 50.2± 2.2 50.3± 1.8
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Figure 5: (top) ClassiÞcation accuracy for13-scenewith |V | = 200. (left) Learning curves for all
classes,|V | = 200 and|V | = 1500. (right ) Confusion matrix forSAM on13-scene-full.

the comparative results obtained in this domain can be considered an ablation ofSAMÕs ability to
model the lack of features.

Using 200 visual words, we Þnd thatSAM signiÞcantly outperformsLDA across all scene recognition
tasks (Figure 5); 10% of the data is used for training a Logistic Regression classiÞer. As more
training data is used, the performance ofLDA andSAM converge, indicating thatSAM may perform
better relative toLDA in data sets with high variance. We Þnd that neither topic model signiÞcantly
outperforms a simple bag-of-words representation for|V | = 200; for |V | = 1500, however, both
signiÞcantly outperform bag-of-words. With dense features,SAM provides a smaller beneÞt relative
to LDA, as cosine distance and KL-divergence correspond more closely.

5 Discussion

SAM opens up a new class of admixture models based on spherical distributions, and hence there
are several avenues for future work. First, most extensions toLDA proposed in recent literature can
easily be used withSAM: e.g., modeling inÞnite-capacity [23] or correlated topics [4]. Further-
more as inDCM-LDA [7], SAM can be extended to model word-burstiness explicitly by exploiting
NAGP/vMF conjugacy [21]. Second, although sparse document vectors improve the efÞciency of
the inference methods presented here, the topic vectors themselves are not sparse, leading to storage
overhead that scales inO(|V | áT). Such overhead is undesirable with larger corpora. One possible
solution is a spherical admixture with sparse topic representations (i.e., each topic only spans a sub-
space of the fullS|V |! 1), leading to more efÞcient inference and lower storage overhead. Finally,
it may be more natural to embed the model in thereal projective spaceRP|V | rather thanS|V |! 1,
leading to a more ßexible representation.

This paper has developedSAM, an admixture model suitable for decomposing spherically distributed
data into weighted combinations of component vMF distributions. Unlike previous spherical mix-
tures,SAM is a fully Bayesian admixture model that allows multiple components vMFs to explain
different aspects of the data; unlike previous admixture models,SAM uses directional distributions
that are parameterized by cosine distance and is therefore capable of modeling negative correlations
between features as well as word absence/presence.

Using classiÞcation performance for evaluation,SAM was found to produce more relevant topic fea-
tures than the movMF spherical mixture model andLDA, particularly on data where Þne-grained
topic distinctions are important. Two properties ofSAMÑits use of directional distributions, and
ability to model negative correlationsÑwere found to contribute to its performance. It is an impor-
tant step in improving generative topic models.
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(left) Classification performance and standard deviations on the three news-20 tasks. SAM topic 
proportions make better features, particularly in more difficult domains. (right) Confusion matrices 
for each feature set (bag-of-words, LDA, and VEM SAM) and task.
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where the derivatives ofSd are

dSd
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Unlike the variational topics and topic proportions, the variational topic means÷mt have a simple
closed-form update rule. The gradient of (1) with respect to each÷mt is

# ÷mt L = $0AV ($0)m + AV (#)AV ($0)#÷µt + 2%÷mt

where % is a Lagrange multiplier used to enforce the constraint that÷mt must have unit&2
norm. Setting the gradient to zero and solving, we attain the closed-form update rule÷mt $
($0m + AV (#)#÷µt). Update rules for the model hyperparameters can be derived using a process
very similar to that above; we omit them here for lack of space.

3.3 Discussion

Intuitively, the main difference betweenSAM and movMF is that the topics themselves are combined,
rather than the topic (cluster) likelihoods. Thus, it is no longer necessary for each topic to ÒexplainÓ
the entire variance of the document. In practice, this difference leads to more semantically coherent
topics [3]. UnlikeLDA, SAM effectively treats documents asdense vectors in the vocabulary space,
allowing feature absence to be meaningful to the model. Note that in practice, however, onlyφ and
µ must be dense vectors;v can be kept sparse, signiÞcantly improving memory efÞciency.

4 Experiments

SAMÕs performance relative toLDA and movMF is evaluated empirically on three real-world tasks:
classifying Usenet posts from the CMUnews-20 collection, detecting thematic shifts in the Italian
text of Niccol̀o MachiavelliÕsIl Principe, and classifying natural scenes in the13-scene database
[9]. We evaluate four basic models:

¥ LDA Ð The Latent Dirichlet Allocation model, outlined in Section 2.2.2

¥ movMF Ð The mixture of von-Mises Fisher clustering algorithm with soft assignments [2].

¥ SAM [S] ÐSAM with topic means inS|V |" 1.

¥ SAM [S+ ] ÐSAM with topics and spherical combinations restricted to the positive orthant
of the unit hypersphere; ablating the ability to model negative correlations between words.

Quantitative evaluation measures common in clustering, such as normalized mutual information [1],
are inappropriate in topic modeling because inferred topics do not necessarily correspond to pure
partitions of the document collection.

Instead, ourin-vivo evaluations focus on classiÞer accuracy when using topic model features, as we
believe this represents a more common use case (cf. [3]); as we are primarily interested inSAMÕs
performance as agenerative model, we do not compare to, e.g., discriminativeLDA [15].

2Collapsed Gibbs sampler with full hyperparameter estimation, implemented in HBC [6].
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Negative word featureslearned by SAM on the NIPS corpus. (+) shows the highest 
weighted words and (-) shows lowest weighted within each topic. Unlike LDA, SAM is 
able to represent words that are anti-correlated with the topic, rather than just unrelated. 
These correlations appear meaningful: words related to image processing, for example, are 
negatively correlated with words related to reinforcement learning.
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Figure 1: Negative word frequency correlations learned by SAM on the NIPS corpus. (+) shows the

highest weighted words and (-) shows lowest weighted within each topic. Unlike LDA, SAM is able to

represent words that are anti-correlated with the topic, rather than just unrelated. These correlations

appear meaningful: words related to image processing, for example, are negatively correlated with

words related to reinforcement learning.

3 The Spherical Admixture Model

The Spherical Admixture Model (SAM), developed below, is a topic model for arbitrary ! 2-

normalized data. Like the movMF model, it is built on a probability distribution over documents

parameterized by cosine distance, and capable of taking into account the presence or absence of

words; like LDA, it is an admixture model that allows individual documents to span multiple topics.

However, unlike either model, its topics can represent negative correlations in word frequency (see

Figure 1 for an example from the NIPS dataset).

3.1 Model Definition

SAM is a Bayesian admixture model that operates on normalized vectors on S|V |−1
. It is not therefore

possible to define the admixture in terms of topic indicators for individual words in each document,

as is done by LDA. SAM instead uses a weighted directional averageto achieve the same goal To

draw a collection of documents in SAM,

1. Draw a set of T topics φ on the unit hypersphere;

2. For each document d, draw topic weights βd from a Dirichlet with hyperparameter α;

3. Draw a document vector vd from a vMF with mean øφ = Avg(φ, βd) and concentration " .

Representing the T topics as columns of matrix φ and βd as a column vector, the weighted direc-

tional average
1

is written as: øφd
def= Avg(φ, βd) = !" d

�!" d�
. The complete generative model for SAM

is given by

µ t|" 0 ! vMF(m, " 0), t " T, (topic means)

φt|µ t, # ! vMF(µ t, #), t " T, (topics)

βd|α ! Dirichlet(α), d " D, (topic proportions)

øφd|φ, βd = Avg(φ, βd), d " D, (spherical average)

vd|øφd, " ! vMF
! øφd, "

"
, d " D, (documents)

! "
T D

#

$
%

&

v

&0

where µ is the corpus mean direction, # controls the concentration of topics around µ , the elements

of βd are the mixing proportions for document d, φt is the mean of topic t , and vd is the observed

vector for document d.

Each topic φt is an arbitrary vector on the unit hypersphere S|V |−1
. Negative entries in a topic mean

vector reduce the frequency of corresponding words in the resulting mean: they express negative

1
(Buss-Fillmore spherical average) Note that this procedure does not yield the vector that minimizes

the weighted sum of geodesic distances to the mean. Buss and Fillmore introduce the spherical average

AvgBF (! , " ) def= arg min q

P
i " i dS(! i , q), where dS(p, q) is the geodesic distance between p, q ! Sd

[?].

This definition is desirable, but must be computed iteratively.
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