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The State of the Art
Towards a Unified Framework

An Algorithm to Solve Any Problem?

The Reinforcement Learning Problem
How should an agent in an unknown environment choose
actions to maximize future rewards?

Very broad problem statement
Surprisingly simple solution: Q-learning (Watkins, 1989)
Two decades of research into more efficient learning
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The State of the Art
Towards a Unified Framework

Progress in Diverse Directions

Branches of RL Research
Function approximation
Hierarchical RL
Optimal exploration
Model-based RL

Key Questions
What is the state of the art?
How do these innovations interact?
Can these innovations be fruitfully combined?
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Points of Divergence

Common mathematical foundations
Formalism Markov Decision Processes

Theory Bellman equations
Emerging common evaluation frameworks

RL Glue: a standard interface for agents
RL Library: a collection of RL Glue agents

Idiosyncratic algorithm architectures
Most algorithms given in raw pseudocode

Permits any potential innovation
Too low-level to encourage integration

Programming from scratch versus API programming
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Our Contributions

1 A framework for model-based reinforcement learning
For algorithms that build models of the environment
Casts algorithmic innovations as model transformations
Combines innovations by composing transformations

2 A model-based algorithm that incorporates:
Optimistic exploration
Function approximation
Hierarchical decomposition
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Foundation: The Value Function

Core Computation
For a given policy, for each state, estimate the expected
cumulative reward, V : S → R.

The Bellman Equation

V = π(R + PV )

S RValue Function
V
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Core Computation
For a given policy, for each state, estimate the expected
cumulative reward, V : S → R.

The Bellman Equation

V = π(R + PV )
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Learning the Value Function

Planning Compute optimal π given known model R, P
Model-Free RL Learn values Q = R + PV directly from data.

Model-Based RL Learn model R, P directly from data, and
apply planning.

V

Reward

Trans.

R

P

S Policy R
SA

Sπ
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Planning Compute optimal π given known model R, P
Model-Free RL Learn values Q = R + PV directly from data.

Model-Based RL Learn model R, P directly from data, and
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The Basic Model-Based Algorithm

Planning

Model

and Policy
Value Function

Data

Learning 1 Estimate model R, P from data
2 Plan using model: R, P
3 Execute an action according to plan π

4 Update data
5 Goto step 1
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Function Approximation

For large state spaces, not every value can be computed.
Averagers (Gordon, 1995) approximate a state value as a
weighted average of the values of a fixed sample X ⊂ S.
Averagers are stable because the resulting equation is still
a Bellman equation, for some other model.

S

S Policy R

π SA

P
Trans.

R
Reward

V
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For large state spaces, not every value can be computed.
Averagers (Gordon, 1995) approximate a state value as a
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Optimistic Exploration

For efficient learning, agents must explore unvisited states.
R-MAX (Brafman and Tennenholtz, 2002) assumes an
optimistic value for unknown states.
Planning with the resulting model implicitly explores or
exploits.

SAS R
π R

P V
S
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Optimistic Exploration

For efficient learning, agents must explore unvisited states.
R-MAX (Brafman and Tennenholtz, 2002) assumes an
optimistic value for unknown states.
Planning with the resulting model implicitly explores or
exploits.
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Hierarchical Decomposition

To exploit structure, agents can learn hierarchical policies.
Tasks can have subtasks and goal states and rewards.
Recursively compute subtask rewards as value functions!
MAXQ (Dietterich, 2000) learns C = PV directly.
R-MAXQ (Jong and Stone, 2008) recursively computes P.

...north south east west pickupA

Root
...

south

GatherA
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Root
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Model Generators and Model Operators

Planning

Model

and Policy
Value Function

Data

Learning

1 Estimate model from data
2 Plan using model
3 Execute an action according to plan
4 Update data
5 Goto step 1

Model Generator Mapping from data to action model
Model Operator Mapping from model to model
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The Fitted R-MAXQ Algorithm

Model Operators

MDP model

Action

Task

Single−action model

Data

Single−action model

MDP model

Single−action model

Model Generator

Model Operators

Planning

Tasks
Compute value function and terminal
state distribution
Applying task-goal model operator
And value-approximation operator
To MDP formed from child actions

Primitive Actions
Apply exploration model operator
To action model fitted from data
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A Resource-Gathering Domain
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Simulated Robot’s Task
Gather each of n resources
Navigate around danger zones

n + 2 State Variables
Boolean flag for each resource: A, B, . . .

x and y coordinates

n + 4 Actions
north, south, east, west change x and y
pickupA sets flag A if near resource A, etc.
Actions cost −1 generally but up to −40 in “puddles”
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Synergies Among Components
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Function approximation allows Fitted R-MAX to outperform R-MAX.

Hierarchical decomposition allows R-MAXQ to outperform R-MAX.

These two ideas synergize in Fitted R-MAXQ!
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An Example of Interaction Between Components
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From s, explore unknown state in
puddle or exploit known solution?

Without Hierarchy
Optimism about the unknown effects
of pickupD at x outweighs value of
known solution, V π(s) > V π(s).

With Hierarchy
Value of pickupD at x less than value
of known solution in the context of
GatherD, V πGatherD

(s) < V πGatherD
(s).
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Summary

A framework built around composing model
transformations permits the unification of noteworthy RL
algorithms.
The Fitted R-MAXQ algorithm effectively combines
model-based optimistic exploration, function
approximation, and hierarchical decomposition.

Outlook
Investigation into synergies among ideas in RL
Development of practical toolbox for RL algorithms
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