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1. Introduction  
The question addressed by this study is whether or not a specific artificial 

evolution algorithm is capable of causing improvement over time within a population of 
solutions to a complex multi-objective control problem. The algorithm in question is 
Non-dominated Sorting Genetic Algorithm II  (Deb et al), and the task is a 
pursuit/avoidance task. Both are described in greater detail below. 

In order to test for improvement within the population of solutions produced by 
NSGA-II, the parent populations of every 50th generation generated by the evolutionary 
algorithm will be compared. Populations will be compared in terms of fitness scores 
obtained by each individual. These fitness scores are pertinent to the control task, and are 
described in greater detail below. 

The algorithm will be run for 300 generations, thus producing 7 populations to 
compare (generations 0, 50, 100, 150, 200, 250 and 300). A sample from each population 
produced, except the last, will be directly compared to a sample from the next population 
produced using independent samples z-tests for each fitness objective. The sample from 
the first population will also be compared to the last popu�O�D�W�L�R�Q�¶�V���V�D�P�S�O�H���X�V�L�Q�J���]-tests. 
Any results from these tests will be cross checked against the results from ANOVA on 
the same samples. ANOVA will also provide additional insight into the differences 
between other samples, should any exist. 
 Before providing details of the statistical analysis, we fully describe the 
populations being studied (Section 2), the variables being studied (Section 3), sampling 
information (Section 4), and hypotheses concerning the question being studied (Section 
5). We then provide descriptive statistics summarizing the data from each sample studied 
(Section 6), results of the statistical tests (Section 7), analysis and interpretation of the 
results (Section 8), and finally the conclusion (Section 9). This is followed by an 
appendix containing all raw scores gathered. 
 
2. Populations Generated by NSGA-II  

The populations under study exist within a simulated 3D world consisting of a flat 
plane. Every individual in a population is capable of moving along the plane in the 3D 
world. These individuals are incapable of noticing or physically interacting with each 
other. The only object they can interact with is a unique object known as the focus. The 
individuals of every population are evaluated in several trials. In each trial they start at a 
random position between 10 and 15 distance units away from the focus. In half of the 
trials the focus is a source of pain, and inflicts damage on any individual for each time the 
individual comes in contact with the focus. If too much damage is received, the 
individual dies and is removed from the simulation until the start of the next trial. These 
are known as Prey trials.  



 
Prey trial 

 
Predator trial 

   
In the other half of the trials the focus is a target that receives damage and is 

knocked away from any individual that comes in contact with it. These are known as 
Predator trials. What makes the task challenging for the individuals is that they do not 
know which task they currently face, and must decide on appropriate behavior based on 
their experiences within a given trial. They receive momentary pain and reward signals 
whenever a member of the population interacts with the focus, but they must evolve the 
means to both remember and utilize this information. �:�K�D�W���D�P�R�X�Q�W�V���W�R���W�K�H�L�U���³�P�H�P�R�U�\�´���L�V��
wiped between trials. 
 Each population evaluated consists of 45 individuals, but only 15 individuals are 
evaluated at a time. The first parent population is generated randomly, in that each 
�L�Q�G�L�Y�L�G�X�D�O�¶�V���F�R�Q�W�U�R�O���P�H�F�K�D�Q�L�V�P�����Z�K�L�F�K���L�V���D�Q���D�U�W�L�I�L�F�L�D�O���Q�H�X�U�D�O���Q�H�W�Z�R�U�N�����L�V���Freated from the 
same number of computer-generated random floating point numbers. A neural network is 
simply a method for mapping inputs to outputs. In this case the inputs are each 
�L�Q�G�L�Y�L�G�X�D�O�¶�V���V�H�Q�V�H�V�����D�Q�G���W�K�H���R�X�W�S�X�W�V���G�H�W�H�U�P�L�Q�H���W�K�H���D�F�W�L�R�Q�V���R�I���W�K�H���L�Q�G�L�Y�L�G�X�Dls. 

In accordance with NSGA-II, the initial population is evaluated, and then 
�U�D�Q�G�R�P�O�\���V�H�O�H�F�W�H�G���P�H�P�E�H�U�V���D�U�H���F�K�R�V�H�Q���D�V���³�S�D�U�H�Q�W�V�´���W�R���S�U�R�G�X�F�H���D���F�K�L�O�G���S�R�S�X�O�D�W�L�R�Q�����D�O�V�R���R�I��
size 45. For each member of the child population there is also a chance of the individual 
�X�Q�G�H�U�J�R�L�Q�J���D���³�P�X�W�D�W�L�R�Q�´�����Z�K�L�F�K���F�D�Q���P�R�G�L�I�\���W�K�H���Q�H�X�U�D�O���Q�H�W�Z�R�U�N���F�R�Q�W�U�R�O�O�L�Q�J���W�K�H���L�Q�G�L�Y�L�G�X�D�O��
in several different ways. The ways in which the neural networks of two parents can be 
recombined and then mutated are similar to those utilized by the Neuro-Evolution of 
Augmenting Topologies algorithm (Stanley and Miikkulainen). Once the child 
population is generated, it is also evaluated at the task. At this point, NSGA-II is used to 
sort the size 90 group of combined parents and children into non-dominated Pareto fronts 
based on fitness scores they earned during their trials. From this group of 90, NSGA-II 
�F�K�R�R�V�H�V���Z�K�D�W���L�W���V�H�H�V���D�V���W�K�H���³�E�H�V�W�´���������L�Q�G�L�Y�L�G�X�D�O�V���W�R���E�H���W�K�H���Q�H�[�W���S�D�U�H�Q�W���J�H�Q�H�U�D�W�L�R�Q����
Basically, the best individuals are those from each successive non-dominated Pareto 
front, with individuals at the threshold of the 45 individual cut-off chosen based on how 
different they are from the other solutions. 
 
3. Statistical Variables/Fitness Objectives: 

The variables for this study are derived from the scores for each individual 
corresponding to the fitness objectives used by NSGA-II  to select the best members of 
the population. The actual variables studied are the averages of these scores for a single 



individual over all trials in which the given fitness criteria plays a role. Therefore, all 
variables are quantitative. More specifically, the variables being studied are: 

 
�x Average of Damage Received Over all Prey Trials: Each individual starts a Prey 

trial with 50 units of health. Coming in contact with the focus deducts 10 units of 
health. Therefore, an individual can only stand to come into contact with the 
focus 5 times within a trial before dying and being removed for the remainder of 
the trial. These scores are negative, so they can range from -50 to 0. For 
simplicity, this variable will be referred to as damage-received-fitness, or simply 
damage received. 

�x Average Time Alive Over all Prey Trials: At the start of each Prey trial, an 
internal counter is set to 0 for each individual. On each time step of the 
simulation within that trial, the counter�¶�V���Y�D�O�X�H���L�V���L�Q�F�U�H�P�H�Q�W�H�G���E�\���R�Q�H�����X�Q�O�H�V�V���W�K�H��
individual is dead. At the end of the trial, the number of iterations without dying 
is a score that ranges between 0 and 900, which is the number of iterations per 
trial. This variable will be referred to as time-alive-fitness or just time alive. 

�x Average Damage Assistance Bonus Over all Predator Trials: Each individual 
inflicts 10 damage to the focus when coming into contact with it in Predator 
mode. After taking 100 damage the focus is destroyed and then reinitialized. The 
memories and locations of each individual are reset as at the start of a new trial 
even though the current trial is actually not over yet. Because all individuals 
move at the same speed, and because starting locations are random, one 
individual that heads towards the focus and continually knocks it away could deal 
a large amount of damage to it, while another individual that exhibits the same 
behavior might never damage the focus simply because the focus is continually 
knocked away from it. Because of these dynamics, it is unfair to measure the 
amount of damage that each individual inflicts on the focus, but a similar score 
can be used instead. Every time the focus receives damage, all individuals within 
a small radius of the focus receive an assistance bonus equal to the damage dealt. 
The individual that actually hit the focus also receives an additional 1 point 
bonus. This rewards individuals that pursue the focus even if they are never able 
to actually touch it, but gives an extra reward to those that actually succeed in 
touching the focus. This is a non-negative score. Because the focus can be 
destroyed multiple times in one trial, these scores can be greater than 100. This 
variable will be referred to as damage-assistance-fitness, or simply assist bonus. 

 
These scores are easily accessible. The computer simulation creates a text file on 

every 50th generation containing the desired scores for every member of the population. 
It is important to remember that the variables being observed are averages over 

several trials. This is done because the scores obtained in a single trial are heavily 
influenced by luck, mostly as a result of starting position. The same individual can get 
different scores depending on where it and the other members of the population start. The 
negative effect of such randomness is reduced by having a sufficient number of trials to 
average over. Therefore 3 Predator trials and 3 Prey trials will be performed for each 
generation, making for a total of 6 trials that each population participates in to calculate 
its scores. 



 
4. Sampling Method: 

From these files listing the scores of 45 individuals, a sample can be taken in 
order to perform statistical tests. Because each population being studied has a size of 45, 
the samples must obviously be smaller than this. Because different types of tests will be 
performed on these samples, the sampling criteria should be the strictest combination of 
criteria suitable for all tests to be performed. 

For comparing two populations, a fairly small sample would be appropriate given 
fairly normal distributions of both samples from the populations. However, preliminary 
tests have shown that the populations produced by NSGA-II tend to be highly skewed, 
and often have outliers. This makes since considering that the purpose of the algorithm is 
to produce populations that perform well on the task at hand. In one sense, this biases the 
populations towards converging on scores in a small range. However, since there are 
multiple competing objectives, groups of solutions that are compromises between 
different objectives tend to converge to different sets of scores. 
 In any case, this tendency to produce skewed data with outliers necessitates 
sample sizes of 30. Samples of this size are large enough to make the results of statistical 
tests meaningful, yet still within the upper limit of the population size, which is 45. 
Samples of this size are also more-or-less necessary for comparing as many populations 
as will be compared in this study. 
 For each size 45 population being studied, 30 will be randomly selected without 
replacement using a computer random number generator. For practical reasons, sampling 
�Z�L�W�K���U�H�S�O�D�F�H�P�H�Q�W���G�R�H�V���Q�R�W���P�D�N�H���V�H�Q�V�H�����Z�H���G�R�Q�¶�W���Z�D�Q�W���W�R���G�R�X�E�O�H���F�R�X�Q�W���V�F�R�U�H�V�������E�X�W���D�W��
least the choice of which individual to take for the sample next will have an equiprobable 
distribution over the yet unsampled members of the population. Although it would be 
possible to take a different sample from the population each time a statistical test is 
performed, we instead choose to gather only one sample from each population and reuse 
that sample in each test for which it is required. 
 
5. Statistical Hypotheses: 
 The analysis of the results from this experiment will consist of two types of tests, 
namely independent samples z-tests and ANOVA. Therefore there are two sets of 
hypotheses, each corresponding to a different type of test. 

The independent samples z-tests will be used to address questions of project type 
II, which is the comparison of the means of a quantitative variable for two populations. I 
�S�O�X�U�D�O�L�]�H�G���³�T�X�H�V�W�L�R�Q�V�´���E�H�F�D�X�V�H���D���V�O�L�J�K�W�O�\���G�L�I�I�H�U�H�Q�W���T�X�H�V�W�L�R�Q���Z�L�O�O���E�H���D�V�N�H�G���F�R�Q�F�H�U�Q�L�Q�J���H�D�F�K��
variable for each of several pairs of populations. This study effectively answers question 
type II for 7 different pairs for populations. Each population is a separate parent 
population generated by the simulation, and the pairings are of generations (0,50), 
(50,100), (100,150), (150,200), (200,250), (250,300), and finally (0,300) in order to test 
the overall progress of the algorithm. Despite the fact that later generations are derived 
from earlier generations, each population is independent and separate, because there is no 
one-to-one correspondence between the individuals of earlier generations and later 
generations. This is due to the fact each child population is derived from randomly 
selected parents and randomly occurring mutations. 



Normally a comparison of this type would be done using t-tests, but because all 
population scores are available, the actual standard deviation of each population can be 
calculated and used as opposed to the sample standard deviation, which is used as an 
estimate of the actual standard deviation in the t-test. Strictly speaking, these comparisons 
will utilize independent samples z-tests, which means it is actually the average standard 
deviation between the populations being compared that will be used to perform the tests. 
 Because 3 variables are being compared for 7 pairs of populations, there are 21 
null and alternative hypotheses, but they are all very similar to each other. In general: 
 

),,(,0 esXH : The mean value of variable X is the same for the parent populations of 

generations s and e. 

),,(,0 esXH : 0),(),( � �� eXsX �P�P  

 

),,(,1 esXH : The mean value of variable X is different for the parent populations of 

generations s and e. 

),,(,1 esXH : 0),(),( �z�� eXsX �P�P  

 
Where X refers to either damage received, time alive, or assist bonus, and (s,e) is either 
(0,50), (50,100), (100,150), (150,200), (200,250), (250,300), or (0,300). These are all 
two-tailed tests. They will be conducted at the 95% confidence �O�H�Y�H�O�����.��� �������������� 

 Both because the resulting accumulative error from these tests will be high, and 
because they only compare certain pairs of populations, ANOVA will also be applied in 
order to corroborate any results from the first set of tests and to gain further insight as to 
the differences between populations not compared in the many z-tests above. This second 
set of tests will therefore be answering project question type VII, which asks how the 
means of a quantitative variable compare for more than two populations (in this case 7 
populations). 

Because ANOVA can be used to compare multiple samples, there need only be 
three null and alternative hypotheses for ANOVA. There is one set of hypotheses for 
each variable being studied: 
 

XH ,0 : The mean value of variable X is the same for every 50th parent population from 

generations 0 to 300. 

XH ,0 : )300,()250,()200,()150,()100,()50,()0,( XXXXXXX �P�P�P�P�P�P�P � � � � � �  

 

XH ,1 : The mean value of variable X is different for at least one of the parent populations 

generated every 50th generation from generations 0 to 300. 

XH ,1 : �� ��)300,()250,()200,()150,()100,()50,()0,( XXXXXXX �P�P�P�P�P�P�P � � � � � � �™  

 
Where X refers to either damage received, time alive, or assist bonus. These tests will 
also be conducted at the 95% confidence �O�H�Y�H�O�����.��� �������������� 

This study is interesting in that it has elements of both an experimental and 
observational study. It is like an experimental study in that for all the populations being 



studied, one population is being compared to a population that results from the 
�³�W�U�H�D�W�P�H�Q�W�´���R�I��some���J�H�Q�H�U�D�W�L�R�Q�V���R�I���³�H�Y�R�O�X�W�L�R�Q�´���D�V���G�H�I�L�Q�H�G���E�\���1�6�*�$-II. However, the 
fact that it is really an entire population being treated and not just the individuals in that 
population (the simulation does not allow for a single individual �W�R���E�H���³�W�U�H�D�W�H�G�´�����P�D�N�H�V��
considering it an observational study more appropriate. If the artificial evolution of the 
simulation is thought of as natural evolution, then one is simply making multiple 
observations at different generations of whatever population occupies the environment 
being studied. A similar study in the real world would certainly be considered 
observational.  
 
6. Sample Data Summary/Descriptive Statistics: 
 The data presented in this section provides statistics and charts for each of the 
samples under study. Some parameters of the populations themselves are also provided in 
order to show that the samples are indeed representative of the populations under study, 
but information on population parameters is kept to a minimum so as not to overwhelm. 
One can see the appendix at the end for a list of population scores and parameters. The 
data below are grouped by variable, and then by generation. 
 
6.1. Damage Received: 
 For each of the size 30 samples taken, the five number summaries for the average 
damage received fitness are presented in the table below. Keep in mind that this variable 
only takes on values between -50 and 0, and thus all scores are negative. 
Generation Min Q1 Median Q3 Max 

0 -50 -13.33 0 0 0 
50 -50 -10.83 -5 0 0 

100 -50 -4.17 -3.33 0 0 
150 -50 -44.17 0 0 0 
200 -50 -6.67 -1.67 0 0 
250 -50 -4.17 0 0 0 
300 -6.667 -3.333 0 0 0 

Table 1: 5 number summaries for damage received 
 

Notice that scores tend to be clustered near 0, indicating that several individuals 
receive no damage at all in all Prey trials, yet in most samples the minimum is still -50, 
which indicates at least one individual that died in all 3 Prey trials it participated in. This 
will be clearer in the histograms provided below. However, first we provide a table of the 
sample means and standard deviations: 
Generation Mean Standard Deviation 

0 -9.89 16.6662835 
50 -12.67 19.2861096 

100 -7.33 13.9347137 
150 -14.89 21.5622299 
200 -9.22 16.6248518 
250 -6.44 14.9567277 
300 -1.222 2.22891715 

Table 2: Means and standard deviations for damage received 



The first few samples fluctuate considerably, but in the last four there is a clear 
trend towards increasing scores and decreasing variance. These trends are easy to see in 
the following plot of mean damage received across generations, with error bars indicating 
the standard deviation. In order to demonstrate that the samples are representative of their 
respective populations, the plot also includes the means and standard deviations of the 
populations themselves. 

 
 Notice that one standard deviation away from the mean extends above zero for 
each sample. Anything above zero is an impossible score for this variable, so the plot 
does not show the standard deviations extending into that range. This is yet another 
indication that most of the scores are bunched together near the top and that the 
distributions are negatively skewed. This is clear in the histograms below: 
 

 
Damage Received Generation 0 

 
Damage Received Generation 50 



 
Damage Received Generation 100 

 
Damage Received Generation 150 

 
Damage Received Generation 200 

 
Damage Received Generation 250 

 
Damage Received Generation 300 

 

Table 3: Histograms for damage received 
 
 In general, each distribution is negatively skewed. The distributions from 
generations 50 and 150 could perhaps be considered bimodal, but with rather small 
secondary modes at -50. The histograms for generations 200, 250 and 300 show the trend 
mentioned above: the mean increases because more scores cluster near the maximum of 0 
damage and the standard deviation decreases because the number of outliers near -50 
decreases, until generation 300 in which all scores are greater than -10. 
 
 
 



6.2. Time Alive: 
 The table below shows the five number summaries for the variable time alive in 
each sample being studied: 
Generation Min Q1 Median Q3 Max 

0 476.7 900 900 900 900 
50 227 900 900 900 900 

100 387.7 900 900 900 900 
150 237.7 853.8 900 900 900 
200 450 900 900 900 900 
250 230.7 900 900 900 900 
300 900 900 900 900 900 

Table 4: 5 number summaries for time alive 
 
 These values indicate that the distributions for these samples are fairly 
uninteresting in that almost all values equal the maximum possible of 900. As with the 
damage received fitness, all of these distributions are negatively skewed, except for the 
sample from generation 300. Notice that both the minimum and maximum of this sample 
are 900, indicating zero variance and therefore a standard deviation of zero. This and the 
other standard deviations, along with the means, can be seen in the table below. 
 
Generation Mean Standard Deviation 

0 872.1 95.1917664 
50 787.6 236.64684 

100 866.6 127.060149 
150 779.8 245.407759 
200 871.8 91.1363209 
250 843.2 177.969701 
300 900 0 

Table 5: Means and standard deviations for time alive 
 
 There is no clear trend in the data. The means fluctuate up and down, as do the 
standard deviations. The only feature of note is that all values are fairly high. Comparing 
the means to the minimums of each sample in the previous table shows that the means 
fluctuate in the same direction as the minimum values. This, along with the fact that Q1 
for each sample is equal to or very near 900, indicates that the means from each sample 
are determined primarily by the minimum values, which are outliers. 
 Nevertheless, it is still worthwhile to plot the means across generations, and that 
is done in the chart below with error bars representing the standard deviations. This plot 
provides visual confirmation of the claims made so far. One additional point that is clear 
from this plot is that the standard deviation decreases whenever the mean increases. This 
makes sense given that the mean is near the maximum possible value. Because scores 
cannot be larger than 900, and the mean is near 900, all variance is caused by lower 
scores. Therefore when the scores are higher, there is less variance, resulting in a smaller 
standard deviation. 
 



 
 Finally, as with the damage received scores, we look at histograms of time alive 
for each sample taken. These visually aids confirm the statements made thus far about 
these distributions. 
 

 
Time Alive Generation 0 

 
Time Alive Generation 50 



 
Time Alive Generation 100 

 
Time Alive Generation 150 

 
Time Alive Generation 200 

 
Time Alive Generation 250 

 
Time Alive Generation 300 

 

Table 6: Histograms for time alive 
 
 In all generations, the majority of the scores are around 900, indicating that most 
individuals survived the entirety of all 3 Prey trials. The frequency of scores below 900 is 
very low in all samples, explaining why even the median, and in most cases the 25th 
percent tile, of each generation had the maximum value of 900. 
 
6.3. Assist Bonus: 
 The table below shows the five number summaries for the variable assist bonus in 
each sample being studied: 



Generation Min Q1 Median Q3 Max 
0 0 3.33 28.67 62.08 90.33 

50 157 249.08 265 285.17 314.67 
100 213 252.83 279.5 297.17 314 
150 229.33 252.58 274.5 295.08 329.33 
200 214.33 241 263.33 294.58 312 
250 167.67 250.42 275.83 295.92 313.33 
300 100.7 172.5 243.3 292.8 316.7 

Table 7: 5 number summaries for assist bonus 
 
 These scores are distributed in a very different manner than the scores of the last 
two variables. This is partly due to the fact that this variable has no hard maximum 
constraint, and partly due to the fact that the assistance bonus is awarded to all 
individuals within a small radius of the focus whenever it is hit. This tends to keep the 
scores close together, which for all but the samples from generations 0 and 300 is clear 
from the fact that the values for Q1, the median and Q3 are all very close to each other 
within a given sample. 
 When comparing the samples, there is a large jump in performance between 
generations 0 and 50, which is clear from all values of the five number summaries. The 
samples from generations 50 through 250 are all fairly similar, and generation 300 shows 
only a slight decrease from generation 250. This seems to be mainly caused by the lower 
half of the sample from generation 300, since the values for the median, Q3 and 
maximum are comparable to the respective values from generation 250. Only Q1 and the 
minimum are noticeably smaller. However, this does affect the mean, as can be seen in 
the table below. 
 
Generation Mean Standard Deviation 

0 33.39 29.4241129 
50 263.27 31.7153769 

100 274.41 25.747028 
150 273.12 25.5627068 
200 265.1 29.4423458 
250 269.38 32.8841848 
300 232.8 64.951535 

Table 8: Means and standard deviations for assist bonus 
 
 The values for the mean are all fairly close to the values for the medians, which 
hints that these distributions are closer to normal than those of the previous two variables. 
The standard deviation is fairly consistent from generation to generation until generation 
300, at which point it doubles. This is in line with the five number summary values for 
this sample, which indicate a wider spread of scores than exhibited by the other samples. 
The differences between samples can be easily visualized in the chart below. 



 
 The histograms for these samples support the conclusions made above. These 
distributions are closer to normal than the distributions for damage received and time 
alive, but they still exhibit a small amount of skew. Some samples are slightly positively 
skewed and some are slightly negatively skewed. Generation 300 exhibits a larger spread 
than the other samples, which explains its larger standard deviation. 
 

 
Assist Bonus Generation 0 

 
Assist Bonus Generation 50 



 
Assist Bonus Generation 100 

 
Assist Bonus Generation 150 

 
Assist Bonus Generation 200 

 
Assist Bonus Generation 250 

 
Assist Bonus Generation 300 

 

Table 9: Histograms for assist bonus 
 
7. Results of Statistical Tests: 
 Having seen the general makeup of each sample under study, we can now move 
on to comparing them using the tests and hypotheses outlined above. As in the section 
above, the results below are ordered by variable. 
 
7.1. Damage Received: 
 When directly comparing consecutive samples in terms of damage received, no 
population was significantly different from the population 50 generations before it. In 



other words, there was no significant difference in mean damage received between 
generations 0 and 50 (z = -0.57, p > .05), 50 and 100 (z = 1.12, p > .05), 100 and 150 
( 1.60-  z � , p > .05), 150 and 200 ( z = 1.18, p > .05), 200 and 250 (z = 0.65, p > .05), or 
generations 250 and 300 (z = 1.60, p > .05). However, there was a significant difference 
in mean damage received between the first and final generations, namely generations 0 
(M = -9.89) and 300 (M = -1.222), z = 3.02, p < .05. This difference resulting from 300 
generations of evolution is large, d = 0.979. Results from the z-tests are summarized in 
the table below. 
 

0 vs 50 50 vs 100 100 vs 150 150 vs 200 200 vs 250 250 vs 300 0 vs 300 
-0.57 1.12 -1.60 1.18 0.65 1.60 *3.02 

Table 10: z-scores from comparisons of damage received scores, *marks a significant difference 
 
 When comparing all samples to each other, analysis of variance indicated a 
significant difference between the mean damage received scores of the different 
populations, F(6, 203) = 2.29, p = .037, 0.0632 � �K . In order to identify which means are 
�V�L�J�Q�L�I�L�F�D�Q�W�O�\���G�L�I�I�H�U�H�Q�W�����7�X�N�H�\�¶�V��Honestly Significant Difference test is used. For these 
samples, HSD = 12.46 for q = 4.24, p < .05. This indicates a significant difference in the 
means of generations 150 (M = -14.89, SD = 21.56) and 300 (M = -1.222, SD = 2.23), 
but does not indicate a significant difference between any other two populations, despite 
the fact that the earlier z-test indicates a difference between generations 0 and 300. The 
table below shows all mean differences between the different samples. 
 

lefttop MM ��  Gen 50 Gen 100 Gen 150 Gen 200 Gen 250 Gen 300 
Gen 0 -2.78 2.56 -5 0.67 3.44 8.67 
Gen 50  5.33 -2.22 3.44 6.22 11.44 
Gen 100   -7.56 -1.89 0.89 6.11 
Gen 150    5.67 8.44 *13.67 
Gen 200     2.78 8 
Gen 250      5.22 
Table 11: Mean differences between damage received means, * marks a significant difference 
 
 Since this is the only difference detected in the population, it is worth checking it 
with an additional z-test between generations 150 and 300. This direct comparison also 
indicates a significant difference, z = 3.45, p < .05. This is considered a large difference, 
d = 1.49. 
 
7.2. Time Alive: 
 Direct comparisons between the mean time alive scores of consecutive samples 
showed no significant difference between the population of any given generation and the 
population from 50 generations prior. Even a comparison between the starting and final 
generations did not show a significant difference. Stated more explicitly, there was no 
difference in mean time alive between generations 0 and 50 (z = -1.56, p > .05), 50 and 
100 (z = 1.47, p > .05), 100 and 150 (z = -1.68, p > .05), 150 and 200 (z = 1.83, p > .05), 
200 and 250 (z = -0.64, p > .05), 250 and 300 (z = 1.36, p > .05), or 0 and 300 (z = 1.31, 
p > .05). Results from the z-tests are summarized in the table below. 



0 vs 50 50 vs 100 100 vs 150 150 vs 200 200 vs 250 250 vs 300 0 vs 300 
-1.56 1.47 -1.68 1.83 -0.64 1.36 1.31 

Table 12: z-scores from comparisons of time alive scores. There are no significant differences 
 
 Although direct comparisons between samples showed no significant differences, 
the analysis of variance for all populations indicated a significant difference in mean time 
alive scores, F(6, 203) = 2.41, p = .029, 0.0662 � �K . However,���D�S�S�O�L�F�D�W�L�R�Q���R�I���7�X�N�H�\�¶�V��
HSD posttest contradicts this outcome in that none of the differences in means have a 
magnitude greater than the HSD value for this test, which is HSD = 124.62, 4.24  q � , 

05.��p . The mean differences are shown in the table below for the sake of confirmation. 
 

lefttop MM ��  Gen 50 Gen 100 Gen 150 Gen 200 Gen 250 Gen 300 
Gen 0 -84.47 -5.48 -92.32 -0.29 -28.89 27.9 
Gen 50  78.99 -7.86 84.18 55.58 112.37 
Gen 100   -86.84 5.19 -23.41 33.38 
Gen 150    92.03 63.43 120.22 
Gen 200     -28.6 28.19 
Gen 250      56.79 
Table 13: Mean differences between time alive means. There are no significant differences 
 
 Although none of the mean differences are significant according to HSD, the 
difference between generations 150 and 300 is the largest. The fact that ANOVA 
indicates a significant difference between at least two means in the population makes it 
worthwhile to perform an independent samples z-test between these generations as well. 
This direct comparison shows a large and significant difference, z = 2.53, p < .05, 

92.0� d . 
 
7.3. Assist Bonus: 
 When directly comparing every 50th generation in terms of assist bonus, a large 
and significant difference was found between samples 0 and 50, z = 22.43, p < .05, 

5.98  d � . There was also a large and significant difference between generations 0 and 
300, z = 13.83, p < .05, d = 3.60. A significant difference was also discovered between 
generations 250 and 300, z = -2.87, p < .05. However, this was only a medium sized 
difference, d = -0.78. There was not enough evidence to indicate any significant 
difference between any of the other populations compared, namely generations 50 vs. 100 
(z = 1.63, p > .05), 100 vs. 150 (z = -0.19, p > .05), 150 vs. 200 (z = -1.04, p > .05), and 
200 vs. 250 (z = 0.53, p > .05). These results are summarized in the table below. 
 

0 vs 50 50 vs 100 100 vs 150 150 vs 200 200 vs 250 250 vs 300 0 vs 300 
*22.43 1.63 -0.19 -1.04 0.53 * -2.87 *13.83 

Table 14: z-scores from comparisons of assist bonus scores, *marks a significant difference 
 
 Comparing all populations via analysis of variance also revealed significant 
results, F(6, 203) = 173.54, 0�|p , 0.842 � �K .���7�X�N�H�\�¶�V��HSD posttest (HSD = 28.29, 

4.24  q � , p < .05) indicates that the population from generation 0 (M = 33.39, 



29.42SD � ) is significantly different from generation 50 (M = 263.27, SD = 31.72), 
generation 100 ( 274.41  M � , SD = 25.75), generation 150 (M = 273.12, SD = 25.56), 
generation 200 ( 265.1 M � , SD = 29.44), generation 250 (M = 269.38, SD = 32.88), and 
generation ( 232.8 M � , SD = 64.95). In other words, generation 0 is significantly 
�G�L�I�I�H�U�H�Q�W���I�U�R�P���D�O�O���R�W�K�H�U���J�H�Q�H�U�D�W�L�R�Q�V���V�W�X�G�L�H�G�����7�X�N�H�\�¶�V���+�6�'���D�O�V�R���L�Q�G�L�F�D�W�H�V���W�K�D�W���J�H�Q�H�U�D�Wion 
300 is significantly different from all other generations studied. No significant difference 
was detected between any other two populations. The mean differences between all 
samples are shown below, with significant differences marked. 
 

lefttop MM ��  Gen 50 Gen 100 Gen 150 Gen 200 Gen 250 Gen 300 
Gen 0 *229.88 *241.02 *239.73 *231.71 *235.99 *199.41 
Gen 50  11.14 9.85 1.83 6.11 * -30.47 
Gen 100   -1.29 -9.31 -5.03 * -41.61 
Gen 150    -8.02 -3.74 * -40.32 
Gen 200     4.28 * -32.3 
Gen 250      * -36.58 
Table 15: Mean differences between assist bonus means, * marks a significant difference 
 
8. Interpretation of Results: 
 We now discuss the meaning of the test results for each variable under study. 
 
8.1. Damage Received: 
 It is troubling that the independent samples z-tests and analysis of variance 
provided slightly different results for this variable. The z-tests indicate a significant 
�G�L�I�I�H�U�H�Q�F�H���E�H�W�Z�H�H�Q���J�H�Q�H�U�D�W�L�R�Q�V�������D�Q�G�����������W�K�D�W���Z�D�V���Q�R�W���F�R�Q�V�L�G�H�U�H�G���V�L�J�Q�L�I�L�F�D�Q�W���E�\���7�X�N�H�\�¶�V��
HSD.���+�R�Z�H�Y�H�U�����7�X�N�H�\�¶�V���+�6D did indicate a significant difference between generations 
150 and 300. This result was supported by the result of a follow-up z-test. Since the 
probability of a type I error with ANOVA (p = .037) was so low, it is highly unlikely that 
there is not at least one population whose mean damage received is different than the 
others. Since the mean difference between generations 150 and 300 is the largest, it is the 
most likely to be significant. 
 However, despite the use of a 0.05 alpha level, the z-score obtained when 
comparing generations 0 and 300 (z = 3.02) is high enough that that probability of a type 
I error is less than 0.01, which is an even lower probability than the error associated with 
ANOVA. Also, there are other population pairings that were not tested using z-tests. 
What should we conclude about the relationship between generations 0 and 300? To 
answer this, we must pay attention to the fact that despite the significant difference 
indicated by the z-test, there is a problem with applying this test in this situation. There is 
a large difference in variance of damage received scores between generations 0 and 300. 
In fact, there is an even larger difference in variance between generations 150 and 300. 
This violates the homogeneity of variance assumption that is vital to both the independent 
samples z-tests and to ANOVA.  

However, if we can demonstrate that the variances of the different populations are 
significantly different, then that in itself indicates an interesting and important difference 
between the different generations, especially if decreased variance coincides with an 
increased mean, since this would mean that more members of the population are tending 



towards receiving less damage. We can test to see if the variances of the different 
populations are significantly different by using �+�D�U�W�O�H�\�¶�V F-max test. When using this test 
for the set of all seven populations compared in terms of damage received, we need only 
look at the two populations with the largest difference in variance, namely generations 
150 and 300, but we will also compare generations 0 and 300 so as to come to some sort 
of meaningful conclusion concerning the result of the z-test between these populations. 
Therefore, we have the following two null and alternative hypotheses: 
 

)300,0,_(,0 receiveddamageH : There is no difference in the damage received variances of 

generations 0 and 300. 

)300,0,_(,0 receiveddamageH : 02
300,_

2
0,_ � �� receiveddamagereceiveddamage �V�V  

 

)300,0,_(,1 receiveddamageH : The damage received variances of generations 0 and 300 are 

different. 

)300,0,_(,1 receiveddamageH : 02
300,_

2
0,_ �z�� receiveddamagereceiveddamage �V�V  

 

)300,150,_(,0 receiveddamageH : There is no difference in the damage received variances of 

generations 150 and 300. 

)300,150,_(,0 receiveddamageH : 02
300,_

2
150,_ � �� receiveddamagereceiveddamage �V�V  

 

)300,150,_(,1 receiveddamageH : The damage received variances of generations 150 and 300 are 

different. 

)300,150,_(,1 receiveddamageH : 02
300,_

2
150,_ �z�� receiveddamagereceiveddamage �V�V  

 
These tests will be conducted at the 99% confidence �O�H�Y�H�O�����.��� ����������). 
 In both cases we end up rejecting the null hypothesis, because for both the 
comparison between generations 0 and 300 (F(7,29) = 55.91) and generations 150 and 
300 (F(7,29) = 93.58) the difference in variance is significant, p < .01. In fact, simply 
looking at the standard deviation and histogram for generation 300 makes it clear that this 
generation has an unusually small variance in comparison to all the other generations. We 
can therefore conclude that although the mean difference between generations 0 and 300 
may not be significant, and is perhaps not even validly testable with a z-test, at least the 
variances are significantly different. Since the mean for generation 300 is higher than in 
previous generations, and the variances is significantly smaller, we can conclude that 
evolution has achieved its goal of creating a population that does well at minimizing the 
amount of damage that each individual receives from the focus. 
 
8.2. Time Alive: 
 For the time alive variable, we once again have a situation where the results of 
�7�X�N�H�\�¶�V���+�6�'���D�Q�G���D�Q���L�Q�G�H�S�H�Q�G�H�Q�W���V�D�P�S�Oes z-�W�H�V�W���F�R�Q�W�U�D�G�L�F�W���H�D�F�K���R�W�K�H�U�����,�Q���I�D�F�W�����7�X�N�H�\�¶�V��
HSD even contradicts the results of the analysis of variance, which indicated that there 
was a very low probability (p = .029) that all of the mean time alive differences were 
caused by chance alone. When ANOVA indicates a significant difference between 



sample means, we would expect at least the largest mean difference to be significant. The 
z-test result indicates that the largest difference, that between generations 150 and 300, is 
significant. To understand how this can be the case, we must once again remember that 
the homogeneity of variance requirement holds for both tests, and in the case of 
generations 150 and 300 this requirement is once again violated. Generation 300 has a 
variance of 0, which is uncommon. This makes the denominator of the z-test statistic 
smaller, and the overall value higher. It also reduces the denominator when calculating 
the F-ratio. It is therefore very likely that this is more the cause for the significant test 
results than any large difference in the means. 
 However, we can once again appeal to the fact that the variances are different to 
show that the two populations are very different. In this case we technically cannot 
compute an F-max statistic, because dividing by the zero variance of generation 300 is 
undefined. However, taking the limit of the F-max value as the variance of the 
denominator approaches zero results in infinity, meaning that the variance of generation 
300 is significantly different from any population with non-zero variance. More formally, 
the hypotheses for this situation are: 
 

)300,,_(,0 galivetimeH : There is no difference in the time alive variances of generations g and 

300. 

)300,,_(,0 galivetimeH : 02
300,_

2
,_ � �� alivetimegalivetime �V�V  

 

)300,,_(,1 galivetimeH : The time alive variances of generations g and 300 are different. 

)300,,_(,1 galivetimeH : 02
300,_

2
,_ �z�� alivetimegalivetime �V�V  

 
Where g is 0, 50, 100, 150, 200, or 250. These tests are conducted at the 99% confidence 
�O�H�Y�H�O�����.��� ����������). 
 So, despite potentially insignificant mean differences between populations in 
terms of time alive, the difference in the variance of time alive between generation 300 
and all other generations is significant. Because generation 300 not only has zero 
variance, but has zero variance around the maximum possible score for this variable, we 
can conclude that the course of evolution has led to convergence on the perfect value for 
this variable. This perfect value is not significantly different from the starting average, 
but it is the best result that can be expected. 
 
8.3. Assist Bonus: 
 Unlike with the other variables, there is no dearth of significant mean differences 
among the populations being compared in terms of assist bonus scores. All other 
generations are significantly different from generation 0. At the start of the simulation, 
assist bonus scores are generally low as the population has not yet evolved the ability to 
track the focus and attack it, but they quickly learn this ability and maintain it from then 
on, for the most part. 
 The mean differences between generations 50, 100, 150, 200 and 250 are not 
significantly different, which is good since the assist bonus scores for these generations 
are already high, and likely near the max (we have no way of knowing this for sure, but 
observation shows that the population nearly never misses a chance to inflict damage). 



The best outcome would be for this high mean to be maintained into generation 300, yet 
between generations 250 and 300 we see a significant, though only medium sized drop in 
the assist bonus mean. Furthermore, the variance in assist bonus for generation 300 is 
considerably bigger than the variance of any other generations. If significant, this 
difference provides yet another means of showing that generation 300 is different from 
the other generations. In this case we will only compare generation 300 to generation 
150, whose variance in assist bonus was the least. 
 

)300,150,_(,0 bonusassistH : There is no difference in the assist bonus variances of generations 

150 and 300. 

)300,150,_(,0 bonusassistH : 02
300,_

2
150,_ � �� bonusassistbonusassist �V�V  

 

)300,150,_(,1 bonusassistH : The assist bonus variances of generations 150 and 300 are different. 

)300,150,_(,1 bonusassistH : 02
300,_

2
150,_ �z�� bonusassistbonusassist �V�V  

 
This test is conducted at the 99% confidence �O�H�Y�H�O�����.��� ����������). 
 As suspected, the variance of generation 300 is significantly different from the 
variance of generation 150, F(7,29) = 6.46, p < .01. We therefore have a significant 
increase in assist bonus variance in the final generation, and perhaps a significant drop in 
mean assist bonus as well (but because homogeneity of variance has been violated, we 
cannot be certain). However, in this case the increase in variance is actually a good thing, 
because it coincides with a decrease in mean value. Had the mean value decreased 
without the accompanying increase in variance, it would have meant that all assist bonus 
scores had dropped to worse values than in previous generations. As it is, and as can be 
seen in the histograms earlier, there are still individuals in generation 300 that have high 
assist bonus scores in comparison with individuals of previous generations. This indicates 
that despite a slight drop in performance, at least the performance level is not clearly 
tending towards decreased values. It is only the introduction of some sub-par individuals 
that are bringing down the mean assist bonus score, and thus also increasing the variance. 
 Of course, the other possibility is that this wide spread of scores is the result of 
trade-offs between increases in damage received and time alive, both of which also occur 
in this generation. Perhaps the price of increased scores for damage received and time 
alive is decreased scores in assist bonus. This explanation, though sensible at first glance, 
does not seem to be the correct one given that there still exist high assist bonus scores in 
generation 300, and the variances of damage received and time alive in this generation 
are so low. That is to say, if scoring high in both time alive and damage received 
absolutely required assist bonus to be lower, then all assist bonus scores would be lower. 
As it is, there are still high assist bonus scores, and all of these high scorers must have 
perfect scores in time alive and at least near perfect scores in damage received; recall that 
the minimum damage received score for generation 300 was -6.667, and given that this is 
an average score over 3 trials, it means that the individual that received this score was 
only hit twice over the three trials (-10 damage per hit, -20/3 = -6.667). The decreased 
assist bonus mean may still be influenced by trade-offs with the other objectives, but we 
have evidence indicating that this trade-off is not strictly necessary. 




