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Chapter 1

Introduction

1.1 Background

Recent advances in sensor technology have made it possible to develop low-power
and low-cost sensors which can be used in many application domains that require
timely processing of massive amount of real-time data. These applications include
habitat monitoring, collecting real-time data like temperature, pressure, and wind
speed, where their values are being monitored continuously. Such real-time data are
typically stored in a real-time database system (RTDBS). They are used to model
the current status of entities in a system environment. However, real-time data are
different from traditional data stored in databases in that they have time semantics
indicating that sampled values are valid only for a certain time interval [17, 15, 20].
The concept of temporal validity is first introduced in [17] to define the correctness of
real-time data. A real-time data object is fresh (or temporally valid) if its value truly
reflects the current status of the corresponding entity in the system environment.
Each real-time data object is associated with a wvalidity interval as the lifespan of
the current data value defined based on the dynamic properties of the data object.
A new data value needs to be installed into the database before the validity interval
of its old value expires, i.e., the old one becomes temporally invalid. Otherwise,
the RTDBS cannot detect and respond to environmental changes timely. In recent

years, there has been tremendous amount of work devoted to this area [4, 9, 11, 12,



17, 18, 19, 21, 8, 22, 6].

To maintain temporal validity, sensor update transactions, which capture the lat-
est status of the entities in the system environment, are generated to refresh the
values of the real-time data objects periodically [17, 11, 22]. A sensor update trans-
action has an infinite number of periodic jobs, which have fixed length period and
relative deadline. The update problem for periodic update transactions consists of
two parts [22]: (1) the determination of the sampling periods and deadlines of up-
date transactions; and (2) the scheduling of update transactions. Two methods have
been proposed in prior work for minimizing the update workload while maintaining
the data freshness. As explained in [17, 11], a simple method to maintain temporal
validity of real-time data objects is to use the Half-Half (HH) scheme in which the
update period for a real-time data object is set to be half of the validity interval
length of the object. To further reduce the update workload, the More-Less (ML)
scheme is proposed [22]. The details about the Half-Half (HH) and More-Less (ML)

schemes are described in Chapter 2.

Successfully maintaining the freshness of the real-time data can not totally guar-
antee the correctness of the queries issued into the RTDBS. A major problem with
sensor based monitoring is that the sensors’readings are noisy and error-prone [37].
A possible approach to improve the reliability of the monitoring process, given the
rapid drop in sensor prices, is to use multiple sensors to monitor the same region.
For example, to monitor the temperature of a room, multiple sensors can be installed
in the room and the average of the values returned by these sensors is considered
as the actual temperature of the room. The major drawback in deploying multiple
redundant sensors is the resulting consumption of scarce network bandwidth, which
is a critical resource in a wireless sensor system. It is also questionable whether the
increase in the number of sensors leads to a proportional increase in the accuracy
of the monitoring process. In particular, since some sensors may not work properly,
they may generate abnormal readings that skew the average value. We identify two
key issues that need to be solved before we can deploy multiple redundant sensors

effectively: (1) how to determine the smallest number of sensors that can achieve



a guaranteed level of accuracy in the monitoring process and (2) how to determine
which sensors should be selected, or conversely, when to leave out certain sensors
generating abnormal readings, noting that determining an ’abnormal’ reading is far

from trivial.

A promising approach to solve these two fundamental issues is to use the notion of
probabilistic queries. Probabilistic query was originally used to evaluate data with
inherent uncertainty (such as sampling and measurement error), and it augments
confidence to answers with probabilistic guarantees [25]. In the previous example of
monitoring the temperature of a room, the result can be modelled using a Gaussian
distribution. Thus a probabilistic query asking ”Which room has a 60% chance of
yielding a temperature over 20°C” will return names of rooms with a probability
over 60% of satisfying the query. In the example, the 760%” is the probabilistic
requirement of a probabilistic query, which can be viewed as the level of confidence

required for answers to a particular query.

It is possible to use probabilistic queries as a tool to derive the optimal number
of redundant sensors used. By collecting various readings from the entities (or
physical signals) in the same region, we can derive the distribution of error for the
true reading. A probabilistic query can then be evaluated on the reading (with
uncertainty) and yield probabilistic answers. More importantly, the uncertainty
information used to derive the probabilistic results can help us to find out which
sensors are required for reliable readings. In practice, queries in such kinds of systems
are being evaluated for an extended amount of time (called continuous queries). We
study the continuous version of probabilistic queries, called continuous probabilistic
queries (CPQ), which remain active and access data during a user-defined period.
An example is "Tell me the highest temperature of the rooms from A to D from
now to 10 minutes later”.

The continuous execution of queries makes the sensor selection problem even more
critical to the computation and communication overhead for query processing, since
selecting excessive number of sensors can create a large communication bottleneck.

Each CPQ is associated with a probabilistic requirement and the reported query



results need to meet the accuracy requirement. For example, for a range count
query, it needs to indicate the number of entities within the range with the required
probability specified in the query. For a query regarding the average, it has to return

results with bounded variance specified in the average query.

Recently, mobile computing applications are emerging with the advances in wire-
less communications and hardware technologies. In a mobile computing environ-
ment, a user can use wireless network to exchange information of their locations
anytime, anywhere and while on the move, which can be obtained with the aid of
localizer such as Global Position System (GPS). Thus make Location-Dependent
Query (LDQ) available [41, 43, 44]. Although the reading from GPS is much more
reliable compared with the normal sensor, it’s still crucial to maintain the reliability
of the query results because the locations of the objects in the system are changing
continously. For example, in the area of medical treatment a query may be "retrieve
the orderly ambulances around the patient within a radius of 10 miles”, or in the
area of military a query may be "retrieve the helicopters within 20 miles around
the troop of soldiers”. These queries may last for a time instant or an interval.
Since the ambulances and the helicopters may move all the time, their locations
keep changing too. The answer to a LD(Q depends on the location of the object that
initialed the query and/or the locations of the objects involved in the database. In
a traditional DBMS records are static which mean that all attributes keep the same
values as they are explicitly updated last time even though the attributes are chang-
ing actually. Then, in order to correctly correspond to the actual situation, moving
objects (e.g. vehicles) have to continuously send their positions to the database via
a wireless communication channel. Frequent updating may be expensive in terms of
performance, wireless bandwidth overhead or service cost.

A LDQ can be a query existing in the system for a period of time and so called
Location-Dependent Continuous Query (LDCQ) [46]. A LDCQ is more complex to
process for the answer changes as the users move. The answer to a LDCQ depends
not only on the database contents but also on the time when the query is issued.

Thus means that from time to time the answer may be different and continuous



evaluation is needed. The answer to a LDCQ can be provided as a set of tuples
<object, begin time, end time> indicating that from begin time to end time the
object satisfies the query. LDCQ is especially useful for monitoring the interested
objects such that once they meet the condition of the query the requesting object

will be informed immediately.

Till now, researchers have proposed a number of dead-reckoning methods to han-
dle the trade-off between update cost and tracking accuracy for LDCQ. However, a
major drawback of these approaches is that they do not attempt to relate the update
frequency to the overall accuracy of the user query. Moreover, in many applications
it is not necessary to require 100% accuracy in the user query. Given the bandwidth
constraints in a mobile network, users may be satisfied with a less accurate answer
in return for a much reduced monitoring overhead. Despite a large body of research
work in the literature on LDCQ and the monitoring of mobile objects, so far no
location update algorithm has been proposed that will support an arbitrary level of

query accuracy specified by the user.

1.2 Objectives and Contributions

In this thesis, we first presents our Deferrable Scheduling algorithm for Fized Pri-
ority transactions (DS-FP) with the objective to minimize the update workload. We
study the problem of data freshness maintenance for firm real-time update trans-
actions in a single processor RTDBS. Distinct from the past work of HH and ML,
which has a fixed period and relative deadline for each transaction, DS-FP adopts a
sporadic task model. In contrast to ML in which a relative deadline is always equiv-
alent to the worst-case response time of a transaction, DS-FP dynamically assigns
relative deadlines to transaction jobs by deferring the sampling time of a transaction
job as much as possible while still guaranteeing the temporal validity of real-time
data to be updated. The deferral of a job’s sampling time results in a relative dead-
line that is less than its worst-case response time, thus increases the separation of
two consecutive jobs. This helps reducing processor workload produced by update

transactions. We theoretically analyzed the average processor utilization under DS-



FP and demonstrate that DS-FP is better than ML in terms of schedulability. In
the thesis, we also prove that DS-FP is close to optimal in terms of minimizing CPU
workload resulting from sensor update transactions from the statistical perspective.
Our experimental study of DS-FP demonstrates that it is an effective algorithm for
reducing the workload of real-time update transactions. It also verifies the accuracy

of our theoretical estimation of average processor utilization under DS-FP.

The drawback of DS-FP is its time complexity for on-line scheduling [24]. The
varying overhead for computing part of the DS-FP schedule each time in DS-F'P also
results in unpredictability for on-line scheduling in real-time systems. So in Chapter
4, we propose two DEferrable Scheduling with Hyperperiod (DESH ) algorithms that
create hyperperiods from the DS-FP schedule. The sensor transaction set can be
scheduled while the validity constraint can be guaranteed by repeating the schedule
in the hyperperiod. In this manner, the on-line scheduling complexity is reduced to
constant, i.e., O(1). Our experimental results demonstrated that while both DESH-
SC' and DESH-SA can reduce scheduling overhead of DS-FP, DESH-SA outperforms
DESH-SC by accommodating significantly more update transactions in the system.

Moreover, DESH-SA can also achieve update workload optimal.

To improve the correctness of results in execution of sensor queries, in Chapter 5,
we focus on selecting the right set of sensors for multiple sensor aggregation in order
to obtain data values that are precise enough to meet the probabilistic requirement
of the queries. We concentrate on probabilistic queries with aggregate functions
such as mean, maximum and minimum, and propose different forms of probabilistic
requirements for each of them, which allow users to specify as a quality guarantee.
We also analyze the impact of data on the accuracy of query results for various types
of aggregate queries. Based on the analysis, we propose algorithms to determine the
accuracy requirements of individual data items being queried. We partition the
sensor network into regions and propose an approach to determine (1) the sampling
period for each region adaptively; (2) the sample size and the set of sensors for
multiple sensor aggregation within a region at a certain sampling time to obtain the

query result while meeting the associated accuracy requirements.



In Chapter 6, we propose a probabilistic update method to maintain the fidelity of
the query results for LDCQ without incurring significant update cost. This scheme
makes use of two types of updates, one to keep the uncertainty of the mobile object’s
position within a specific confidence interval, and the other using probability that
the moving object’s location uncertainty will affect the query result as the threshold
to decide whether a location update is necessary. We derive analytically the required
update rate to support the user specified query accuracy based on the motion in-
formation of the moving objects. The effectiveness of our approach compared to
traditional dead-reckoning based techniques as well as adaptive monitoring schemes

is demonstrated using a series of simulation experiments.

1.3 Outline of the Thesis

This thesis is organized as follows. In Chapter 2, we discuss the related works
in scheduling and sampling technologies for sensor data. Chapter 3 describes the
Deferrable Scheduling algorithm for Fixed Priority transactions (DS-FP) and dis-
cusses it theoretically and experimentally in detail. In Chapter 4, we present two
Deferrable Scheduling with Hyperperiod (DESH ) algorithms, DESH-SC and DESH-
SA respectively aiming to reduce its on-line scheduling overhead. In Chapter 5, we
present our algorithms that solve the problems of sensor selection while satisfying
the prescribed accuracy requirement for a continuous probabilistic query. In Chap-
ter 6, we present our probabilistic continuous update scheme which get the balance
between the fidelity of the query results and the location update cost. Chapter 7

concludes the thesis and presents remaining open questions for the future work.



Chapter 2

Related Works

In this chapter, we present the related works for both the scheduling and sampling
technologies for sensor data and we also survey the related works for the update
schemes in the context of Location dependent continuous queries (LDCQ). In Section
2.1, we present the concept of Temporal Validity for data freshness and the principles
of Half-Half (HH) and More-Less (ML) approaches. In Section 2.2, previous works
on improving the correctness of results in execution of sensor queries are carefully
studied. Section 2.3 presents the classical Moving Objects Spatio-Temporal (MOST)
model and studies the previous location update schemes proposed for supporting

LDCQ.

2.1 Scheduling Algorithms for Maintaining Data Freshness

Real-time data, whose state may become invalid with the passage of time, need
to be refreshed by sensor update transactions generated by intelligent sensors that
sample the value of real world entities. To monitor the states of entities faithfully,
real-time data must be refreshed before they become invalid. The actual length of
the temporal validity interval of a real-time data object is application dependent.
For example, real-time data with validity interval requirements are discussed in
[17, 18, 15]. Ome of the important design goals of RTDBSs is to guarantee that

real-time data remain fresh, i.e., they are always valid.



211 Temporal Validity for Data Freshness

As real-time data values change continuously with time, the correctness of a real-
time data object X; depends on the difference between the real-time status S(E;)
of the real world entity E; and the current sampling value Val(X;) of Xj.

Definition 2.1.1: A real-time data object (X;) at time ¢ is temporally valid (or
absolutely consistent) if its j'* sampling time (7; ;) plus the validity interval (V;) of

the data object is not less than t, i.e., r;; +V; > ¢ [17].

A data value for real-time data object X; sampled at any time ¢ will be valid for
V; following that ¢ up to (t +1;). Next, we review existing approaches that adopt

periodic task model for sensor update transactions.
212 Half-Half and More-Less

In this section, traditional approaches for maintaining temporal validity, namely

the Half-Half (HH) and More-Less (ML) approaches are reviewed.

In thesis, 7 = {1;}*, refers to a set of periodic update transactions {7y, 7o, ..., i, }
and X = { X}, refers to a set of real-time data objects. All real-time data objects
are assumed to be kept in main memory. Associated with X; (1 < i < m) is a
validity interval of length V;: transaction 7; (1 <1 < m) updates the corresponding
data object X;. Because each update transaction updates the different data object,
no concurrency control is considered for update transactions. We assume that a
sensor always samples the value of a real-time data object at the beginning of its
period, and the system is synchronous, i.e., all the first jobs of update transactions
are initiated at the same time. For convenience, let d; ;, f” and 7; ; denote the
absolute deadline, completion time, and sampling (release) time of the j™ job J; ;
of 7;, respectively. We also assume that jitter between sampling time and release
time of a job is zero (readers are referred to [22] for how jitters can be handled).
Formal definitions of the frequently used symbols are given in Table 5.2. Deadlines

of update transactions are firm deadlines. The goal of Half-Half and More-Less,
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Symbol | Definition

X; Real-time data object

T; Update transaction updating X;

Jij The jth job of

R; ; Response time of J; ;

C; Computation time of transaction 7;

Vi Validity (interval) length of X;

i Finishing time of J; ;

Tij Release (Sampling) time of J; ;

d; j Absolute deadline of J; ;

P, Period of transaction 7; in ML

D; Relative deadline of transaction 7; in ML

P, ; Separation of jobs (i.e., 7 j41 — 73;) in DS-FP
D; ; Relative deadline of J; ; in DS-FP

P; Average period of transaction 7; in DS-FP

D; Average relative deadline of transaction 7; in DS-FP
Ups Average processor utilization in DS-FP

Table 2.1. Symbols and definitions

which adopt periodic task model, is to determine period P; and relative deadline
D; so that all the update transactions are schedulable and CPU workload resulting

from periodic update transactions is minimized.

Both HH and ML assume a simple execution semantics for periodic transactions:
a transaction must be executed once every period. However, there is no guaran-
tee on when a job of a periodic transaction is actually executed within a period.
Throughout this chapter we assume the scheduling algorithms are preemptive and
ignore all preemption overhead. For convenience, we use terms transaction and task

interchangeably in this chapter.

Half-Half: In HH, the period and relative deadline of an update transaction are
each typically set to be one-half of the data validity length [17, 11]. In Figure 2.1,
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Figure 2.1. Extreme execution cases of jobs J;; and J; ;1

the farthest distance of two consecutive jobs of 7; (based on the sampling time r; ; of
job J; ; and the deadline d; ;11 of its next job) is 2P;. If 2P, <V;, then the validity
of real-time object X; is guaranteed as long as jobs of 7; meet their deadlines.
Unfortunately, this approach incurs unnecessarily high CPU workload of the up-
date transaction in the RTDBSs compared to More-Less.
More-Less: Consider the worst-case response time for any job of a periodic trans-
action 7; where the response time is the difference between the transaction initiation
time (I; + K P;) and the transaction completion time where I; is the offset within

the period.

Lemma 2.1.1: For a set of periodic transactions 7 = {r;}", (D; < P;) with
transaction initiation time (I; + KP;) (K =0, 1,2, ...), the worst-case response time

for any job of 7; occurs for the first job of 7, when Iy = I, = ... =1, = 0. [13] O

For I; = 0 (1 < i < m), the transactions are synchronous. A time instant after
which a transaction has the worst-case response time is called a critical instant,
e.g., time 0 is a critical instant for all the transactions if those transactions are

synchronous.

To minimize the update workload, ML is proposed to guarantee temporal valid-
ity [22], in which Deadline Monotonic (DM) [13] is used to schedule periodic update

transactions. There are three constraints to follow for 7; (1 < i < m):

e Validity constraint. the sum of the period and relative deadline of transaction

7; is always less than or equal to V;, i.e., P;+ D; <V, as shown in Figure 2.2.
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Figure 2.2. Illustration of More-Less scheme

e Deadline constraint: the period of an update transaction is assigned to be
more than half of the validity length of the object to be updated, while its
corresponding relative deadline is less than half of the validity length of the
same object. For 7; to be schedulable, D; must be greater than or equal to Cj,
the worst-case execution time of 7, ie., C; < D; < P,.

o Feasibility constraint: for a given set of update transactions, Deadline Mono-
tonic scheduling algorithm [13] is used to schedule the transactions. Conse-
quently, Z;zl([%ﬂ -C;) < D; (1 <i<m)if 7; has higher priority than 7; for

i< j.

ML assigns priorities to transactions based on Shortest Validity First (SVF), i.e.,
in the inverse order of validity length and ties are resolved in favor of transactions

with less slack (i.e., V; — C; for 7;). It assigns deadlines and periods to 7; as follows:

Dy = fr — (2.1)

where jZlOl and 7‘;77‘0’ are finishing and sampling times of the first job of 7;, respec-
tively. Note that in a synchronous system, 7% = 0 and the first job’s response time
is the worst-case response time in ML. In this chapter, superscript ml is used to

distinguish the finishing and sampling times in ML from those in DS-FP.
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2.2 Querying Sensor Data in Wireless Sensor Network

Except a lot of work on RTDBS in which validity intervals are associated with
real-time data, there is also a large body of research in querying sensor data in
wireless sensor networks. However, it is only recently that researchers have started
to consider the effect of data uncertainty as it becomes increasingly evident that
the noisy nature of sensor readings must be addressed before users can be confident
about the accuracy of sensor-based monitoring. Indeed, researchers have pointed
out that there is a lower bound of uncertainty in location measurements in wireless

sensor networks [40].

It has been proposed that probabilistic queries can provide an effective way of
evaluating data with uncertainty. The issues of data uncertainty and probabilistic
queries are studied extensively in [25]. The authors observed that sensor data are
only sampled periodically, resulting in inconsistency between system data and the
physical entities they model. This inconsistency, or uncertainty of an item, can be
represented by a closed bound, together with a probability density function of the
data value within the bound. Under this model, they classified probabilistic queries
according to whether aggregate operators are involved, as well as the form of the
answer. For each query class, they proposed evaluation algorithms and defined the
quality of probabilistic answers. Unlike our work which assumes a wireless sensor
network environment, their system model is simple and assumes the host commu-
nicates directly with every sensor source. Their method of reducing uncertainty is
by sampling hot items more frequently; our approach, on the other hand, selects
appropriate sensors to improve reliability in sensor readings. Also, unlike our work,
they do not study continuous queries, and do not allow users to specify probabilistic

requirements, which can be seen as a quality guarantee on query results.

A number of researchers have adopted uncertainty reduction approaches for spe-
cific types of errors. In [27], Eiman and Badri proposed a Bayesian approach for
reducing one important type of data uncertainty - the random noise. They also pro-
posed algorithms for answering queries over uncertain data. However, their proposed

method does not take into consideration the confidence requirement of probabilistic
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queries. Moreover, their noise cleaning technique aims at cleaning random error
of individual sensors, while our method selects the right sensors for aggregation
in order to obtain more precise data values to meet the confidence requirement of

probabilistic queries with the smallest data collection cost.

The hierarchical sensor network model used in Chapter 5, where a coordinator
handles a number of sensors, is similar to that proposed in a number of other works
like the micro-sensor net formulated by Kumar [31] providing authentication and
Denial of Services (DoS) protection. Other researchers proposed overlaying a data
gathering tree to perform aggregate queries efficiently [30]; a multiple sink version
appears in [29]. Although we also use intermediate nodes to collect data and re-
duce communication cost in evaluating aggregate queries, we consider probabilistic

aggregate queries and sensor uncertainty which none of these works does.

The problem of selecting appropriate sensors in a wireless environment has been
studied by researchers, but so far only in the context of improving accuracy in
location tracking. In [28] and [35], mutual information between the distribution of an
object’s location and the predicted location observed by a sensor is used to compute
the information gain due to the sensor. The sensor with the highest information gain
is selected to reduce the uncertainty of the sensor reading. Another approach, based
on entropy-based selection heuristics, is claimed to be computationally more efficient
than the above mutual-information-based methods [39]. Note, however, that these
schemes are designed primarily for location tracking. In a previous work [33], we
proposed a set of sensor selection algorithms for common types of continuous queries
where data uncertainty requirements are considered. While that work represents
the first comprehensive work on query-based sensor selection methods, it is under
the assumption that the regions’ values are stable and it does not contain any
experimental results to evaluate the performance of the proposed methods. In our
current work, we suppose the region’s value is changing continuously and make a
number of important refinements to our previous work including an approximate
evaluation method in the algorithm to determine the maximum allowed variances

for the MAX/MIN queries as well as the sensor selection process which is much
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more efficient. We also introduce the notion of adaptive sampling intervals and
the regions will be sampled only when necessary. In addition, we use extensive

simulation experiments to demonstrate the effectiveness of our approach.

2.3 Location Update Schemes for Supporting LDCQ

Previous research on techniques for handling LDCQ are typically based on the
simplifying assumption that all moving objects know their own locations and send
their updates to a central database server. This line of research focuses on how the
accuracy of the query can be assured given that excessive location updates consumes
too much bandwidth, and that due to disconnections an object may not be able to

continuously update its own position even if ample bandwidth is available.

To process LDCQ efficiently, a Moving Objects Spatio-Temporal (MOST) model
was proposed in [43] which adopts dynamic attributes. In this model, the dynamic
attributes of a moving object can change continuously as functions of time without
being explicitly updated. Three sub attributes are included in a dynamic attribute,
Update Value, Update Time and Function. Update Value and UpdateTime denote the
value and time when the last update occurred, while Function denotes the increased
value from the UpdateValue, which is a function of time. For a period of time ¢,
until the next update the value at time UpdateTime + t, is given by Update Value +
Function(ty). Using dynamic attributes a value can be predicted without continuous

location update.

Based on the MOST model, some efficient dead-reckoning techniques are proposed
to track the locations of the moving objects [43, 45, 50, 51]. In [51], the plain dead-
reckoning (PDR) method is proposed in which an update is generated to refresh
the location of an object and re-define the location function whenever the deviation
of its current position is greater than the last update by a pre-defined threshold.
Another proposed strategy, the adaptive dead-reckoning method (ADR) [43, 50], is
similar to PDR except that the threshold is not fixed but is determined at each
update based on the uncertainty cost, deviation cost and update cost, so that the

overall information cost per unit time can be minimized before the next update. In
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[45] ADR is further extended to deal with the problem of network disconnection
by decreasing the threshold continuously as the elapsed time since the last location
update increases. In [46] the authors go beyond the object tracking problem to deal
with efficient techniques in transmitting query results to the mobile clients. Based
on the dead-reckoning approaches, other location update methods were introduced
in [52], such as Adaptive Monitor Method (AMAM) and Deadline-Driven Method
(DDM). In these methods, the moving objects are divided into selected and unse-
lected sets for each query regarding their possibility of involved into a query. Upper
threshold and lower threshold bound were defined so that the deviation of a mov-
ing object is bounded between these two values, and when it is close to the begin
time, a little threshold is used. The concepts of using a selected set and adaptive
update boundaries here are similar to our work; however in our probabilistic loca-
tion update method we use probability as the criteria for the location update and
we are able to satisfy the user required fidelity based on our scheme. Unlike the
traditional centralized model, in [53], the authors proposed a distributed approach
for the real-time location monitoring and constructed a system named MobiEyes. In
this approach part of the query processing is distributed to the moving objects and
the server mainly acts as a mediator between moving objects. In this way, the load
on the server side is significantly reduced and the communication cost between the
server and the moving objects is reduced. There is also an extensive literature on
supporting range queries and near neighbor queries, but most of them focus on the
indexing structures needed to support these queries [54, 55|. An interesting recent
work uses a threshold based algorithm for the continuous monitoring of k nearest
neighbors [55].

Cheng et. al. are the first researchers to deal comprehensively with probabilistic
methods in processing moving object queries [47], but they did not address the issue
of location update strategies. The uncertainty model proposed in that paper is used
in our work, but our focus is on the formulation of an update strategy that will meet
user fidelity requirements without incurring high update cost. As far as we know,

this is the first work to propose a probabilistic location update scheme for LDCQ.



Chapter 3

Deferrable Scheduling Algorithm

for Maintaining Data Freshness

In this chapter, we propose a novel algorithm, namely deferrable sheduling, for mini-
mizing imposed workload while maintaining temporal validity of real-time data. We
also present a theoretical analysis of its CPU utilization which is verified in our ex-
periments. Our experimental results in this chapter demonstrate that the deferrable
scheduling algorithm is a very effective approach and it significantly outperforms the
ML scheme in terms of reducing CPU workload. In this way, more real-time data
streams can be installed in the RTDBS. Thus increase the overall throughput of the
RTDBS while maintaining the temporal validity of real-time data.

3.1 Deferrable Scheduling

A scheduler is work-conserving if it never idles the processor while there is a job
awaiting execution. All schedulers discussed in this chapter are work-conserving.
Next, we present our Deferrable Scheduling algorithm for Fized Priority transactions

(DS-FP), and compare it with ML.

17
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3.1.1 Intuition and principle of DS-F'P

As discussed in Chapter 2, in ML, D; is determined by the first job’s response
time, which is the worst-case response time of all jobs of 7;. Thus, ML is pessimistic
on the deadline and period assignment in the sense that it uses periodic task model
that has a fixed period and deadline for each task, and the deadline is equivalent
to the worst-case response time. It should be noted that the validity constraint can
always be satisfied as long as P, + D; < V;. But processor workload is minimized
only if P, + D; = V;. Otherwise, P, can always be increased to reduce processor
workload as long as P, + D; < V;. Given release time r; ; of job J; ; and deadline
d; j+1 of job Jij11 (j > 0),

dijy1="1ij+ Vi (3.1)

guarantees that the validity constraint can be satisfied, as depicted in Figure 3.1.

Correspondingly, the following equation follows directly from Eq. 3.1.
(Tig+1 — 7ig) + (di 41 — 1ij+1) = Vi (3.2)

If 7; ;41 is shifted onward to r;’j 41 along the time line in Figure 3.1, it does not
violate Eq. 3.2. This shift can be achieved, e.g., in the ML schedule, if preemption
to J; j4+1 from higher-priority transactions in [r; j11, d; j+1] is less than the worst-case
preemption to the first job of 7;. Thus, temporal validity can still be guaranteed as
long as J; j11 is completed by its deadline d; ;.

The intuition of DS-FP is to defer the sampling time, 7; j11, of J; ;’s subsequent
job as late as possible while still guaranteeing the walidity constraint. Note that
the sampling time of a job is also its release time, i.e., time that the job is ready
to execute as we assume zero cost for sampling and no arrival jitter for a job for
convenience of presentation.

The deferral of job J;j11’s release time reduces the relative deadline of the job
if its absolute deadline is fixed as in Eq. 3.1. For example, 7;;1; is deferred to
r;-yj 41 in Figure 3.1, but it still has to complete by its deadline d; ;1 in order to
satisfy the validity constraint (Eq. 3.1). Thus its relative deadline, D; ;11, becomes

’ . . .
d; j+1 — Tj j41, which is less than d; ;11 — 7;j41. The deadline of J; j41’s subsequent
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Figure 3.1. Illustration of DS-FP scheduling (r; ;41 is shifted to r;’jﬂ)

job, J; j+o, can be further deferred to (7’;7]- 41+ Vi) to satisfy the validity constraint.

Consequently, the processor utilization for completion of three jobs, J; ;, J; 11, and

30,
2i—(d; j 1

required for completion of the same amount of work in ML.

Ji j+2 then becomes — . It is less than the utilization 3C;

i1 Wi—(i j41-Tij41)

Definition 3.1.1: Let ©;(a, b) denote the total cumulative processor demands made
by all jobs of higher-priority transaction 7; for Vj (1 < j <i—1) during time interval
[a,b) from a schedule S produced by a fixed priority scheduling algorithm. Then,
i-1
6i<a7 b) = Z ej (a7 b)a
j=1
where 6,(a,b) is the total processor demands made by all jobs of single transaction

7; during [a, b). O

Next, we discuss how much a job’s release time can be deferred. According to
fixed priority scheduling theory, 7’;’]- +1 can be derived backwards from its deadline

d@jﬁ. 1 as follows:

’

Tiji1 = dij1 — @i(r;’jﬂ, dij1) — Ci. (3.3)

Note that schedule of all higher-priority jobs that are released prior to d; ;41 needs
to be computed before ©;(r; ;,, d;j11) is computed. This computation can be in-
voked in a recursive process from jobs of lower-priority transactions to higher-priority

transactions. Nevertheless, it does not require that schedule of all jobs should be



20

constructed off-line before the task set is executed. Indeed, the computation of
job deadlines and their corresponding release times is performed on-line while the
transactions are being scheduled. We only need to compute the first jobs’ response
times when system starts. Upon completion of job J;;, deadline of its next job,
di j+1, is firstly derived from Eq. 3.1, then the corresponding release time 7’;7]- 41 18
derived from Eq. 3.3. If @i(r;j +1, 4 j+1) cannot be computed due to incomplete
schedule information of release times and absolute deadlines from higher-priority
transactions, DS-FP computes their complete schedule information on-line until it
can gather enough information to derive 7’;-7 j+1- Job J; j’s DS-FP scheduling informa-
tion (e.g., release time, deadline, bookkeeping information, etc.) can be discarded
after it completes and it is not needed by jobs of lower-priority transactions. This

process is called garbage collection in DS-FP.

Let S j(t) denote the set of jobs of all transactions whose deadlines have been
computed by time t. Also let LSD;(t) denote the latest scheduled deadline of 7; at
t, i.e., maximum of all d; ; for jobs J; ; of 7; whose deadlines have been computed by
t,

LSD;(t)= max {d;} (7 >0). (3.4)
Ji,jesj(t)

Given job Ji; whose scheduling information has been computed at time ¢, and
Vi (i > k), if
LSD;(t) > dy, (3.5)

then the information of J; ; can be garbage collected.

Example 3.1.1: Suppose that there are three update transactions whose parame-
ters are shown in Table 3.1. The resulting periods and deadlines in HH and ML are
shown in the same table. Utilizations of HH and ML are U,,; ~ 0.68 and Uy, = 1.00,
respectively.

Figures 3.2 (a) and (b) depict the schedules produced by ML and DS-FP, respec-
tively. It can be observed from both schedules that the release times of transaction
jobs Js 1, Jo3, Jau, Jso are shifted from times 14, 21, 28, 28 in ML to 18, 22, 30, 35
in DS-FP, respectively. O



21

T2 Release T3 Release
Time Time
Tl T2 T3 i i
N [ T shifting
] > -

[
0

Il\\HHNN WHI N H.
I H\IHD\:I\ | HHH\]
5 10 ®

(a) Schedule with More-Less ""-,__v_

I
0 5 10

\
: \
| \
NN _HENENEEEENNE N
\

(b) Schedule with DS-FP

Figure 3.2. Comparing ML and DS-FP schedules

i Ci|Vi| § | ML Half-Half
P, | D; | Pi(Dy)

11 [5 024 |1 |25

212 [10]02]7 |3 |5

312 [20]01]14]6 |10

Table 3.1. Parameters and results for Example 3.1.1

3.1.2 Deferrable Scheduling Algorithm

This section presents the DS-FP algorithm. It is a fixed priority scheduling algo-
rithm. Given an update transaction set 7, it is assumed that 7; has higher priority
than 7; if ¢+ < j. Transaction priority assignment policy in DS-FP is the same as in
ML, i.e., Shortest Validity First.

Algorithm 3.1 presents the DS-FP algorithm and it’s consisted of the main algo-
rithm and another three functions, ScheduleRT (i, k, C;, d; ), CalcHPPreempt (i, k,
t1, t2) and GetHPPreempt (i, k, 1, t2) respectively. For convenience of presentation,

garbage collection is omitted in the algorithm. There are two cases for the DS-FP

algorithm: 1) At system initialization time, Lines 13 to 20 iteratively calculate the
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first job’s response time for 7;. The first job’s deadline is set as its response time
(Line 21). 2) Upon completion of 7;’s job J;; (1 < i < m,k > 0), the deadline of its
next job (Jig+1), dixt1, is derived at Line 27 so that the farthest distance of J;x’s
sampling time and J; x41’s finishing time is bounded by the validity length V; (Eq.
3.1). Then the sampling time of .J; j+1, 7; k41, is derived backwards from its deadline

by accounting for the interference from higher-priority transactions (Line 28).

Algorithm 3.1 DS-FP algorithm:

Input: A set of update transactions T = {m;}*, (m > 1) with known {C;}*, and

{Vitit,
Output: Construct a partial schedule Sif T is feasible; otherwise, reject.

1 case (system initialization time) :

2 t < 0; // Initialization

3 /| LSD; — Latest Scheduled Deadline of 7;’s jobs.
4 LSD; — 0, Vi (1 <i<m);

5 0;—0, Vi (1<1<m);

6 // {; is the latest scheduled job of 7;

7for i=1 to m do

8 // Schedule finish time for 7; .

9 ;0 < 0;

10 Jio < Ci;

11 // Calculate higher-priority (HP) preemptions.
12 oldHPPreempt « 0; // initial HP preemptions
13 hpPreempt « CalcHPPreempt (i, 0,0, f; o);

14 while (hpPreempt > oldHPPreempt) do

15 // Accounting for the interference of HP tasks
16 Jfio < 1o + hpPreempt + Cj;
17 if (f,o > Vi — ) then abort endif;

18 oldHPPreempt < hpPreempt;
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19 hpPreempt < CalcHPPreempt(i,0,0, f; );
20 end

21 dip < Ji.0;

22 end

28 return;

25 case (upon completion of J; ) :

26 // Schedule release time for J; j1.

27 di 1 — ik + Vis // get next deadline for J; j41
28 1;k+1 < ScheduleRT (i, k + 1, C;, d; 11);

29 return;

Algorithm 3.2 ScheduleRT (i, k, C;, d;x):
Input: J;; with C; and d; .

Output: r;.

1 oldHPPreempt « 0; // initial HP preemptions
2 hpPreempt « 0;

3 Tk < di,k - C;

4 hpPreempt « CalcHPPreempt(i, k, 1, di 1.);

5 while (hpPreempt > oldHPPreempt) do

6 Tik < d; ), — hpPreempt — Cj;

7 if (7% < d;x-1) then abort endif;

8 oldHPPreempt < hpPreempt;

9 hpPreempt <« GetHPPreempt(i, k, 1; 1, d; 1);
170 end

11 return 1y g;

Function ScheduleRT (i, k, C;, d;) (Algorithm 3.2) calculates the release time 7

with known computation time C; and deadline d;;. It starts with release time
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ik = d;x — C;, then iteratively calculates ©;(r; , d;x), the total cumulative proces-
sor demands made by all higher-priority jobs of J; ; during interval [r;, d;x), and
adjusts 7;; by accounting for interference from higher-priority transactions (Lines
4 to 10). The computation of r;; continues until interference from higher-priority
transactions does not change in an iteration. In particular, Line 7 detects an infea-
sible schedule. A schedule becomes infeasible under DS-FP if r; ), < d;x—1 (k > 0),
i.e., release time of J;; becomes earlier than the deadline of its preceding job J; j_1.
Function GetHPPreempt(i, k, t1, t9) scans interval [t1,ts), adds up total preemp-
tions from 7; (Vj, 1 < j <i—1), and returns ©;(t1,t3), the cumulative processor

demands of 7; during [¢;,?;) from schedule S that has been built.

Algorithm 3.3 CalcHPPreempt (i, k, t1, ts):

Input: J; i, and a time interval [ty,ts).
Output: Total cumulative processor demands from higher-priority transactions 7;

(1 <j<i—1) during [t1,15).

1l — k; // Record latest scheduled job of 7.

I\S)

di jp < to;
3 LSD; «— to;
if (i=1)

B

5 then // No preemptions from higher-priority tasks.
6 return 0;

7 elsif (LSDZ_l Z tg)

s  then // Get preemptions from 7; (Vj,1 < j < 1)
9 // because 7;’s schedule is complete before 5.
10 return GetHPPreempt (i, k,t1,t5);

11 endif

12 // build S up to or exceeding 5 for 7; (1 < j < i).
13 for j=1 to i—1 do

14 while (dj’gj < tg) do



25

15 dijg;41 < Tje; + Vs

16 750,41 < ScheduleRT(j, ; + 1,C}, djs,41);
17 C— i+ 1;

18 LSD; < dju;;

19 end

20 end

21 return GetHPPreempt(i, k,tq,1t2);

Function CalcHPPreempt(i, k, t1, t2) (Algorithm 3.3) calculates ©;(t1, t2), the
total cumulative processor demands made by all higher-priority jobs of J;; during
interval [t1, ?3). Line 7 indicates that (V4,1 < j < ), 7;’s schedule is completely
built before time ¢5. This is because 7;’s schedule cannot be completely built before
to unless schedules of its higher-priority transactions are complete before t,. In
this case, the function simply returns amount of higher-priority preemptions for 7;
during [tq,t2) by invoking GetHPPreempt(i, k, ti, ts), which returns ©;(t1,ts). If
any higher-priority transaction 7; (j < i) does not have a complete schedule during
[t1, t2), its schedule S up to or exceeding ¢, is built on the fly (Lines 14 to 19).
This enables the computation of ©;(t1, t3). The latest scheduled deadline of 7;’s

job, LS D;, indicates the latest deadline of 7;’s jobs that have been computed.

Vm

The worst-case complexity of ScheduleRT is O(m - V?) assuming that s a
constant. The following lemma states an important property of ScheduleRT when

1t terminates.

Lemma 3.1.1: Given a synchronous update transaction set 7 and ScheduleRT
(i, k, Cy, dip) (1 <i<m&k>0), LSD(t) < LSD;(t) (k > 1> j) holds when
ScheduleRT (i, k, C;, d;)) terminates at time t.

Proof: This can be proved by contradiction. Suppose that LSD(t) > LSD;(t)
(k > 1> j) when ScheduleRT (i, k, C;, d;)) terminates at ¢t. Let to = LSD(t) at
Line 14 in CalcHPPreempt. As LSD;(t) < ty at the same line, ScheduleRT has not

reached the point to terminte. This contradicts the assumption. O
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71 T2 T3
Job | ML/DS-FP | ML DS-FP | ML DS-FP
0 (0,1) (0, 3) (0, 3) (0, 6) (0, 6)
1 (4,5) (7,10) | (7, 10) | (14, 20) | (18, 20)
2 (8,9) (14, 17) | (14, 17) | (28, 34) | (35, 38)
3 (12,13) (21, 24) | (22, 24)
4 (16,17) (28, 31) | (30, 32)
5 (20,21) (35, 38) | (38, 40)
6 (24,25)
7 (28,29)
8 (32,33)
9 (36,37)

Table 3.2. Release time and deadline comparison

The next example illustrates how DS-FP algorithm works with the transaction set

in Example 3.1.1.

Example 3.1.2: Table 3.2 presents comparison of (release time, deadline) pairs of
71, o and 73 jobs before time 40 in Example 3.1.1, which are assgined by ML and DS-
FP (Algorithm 3.1). Note that 7, has same release times and deadlines for all jobs
under ML and DS-FP. However, Jao3, Jaou, Jo5, J31, and Js o have different release
times and deadlines under ML and DS-FP. Algorithm 3.1 starts at system initializa-
tion time. It calculates deadlines for J o, Jo, J30. Upon completion of J; at time
6, ds 1 is set to 139 + V3 = 20. Then Algorthim 3.1 invokes ScheduleRT(3,1,2,20) at
Line 28, which will derive 73 ;. At this moment, Algorithm 3.1 has already calculated
the complete schedule up to dso (time 6). But the schedule in the interval (6, 20]
has only been partially derived. Specifically, only schedule information of .J; o, Ji 1,
Ji2, J13 J20, and Jop has been derived for 71 and 7. Algorithm 3.2 (ScheduleRT)
obtains r3; = 20 — 2 = 18 at Line 3, then invokes CalcHPPreempt(3,1,18,20). Al-
gorithm 3.3 (CalcHPPreempt) finds out that LSDy = 10 < to = 20, then it jumps

to the for loop starting at Line 13 to build the complete schedule of 7, and 7, in the
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interval (6, 20], where the release times and deadlines for J; 4, J1 5, Jo.2, J16, and Jo 3
are derived. Thus, higher-priority transactions 7; and 7 have a complete schedule
before time 20. Note that r ¢ and d; for J; g are derived when we calculate 7,3
and dy 3 such that the complete schedule up to dy 3 has been built for transactions
with priority higher than 7,. As 755 is set to 14 by earlier calculation, dy 3 is set
to 24. It derives ry 3 backwards from dp 3 and sets it to 22 because ©5(22,24) = 0.

Similarly, ds; and 73, are set to 20 and 18, respectively. O
3.1.3 Theoretical Analysisof DS-FP Utilization

Given a transaction set 7 that can be scheduled by ML, we now present the
analysis of average processor utilization of DS-FP. Suppose 7 = {7;}7,, let Upg
denote the average processor utilization under DS-FP. We have the average relative

deadline of 7;, namely D;, as follows:

where 7; ; denotes the average number of times that higher priority transaction 7;

occurs during an interval of length D;. Therefore, Zé‘:l(ﬁi,j x C}) represents the

average response time of 7;. It is obvious that for any ¢, ; = 1 and 7; ; = % where
J
P, is the average period for 7;. Thus,
o i-1 .
D; = C; + Z[(f) xC;] (1<i<m). (3.6)
j=1 17

Let P, and D; ;41 (1 <i<m & j > 0) denote 7; ;11 — 1;; and d; j41 — 7i 41 in Eq.

3.2, respectively. It follows that
P+ D1 =V (3.7)

Given the first n jobs of 7;, we have

n—1
Y (Pij+Dij)=n-V;
=0
Therefore,
1 n—1 1 n—1
5( Pij) + E<Z D; j11) = Vi (3.8)

J=0
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Given arbitrarily large n (n — 00), the following equation holds:
Pi+D; =V, (3.9)

Following Eq. 4.8 and 4.10, D; and P; (1 < i < m) can be calculated (from the

highest priority transaction 7; to the lowest priority transaction 7,,) as following,

respectively:
— C; .
1-Si
P, = Vi—-D; (1<i<m) (3.11)

Finally, U pg, the average utilization of the transaction set 7 under DS-FP can be

estimated as:
Upo — 2 3.12
b =35 = >l 3.12

i=1 S

i—1
1_23:1 Pj

The following example illustrates how the average utilization is estimated.

Example 3.1.3: Given the transaction set in Table 3.1, we calculate the average

relative deadline and period of 7; (i = 1,2, 3) as follows:

E126'1:17 ?IZVI_EIZZL

— C — —
Dy=——0 =27, Po=Vy— Dy = 7.3,
1-&
Py
D C 42, P3=V3—D; =158
3= T gy w4 s =V — Us = 1o
1—(F+ %)
The average processor utilization is Upg = Y1, % = 0.65. Given the transaction

set in Table 3.1, it can be verified that the processor utilization for the first 200 time
units is 63%, which is very close to our theoretical estimation and lower than the

processor utilization from ML (68%). O

3.2 Performance Evaluation

This section presents important results from our experimental studies of the pro-

posed deferrable scheduling algorithm (DS-FP). Using C++ language, we developed



29

a real-time scheduling simulator which is consisted of a random number generator,
a job creator and a central scheduler. We compare DS-FP with the More-Less (ML)
algorithm, which outperforms Half-Half [22].

3.2.1 Simulation Modd and Parameters

We have conducted two sets of experiments comparing the performance of DS-FP
and ML. In the first set of experiments, we compare the update transaction work-
loads produced by DS-FP and ML. It is demonstrated that DS-FP produces lower
CPU workload than ML. Also, we demonstrate that the increase of average sampling
period from DS-FP is the main reason for its lower workload. In the second set of
experiments, we study the performance of DS-FP and ML under mixed transaction
workloads: a class of update transactions that maintain the freshness (validity) of
real-time data objects, and a class of triggered transactions that are triggered by the
changes of real-time data values. The triggered transactions need to read a group
of real-time data objects for decision making. Given transactions belonging to dif-
ferent classes, update transactions are assigned higher priorities than the triggered
transactions. For simplicity of the simulation study, only one version of a real-time
data object is maintained. Upon refreshing a real-time data object, the older ver-
sion is discarded. The primary performance metrics used in the experiments are
CPU workload, mean transaction response time and missed deadline ratio (MDR)
of the triggered transactions. We also measure the age of data (AGFE) that indicates
how old the real-time data object is at the commit time of a triggered transaction.
Suppose that the current data value for real-time data object X; is sampled at time
t, and its data value is valid until ¢t 4+ V;. If a triggered transaction that reads the

value of X; commits at time ¢/, its AGE is defined as:

= U >t+ )
AGE(X;, t) =4 Vi
1 V<t+V

A summary of the parameters and default settings used in experiments are pre-

sented in Tables 3.3 and 3.4 respectively. The baseline values for the parameters
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Parameter Class | Parameters Meaning
Nepu No. of CPU
System Np No. of real-time data objects
Vi Validity interval of X;
Update C; CPU time for updating X;
Transactions Length No. of data to update

CPU Time CPU time per data access

Triggered Length No. of data to access
Transactions Arrival Rate | Transaction triggering rate
Slack Factor Transaction slack factor

Table 3.3. Experimental parameters

follow those used in [22]|, which are originally from air traffic control applications.
Three classes of parameters are defined: system parameters, update transaction pa-
rameters and triggered transaction parameters. For system configurations, we only
consider a single CPU, main memory based RTDBS. The number of real-time data
objects is varied from 50 to 300 and it is assumed that the validity interval length
of each real-time data object is uniformly varied from 4000 to 8000 ms. For update
transactions, it is assumed that each transaction updates one real-time data object,
and the CPU time for each transaction is uniformly varied from 5 to 15 ms. For
the triggered transactions, we assume that the number of real-time data objects
accessed by each transaction is uniformly varied from 5 to 15, while accessing each
data object takes 3 to 5 ms of CPU time. The inter-arrival time of the triggered
transactions follows exponential distribution and the arrival rate is varied from 5 to
10 transactions per second. The slack factor determines the slack of a transaction
before its deadline expires and it is fixed at 8. Let AT(;), ET(7;) and Deadline(t;)
denote the arrival time, total execution time and deadline of triggered transaction
7;, the deadline of 7; can be calculated as follows in our experiments:

Deadline(r;) = AT(1;) + (ET(1;) x Slack Factor)

In the experiments, 95 percent confidence intervals have been obtained whose widths
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Parameter Class Parameters Meaning
Necpu 1
System Nr [50, 300]
Vi(ms) 4000, 8000]
Update Ci(ms) [5, 15]
Transactions Length 1
CPU Time (ms) 3, 5]
Triggered Length [5, 15]
Transactions Arrival Rate [5, 10]
Slack Factor 8

Table 3.4. Experimental settings

are less than £5 percent of the point estimate for the performance metrics.
3.22 Expt. 1: Comparison of CPU Workloads

In this set of experiments, the CPU workloads of update transactions produced
by ML and DS-FP are quantitatively compared. Update transactions are generated

randomly according to the parameter settings in Table 3.4.

The resulting CPU workloads generated from ML and DS-FP are depicted in
Figure 3.3. From the results, we observe that DS-FP’s CPU workload is consistently
lower than that of ML. In fact, the difference widens as the number of update
transactions increases. The difference reaches 18% when the number of transactions
is 300. It is also observed that our experimental results of DS-FP match the average

CPU workload calculated from the theoretical estimation. Last but not least, the

DS-FP CPU workload is only slightly higher than >, vﬁiciﬂ which is the CPU

workload resulting from the maximal separation V; — C; (1 < i < m) of each
transaction. In fact, the difference is insignificant in Figure 3.3. The improvement
of CPU workload under DS-FP is due to the fact that DS-FP adaptively samples
real-time data objects at a lower rate. This is verified by the average sampling

periods of update transactions obtained from experiments. Figure 3.4 shows the
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Figure 3.3. CPU workloads comparison

average sampling period for each transaction in DS-FP when the number of update
transactions is 300. Given a set of update transactions, the period of transaction 7;
in ML (P™) is a constant and it can be calculated off-line [22], while the separation
of sampling times of two consecutive jobs from the same transaction in DS-FP is
dynamic and it is obtained on-line in the experiments. The mean value of the
separations, i.e., the average sampling period, ??S, for transaction 7; is calculated

as follows, where n is the number of jobs generated by 7; in the experiments.

1 n—1

??S = Z(T’i,j — 7”1'73‘_1) (313)
n—1:3=

In Figure 3.4, it is observed that ﬁ?s is consistently larger than P/™ while the

7
—=ds

difference (P, — P™) increases with the decrease of the transaction’s priority. DS-
FP reduces the average sampling rate more for lower-priority transactions, thus
greatly reduces the workload of CPU. Figure 3.4 also demonstrates that the trend

—ds
of (£2;) increases similarly although it fluctuates.

Pl

In summary, when a set of update transactions is scheduled by DS-FP to maintain
temporal validity of real-time data objects, it produces a schedule with a much lower
CPU workload than ML. Thus more CPU capacity is available for other transactions,

e.g., triggered transactions.



33

2.0
18-
16

o pm

1.4+
o

1.2

1.0 ] T T T T T T T T T T T T

0 50 100 150 200 250 300
4000 — Transaction Priority

3500
= 3000
O~ 2500
' 2000
o 1500
1000
500

0 50 100 150 200 250 300
Transaction Priority
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3.23 Expt. 2: Co-scheduling of Mixed Workloads

In this set of experiments, performances of mixed transactions are compared for
ML and DS-FP in two scenarios: 1) Triggered transactions do not have deadlines.
Their average response time and age of data at commit time are compared for ML
and DS-FP; 2) Triggered transactions have deadlines. Their missed deadline ratios
(MDRs) are compared for ML and DS-FP. In both cases, update transactions are
scheduled by either ML or DS-FP for comparison. The parameter settings in the

experiments are listed in Table 3.4.

Comparison of Average Response Time

In these experiments, triggered transactions do not have deadlines. We fix the trig-
gered transactions’ arrival rate at 10 transactions per second and the CPU time
for accessing each real-time data object at 3 ms. We vary the number of update
transactions from 50 to 250 in order to show its impact on the performance of av-
erage response times of the triggered transactions. We also consider two cases: 1)
Triggered transactions obey data-deadline [21], which means that triggered transac-

tions are aborted and restarted if the value of a real-time data object accessed by the
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Figure 3.5. Response time comparison

transaction expires before the transaction commits; 2) Triggered transactions do not
obey data-deadline, which means that the triggered transactions can still commit if
the values of its accessed real-time data objects expire. Informally, data-deadline is
a deadline assigned to a transaction due to the temporal constraints (i.e., validity
interval length) of the data accessed by the transaction. For details of the concept

of data-deadline, readers are referred to [21].

In Figure 3.5, the average response time of triggered transactions with update
transactions scheduled by DS-FP is consistently lower than that of triggered trans-
actions with update transactions scheduled by ML. For example, there is a 20%
improvement in the response time of triggered transactions if the number of update
transactions is 200 no matter whether data-deadline is obeyed or not. Figure 3.5
also demonstrates that the average response time of the triggered transactions in
ML increases dramatically when the number of update transactions reaches 250.
This is because the CPU is almost saturated by the workload generated from up-
date transactions in the ML case if the number of update transactions reaches 250.
However, the CPU workload of update transactions generated from DS-FP is much

lower than that from ML.
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Comparison of Average Age of Data

In these experiments, triggered transactions again do not have deadlines, and data-
deadline is not obeyed by the triggered transactions. We compare the average age of
data (AGE) accessed by the triggered transactions for ML and DS-FP at transaction
commit time. Because DS-FP samples the data at lower rate, it is unclear how
much impact the lower sampling rate has on the age of data at the commit time of
a triggered transaction. Figure 3.6 demonstrates that DS-FP’s average age of data
at commit time of the triggered transactions is only slightly larger than that of ML.

In fact, the difference is very small and it can be totally ignored.

Comparison of Missed Deadline Ratio (MDR)

Different from previous experiments, in this set of experiments we suppose that the
triggered transactions have deadlines and they obey the data-deadline constraint. A
triggered transaction that cannot commit before the validity of its accessed data ex-
pires has to be aborted, and restarted later if it has not missed its deadline. In such
a case, a data-deadline is imposed on the triggered transaction due to the temporal

constraints resulting from data validities. The triggered transactions are scheduled
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by the earliest deadline first (EDF) scheduling algorithm [14]. The CPU time for
accessing a real-time data object is fixed at 5 ms. Figure 3.7 shows that the MDR
of the triggered transactions under DS-FP is much lower than that under ML. For
example, when the number of update transactions is 200 and the triggered trans-
actions are scheduled by EDF, only 4% triggered transactions miss their deadlines
under DS-FP, but around 10% triggered transactions miss their deadlines under
ML. This is because the CPU workload of update transactions under ML is much
higher than that under DS-FP. It can be observed that the difference of MDRs of
triggered transactions widens as the number of update transactions increases.

In summary, DS-FP also provides better performance in the co-scheduling of
mixed workloads where transactions can be triggered by the changes of values of
real-time data objects. It greatly improves the average transaction response time

and missed deadline ratio while only increases the average age of data insignificantly.

3.3 Chapter Summary

This chapter proposed a novel algorithm — deferrable scheduling for fixed priority

transactions (DS-FP). Distinct from past studies of maintaining freshness (or tem-
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poral validity) of data in which the periodic task model is adopted, DS-F'P adopts
the sporadic task model. The deadlines of jobs and separation of two consecutive
jobs of an update transaction are adjusted judiciously so that the farthest distance of
the sampling time of a job and the completion time of its next job is bounded by the
validity length of the updated real-time data. We proposed a theoretical estimation
of the processor utilization of DS-FP, which is verified in our experimental studies.
It is also demonstrated in our experiments that DS-FP greatly reduces processor
workload compared to ML. Thus, DS-FP can improve the performance of triggered

transactions when it is used by a RTDBS to track environmental changes.



Chapter 4

Deferrable Scheduling:
Schedulability Analysis and
Overhead Reduction

In this chapter, we examine the schedulability of the deferrable scheduling algorithm
proposed in Chapter 3 and then present a sufficient condition for its feasibility. Our
theoretical analysis shows that the deferrable scheduling algorithm is optimal in
terms of minimizing processor workload. To reduce its on-line scheduling overhead,
we propose two approaches (DESH-SC and DESH-SA) derived from the deferrable
scheduling algorithm with lower scheduling overhead. Our experiments demonstrate
that DESH-SA outperforms DESH-SC by accommodating significantly more update
transactions in the system. Moreover, DESH-SA can also achieve update workload

near optimal.

4.1 Feasibility Analysis for DS-FP

The experiment in [24] shows that DS-FP schedules less update than ML. In this
section we prove that its schedulability is also superior; we shall present a sufficient

condition for its schedulability.

38
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Theorem 4.1.1: Given a synchronous update transaction set 7 with known Cj

and V; (1 <i<m), if (Vi) flj <% in ML, then
WCRT; < [y

where WCRT; and j% denote the worst-case response time of 7; under DS-FP and

ML, respectively.

Proof: This can be proved by contradiction. Suppose that 7 is the highest priority
transaction that WCRT}, > ﬂfé holds in DS-FP. Also assume that the response time
of Jin (n>0), Ry, is the worst for 7, in DS-FP. Note that schedules of 71 in ML
and DS-FP are the same. So 1 < k < m holds.

As WCRT), > f’,:ff), there must be a transaction 7; such that (a) 7, has higher
priority than 7, (1 <1 < k); (b) at least two consecutive jobs of 7, J; ;_1 and J ,

overlap with Jj ,, and (c¢) J;;—1 and J;; satisty the following condition:

= i < Vi—fy (5> 0), (4.1)

where V, — j% is the period (i.e., separation) of jobs of 7; in ML.

Claim (a) is true because k > 1. It is straightforward that if each higher priority
transaction of 73, only has one job overlapping with Jj,, then Ry, < f’k”é This
implies that Claim (b) is true. Finally, for (VI < k) and J; ;_; and J;; overlapping
with Jy, if

T — Tj—1 2>V —J%l (4 >0),
then Ry, > ﬂfé cannot be true because the amount of preemptions from higher

priority transactions received by Ji, in DS-FP is no more than that received by

Jio in ML. Thus, Claim (c) is also true.

We know that release time 7; ; in DS-FP is derived as follows:
n;=d;— R (4.2)

where R, ; is the calculated response time of job J ;, i.e., ©;(r;, d; ;) + C;. Following

Eq. 4.1 and 4.2,

dm' — Rl,j = Tl,j {By Eq 42}
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< Mj-1+ V, — flr’nol {By Eq. 4.1}

= d; — fy {By Eq. 3.1}

Finally,

Ri; > (4.3)
Eq. 4.3 contradicts the assumption that 7, is the highest priority transaction that
WCRT), > ﬂfé holds. Therefore, the theorem is proved. O

The following theorem gives a sufficient condition for feasibility of DS-FP.

Theorem 4.1.2: Given a synchronous update transaction set 7 with known C;

and V; (1 <i <m), if (Vi) f;”ol < % in ML, then 7 is feasible with DS-FP.

Proof: Ifj% < %, then the worst-case response times of 7; (1 < i < m) in DS-FP,

WCRT;, satisfy the following condition (by Theorem 4.1.1):

twmngﬁﬁgg.

That is, WCRT; is no more than V? Because the following three equations hold in

DS-FP:

Tij = dz',j - Ri,ja (4-4)
dij+1 = Tijr1+ Rijy, (4.5)
dijv1 = T1ij+ Vi (4.6)

Replacing r; ; and d; ;41 in Eq. 4.6 with Eq. 4.4 and 4.5, respectively, it follows that
Tije1 + Rijo1 = dij — Rij + V.

That is,
Tije1 — i+ Ry jp + R j = V. (4.7)

Because

Rijs + Ri; <2- WCRT; <V,
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it follows from Eq. 4.7 that r; ;11 — d; ; > 0 holds. This ensures that it is feasible to
schedule two jobs of 7; in one validity interval V; under DS-FP. Thus 7 is feasible
with DS-FP. O

The following corollary states the correctness of DS-FP.

Corollary 4.1.1: Given a synchronous update transaction set 7 with known C}

and V; (1 <i <m),if (Vi) fly <% in ML, then DS-FP correctly guarantees the

temporal validity of real-time data.
Proof: As deadline assignment in DS-FP follows Eq. 3.1, the largest distance of two
consecutive jobs, d; j+1—1;; (7 > 0), does not exceed V;. The validity constraint can
be satisfied if all jobs meet their deadlines, which is guaranteed by Theorem 4.1.2.
O

If 7 can be scheduled by ML, then by definition (Vi) f;, < % So we have the

following corollary directly from Theorem 4.1.2.

Corollary 4.1.2: Given a synchronous update transaction set 7 with known C}
and V; (1 <i<m), if 7 can be scheduled by ML, then it can also be scheduled by
DS-FP.

4.2 Optimality of DS-FP for Minimizing Processor Utiliza-

tion

In this section, we first briefly review the analysis of average processor utilization
of DS-FP proposed in Chapter 3. We then present a proof of DS-FP optimality for
minimizing average processor utilization.

Given a set of transactions 7 = {7;}",, let Upg denote the average processor
utilization under DS-FP. We have the average relative deadline of 7;, namely D;, as

follows:
D=3 (mi; x Cj) (1 <i<m)

where 7; ; denotes the average number of times that higher priority transaction 7;

occurs during an interval of length D;. Therefore, Z;Zl(ﬁw x C}) represents the
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average response time of 7;. It is obvious that for any ¢, 7; = 1 and 7; ; = g— where
J
P, is the average period for 7;. Thus,
_ i—1 E
Di:C’iJrZ[(f)xC] (1<i<m). (4.8)
j=1 17j

Let P;; and D; ;41 (1 <i<m & j > 0) denote 7; j11 — 1;; and d; j41 — 73 j4+1 in Eq.

3.2, respectively. It follows that
Pi,j + Di,j—l—l - Vz (49)

Thus the following equation holds given arbitrarily large n (n — o0), where n is the
number of jobs in averaging:

Following Eq. 4.8 and 4.10, D; and P; (1 < i < m) can be calculated (from the

highest priority transaction 7; to the lowest priority transaction 7,,) as following,

respectively:
— Ci .
1-— ijl F_j-
P, = Vi—-D; (1<i<m) (4.12)

Finally, U pg, the average utilization of the transaction set 7 under DS-FP can be

estimated as:

UDs—Zﬁ—Z(Vi

=1 zl_J
LODEE

) (4.13)

Given transaction priorities, the following theorem states optimality of Upg, the

processor utilization resulting from DS-FP.

Theorem 4.2.1: Given an update transaction set 7 scheduled by DS-FP, U pg is an
optimal processor utilization that can be achieved for any schedules in the presence
of same transaction priority assignment. In other words, given any schedule S

satisfying the validity constraint for T with processor utilization Ug,

Ups < Us.
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Proof: For convenience, let Ui:)s and Uis denote the average processor utilization
of a set of transactions {7,.., 7;} for DS-FP and S, respectively. Also let Ef and
?f denote average relative deadline and period of 7; for S, respectively.

We prove it by induction starting from 73 = {n}, i.e., m = 1. Given 1y € T4

scheduled by DS-FP, it follows from Eq. 4.11 and 4.12 that
D,=Cy, Py=V1—-D, =V, —C,.

It is clear that

—1 Cy
U = =,
DS Pl

and Upg is minimized because P is maximized when the validity constraint is
satisfied. Thus, U;S < U;.

Given a set of transactions 7, = {7,..,7} (i.e., m = k), suppose that U’;S is
minimized. We need to prove that U’;rsl is also minimized for a set of transactions
Tiv1r = {7157y Ty} (e, m = k+ 1). Note that DS-FP is a fixed priority
scheduling algorithm. Thus, the schedule of the k highest priority transactions
T1,-, Tk in Tpyq is the same as the schedule of 7, under DS-FP. This implies that
utilizations of the set of transactions {7,..,7} in 7 and 7;,, are also the same

under DS-FP. By Eq. 4.13, it follows that

U =S 2T L 4.14
DS =, DS+P ( )

By Eq. 4.11 and 4.12, it follows that

— Cri1 Cry1

Dis1 = = AT (4.15)
-y, ;_ 1-Th

?k_}rl — Vk;+1 - Ek+1. (416)

By assumption that U’;S < U’; holds for the set of transactions {71,..,7}, and Eq.
415,

— —s

Dist <DL, (4.17)

Following the walidity constraint, S satisfies the following condition for deadline

dfjﬂ of job J; j11 and release time r‘fj of job J;; (1<i<m& j>0):

dfj-i—l - 723] <V (4.18)
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Correspondingly,
(1501 = 755) + (d 0 = 1750) S Vi (4.19)

(2

Similar to how Eq. 4.10 is derived, it follows from Eq. 4.19 that
<V, (1<i<m). (4.20)
By Eq. 4.20,

-5 -5
Pk+1 Vir1 — Dk+1

IN

< Vk—i—l - Ek—&-l {By Eq. 417}

Thus, both UIZ)S and % in Eq. 4.14 are minimized. We have U’g;l < U’;H.

k+1

Therefore, it is proved that Upg < Ug holds. O

Note U pg is optimal even we assign different transaction priorities, as long as the

compared schedule uses the same assignment.

4.3 Deferrable Scheduling with Hyperperiod

The DS-FP algorithm is very effective on reducing processor utilization while
guaranteeing the validity constraint. However, its on-line scheduling overhead in
terms of time complexity is much higher than that of ML. Moreover, the scheduling
overhead of DS-FP depends on the number of transactions and validity length of
updated data. Thus, DS-FP can become very expensive, e.g., when the transaction
set becomes large. Next, we present two DEferrable Scheduling with Hyperperiod
(DESH) algorithms for constructing periodic schedules from DS-FP algorithm so
that the on-line scheduling overhead can be reduced. Our DESH algorithms satisfy

the following two properties:

Property 1: A DESH schedule satisfies the validity constraint. O
Property 2: The on-line scheduling time complexity of DESH is O(1). O
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4.3.1 DEferrable Schedulingwith Hyperperiod: Schedule Construction

For a DS-FP schedule and a time period (ts, t.), we say (ts, t.) is a hyperperiod for
transaction 7; if the following schedule satisfies 7;’s validity constraint. The schedule
is the same as DS-FP schedule from time 0 to t.. From t., onward, it repeats the
schedule between (t4,t.) to infinity.

Obviously, if (ts,t.) is a hyperperiod for all the transactions, then this schedule
produced by the hyperperiod is a valid schedule for the transaction set.

Lemma 4.3.1: (ts,t.) is a hyperperiod for transaction 7; if the following conditions

hold.
1.t; and t. are idle time points.
245>V
3.7; is scheduled at least once in (¢, t.)

4.1(ts,7;) > I(te, 7;), where function I(t,7;) is defined as the time distance be-

tween ¢t and 7;’s last release time before t.

Proof: We only need to prove that the finish time of the first job after ¢, satisfies the
validity constraintif (t,t.) repeats. This first job after ¢, is the repeat of the first job
in (ts,t.). Because t; > V;, the first job of 7; in (¢, t.) finishes by ¢, + V; — I(ts, 7).
Since (ts,t) is repeated in (t.,2t. — t5), the last job of 7; released in (ts,t.) also
finishes by t. +V; — I(ts, ;). The distance between its first finish time in the next
hyperperiod (t.,2t. — t;) and the release time of the last job in the hyperperiod

(ts,te) is constrained by:
I(te,’i'i) ‘|‘ (VZ — [(ts,’fi)) = Vl + (I(te,’i'i) — [(ts, 7'1)) S Vl

So the jobs of 7; satisfy the validity constraint. a
Note the third condition could be dropped because if no job is scheduled in (¢, t.),
then 7;’s last release time before t, is also its last release time before t., hence the

fourth condition is always false.
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To satisfy the fourth condition, we need to choose ts and t. so that I(ts,7;) is
larger than I(t.,7;). So in practice we choose ts to be the end of an idle period
and t. to be the beginning of an idle period. By idle period we mean a time period
(t1,t3) such that CPU is busy right before ¢;; it idles between t; and ty; and it is
busy again at t. Once we find the hyperperiod for the transaction set, we could
increase t. as much as possible if the validity constraint of all transactions will not
be violated. We should set CPU idle in the new section caused by t.’s increase. The
idea is summarized in Algorithm 4.1. In the algorithm, we continuously push ¢y of
idle periods into a queue () as possible candidate for ¢, of a hyperperiod. For each
subsequent idle period, we check its t; agains each t, saved in @) to see if they form

a hyperperiod.

Algorithm 4.1 SearchHyperperiod:

Input: DS-FP schedule since V,,, the largest V.
Input: Maximum utilization U,y in the hyperperiod.

Output: The hyperperiod with utilization < Upax.-

1ty Vs

2 te — Vi

3 U+ 1, // Current utilization in hyperperiod.
y /] Mj stores a tg candidate and its related I(ts, 7;)s.
5 Mgt — 0;

6 for i=1 to m do

7 M. I[i] < 0; // Stores I(M;.t, ;).
s end

9 /] M, stores a t. candidate and its related I(t.,7;)s.
10 M.t < O;

11 for 1=1 to m do

12 M. .I[i] < 0; // Stores I(M..t,T;).
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13 end

14 // @ is FIFO queue of M, dequeue the oldest if full.
15 () +— empty;

16 while (U > Uyay) do

17 (t1,t2) < next CPU idle period in the schedule;
18 M.t — ty;

19 for i=1 to m do

20 M. 1[i] « I(t1,;);

21 end

22 for M, = first in ) to lastin ) do

23 if (Vi, M. 1[i] > M..I[i])

2/ then

25 Signal that hyperperiod exists;

26 ts «— M.t

27 § — min]* | (M. 1[i] — M,.I[i]);

28 te < t1 +0;

29 // Do not count CPU usage in (¢, t.):
30 U' « derive utilization in (t,,1,);
31 if (U>U)

32 then

33 U—U,

34 if (U < Unax)

35 // Jump out of for loop
36 then break;

37 endif

38 endif

39 endif

40 end

41 Myt — to;

42 for i=1 to m do



48

43 M. I[i] «— I(t2, 13);
4 end

45 Append M, to Q;

46 end

47 set CPU idle in (1, t.);

48 return hyperperiod is the schedule in (¢, t.);

Example 4.3.1: Figure 4.1(a) shows the result of applying the algorithm on the
transaction set from the exapmle in [24]. The set has three transactions. Their
computation times are 1, 2, and 2; their validity intervals are 5, 10 and 20. In the
schedule produced by DS-FP, the first idle period after V,, = 20 is (21, 22). Since
there is no element in @) yet, The first while loop simply pushes Mg with Mg.t = 22
in (). None of the next three idle period satisfy the condition of Line 23 simply
because there is no 73 scheduled yet. For the fifth idle period (41,44), the second
element in () with Mg.t = 28 satisfies the condition of Line 23. And we have t, = 28,
§=M,I[1] — M..I[1] =3,t, =41+ =41 +3 =44, and U’' = 10/16 = 0.625. If
the input Upay > 0.625, the algorithm returns with hyperperiod (28,44).

Note Algorithm 4.1 does not depend on the scheduling policy produced the input
schedule. It could produce valid hyperperiod from any valid schedule. It is not
known if Algorithm 4.1 will terminate. To analyze its complexity, let’s look at the
code within the while loop from line 16 to 46. In other words, let’s look at the
complexity associated with each idle period. There are three for loops. The first
and third loops are of mO(1), where O([I) is the complexity of function I(¢,7;). Line
30 could be made constant if, whenever we append to (), we save CPU usage between
M.t of each element in @ and ;. So the complexity of the second loop is O(mN)
where N is the queue depth. If we consider O(I) to be part of the input, we have
compleixty O(mN) for processing each idle period. Note that the complete DESH-
SC schedule constructed from Algorithm 4.1 satisfies the aforementioned Properties

1 and 2.
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Figure 4.1. DESH-SA and DESH-SC' algorithm example

4.3.2 DEferrable Scheduling with Hyperperiod: Schedule Adjustment

In this section, we present DEferrable Scheduling with Hyperperiod based on Sched-
ule Adjustment (DESH-SA), a DS-FP based algorithm that can reduce on-line

scheduling overhead while achieving processor utilization close to that of DS-F'P.

The basic idea of DESH-SA is to construct a hyperperiod schedule Sy off-line for
T, a set of validity constrained transactions. Suppose the first hyperperiod of the
Sy schedule has length || Sg||. If the first hyperperiod of Sy can be constructed by
adjusting the DS-FP schedule in time interval [0, [|Sg||], the complete Sy schedule
can be constructed by repeating the first hyperperiod of Sy infinitely for every || Sy||
time units. Thus, the DESH-SA algorithm consists of two parts: an algorithm for
constructing the hyperperiod off-line (see Alg. 4.2 for DESH-SA hyperperiod con-
struction) and an algorithm for scheduling transactions on-line. The latter is trivial
once a hyperperiod is constructed because it only needs to repeat the hyperperiod
schedule. Therefore, we next describe how the first hyperperiod schedule of Sy in

interval [0, ||Sg||] is derived from the schedule of DS-FP.

Given time ¢, > 0, notice that a DS-FP schedule in interval [0,t.] can be con-
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structed off-line. Assume that jobs J; x,—1 and J; g, of 7, (k; > 1 & 1 < i < m) satisfy

the following condition for t,:
di,k,-—l <t < dz,k:.b (421)

First, let jobs J; x,+1 (Vi, 1 < i < m) of all 7;s be adjusted such that they are released
from time t., which is similar to the case that the first jobs are all released from
time 0. Thus, jobs of all transactions are released synchronously at time 0 and ¢,
respectively. Likewise, deadlines d; ;s are also adjusted to time %, i.e., all jobs J; ,
(Vi,1 < ¢ < m) must complete by t.. Notice that there are J; o, .., Jix,, i.€., k; + 1
jobs of 7;, during the interval [0,t.]. Second, let the DS-FP schedule in [0,t.] be
adjusted backwards from time ¢, such that the following condition can be enforced
for 0 <t <t. and integers ny,ny > 0 if the schedule in interval [0, %] is repeated
infinitely:
g(mte,t) = g(nate, ) (4.22)

where
(i,7 —n(k; + 1)), the CPU is allocated

to J; j at time nt, +;
g(nte,t) = (4.23)
(0,0), the CPU is idle at

time nt., +t.

Notice that n, j are integers, and n > 0 & 7 > 0 hold for Eq. 4.23. Eq. 4.22 ensures
that all transactions are released synchronously at time 0, t., 2t., ..., etc. If the
processor is allocated to job J;; at time nt, + ¢, then it is the (j — n(k; + 1))™ job
of 7; from time nt.. Eq. 4.22 and 4.23 ensure that the complete Sy schedule can
be constructed periodically by repeating the schedule of interval [0, ¢.] for every ¢,
time units.

Now, let us turn our attention to how time ¢, is chosen. First, t. has to be a value
that allows the processor utilization of the first Sy hyperperiod close to Upg, the
optimal utilization resulting from DS-FP. Given any time ¢ > 0, it can be chosen as

the initial value of ¢, if the processor utilization at t., U(t,), is close to Upg, where
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Ul(t.) is defined as follows:

iy (ki +1)C;
te .

Ult,) = (4.24)

Second, t. can be chosen from an idle time. The following theorem, which is a
sufficient condition of constructing a general DESH-SA schedule for a validity con-

strained transaction set, explains the rationale for choosing an idle time as ..

Theorem 4.3.1: Given a DS-FP schedule for a validity constrained transaction
set T, suppose t;q. is an idle time in the schedule and the schedule before t;4, is
feasible. Let 7;4,—1 (k; > 1) be the last release time of jobs of 7; (1 < i < m) before

tidle- If W4 (1 § 1 § m),
tidle — Tij;—1 + dip <V (4.25)

holds, then interval [0, t;q.] can be used as the first hyperperiod of the DESH-SA

schedule.

Proof: Notice that once a job is released under DS-FP, the processor cannot be idle

until the job completes. Thus,
VZ(l <1< m), di,ki—l < tigie < Vi ks (426)

If all jobs J; i, are released at time ¢;4, i.€., ik, = tiqie, then the schedule of interval

[tidie, 2 - tiate] is the same as that of interval [0, ¢;4.]. Moreover, if Eq. 4.25 holds,

iy — Tiki—1 = ik, — tidie + Lidie — Tiki—1
= dio — 0+ tidgte — Tij—1

< V; {By Eq. 4.25.}

That is, two consecutive jobs J; 1, Jix (Vi,1 < i < m) across two neighboring
hyperperiods satisfy the validity constraint. Thus a feasible DESH-SA schedule can
be constructed by having the schedule of interval [0, ¢;4.] as the first hyperperiod
schedule. a

Note that if t. is set to be ¢4, then it is not necessary to adjust the schedule of

any transactions in interval [0, ¢;4| for making the first hyperperiod of DESH-SA.
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However, it is not always possible to find such a time ¢;4,. for all transactions, in

which case the adjustment of the DS-FP schedule in interval [0, .| is described in
Algorithm 4.2.

Algorithm 4.2 AdjustScheduleForHyperperiod (7, t.):

Input:

Transaction set T and time t. > 0.

Output: Adjusted schedule Sy in [0,t.] satisfying Eq. 4.22, and Vi, k;.

1 Construct DS-FP schedule Sy in [0, t.] for V7; € T;

2

3

B

10

11

12

18

14

15

16

17

18

19

20

21

22

//Ji; has 1, d; ; computed in Sy (j < k; by Eq. 4.21).
h «— min{i | , € T & 7; violates Eq. 4.25}.
V(i < h), ki —k —1;
for i=h to m do // Adjust Sy in [0, t.].
cflk — te; // cf” is adjusted from d ;.
J ki
ts «— te; // Schedule in [tg,t.] will be adjusted.
while (j > 0) do
if (d; — rij < ©i(rij, di ;) +C)
then // r;; is adjusted from r; ;.
T;,j - a/” - @i(r;,]v J'L]) -G
if (( <hki) A (djr =735 > W)
then report failure; endif
if (r;; < dij-1)
then Jm L 7’;7]-; // Change d; ;_;.
else 647j_1 — d;j_1; // No change.
endif
Je=J—L
else // No adjustment for this job.
if (ts > cf”) // No more adjustment for 7.
then
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23 ts cfm-; // Adjust t.
24 break; // Jump out of while loop
25 else // Examine the previous job of 7;.
26 cfi’j_l — d;j1; // No change.
27 J—=J—1L

28 endif

29 endif

30 end

s W ((G=0) A (d;#diy)

32 then report failure; endif

33 end

34 return adjusted Sy in [0,t.| and Vi, k;;

Example 4.3.2: Figure 4.1(b) shows the result of applying the algorithm on the
same transaction set in Example 3.1.1. We set t, = 33. h = 3. Only 73 needs to be
adjusted. We set a/&l = 33. J5;1 could be re-scheduled at time 27 and 29. And the

new schedule from time 0 to 33 is the adjusted hyperperiod.

After the schedule adjustment, the release time and deadline of job J; g,+1 (Vi,1 <

i < m), which appears as the first job in the second hyperperiod, are set as follows:

’

Tiki4l — le

a/i,ki—i-l te + fio-

Lemma 4.3.2: If]‘% < V? in ML, the release time of J; 5, and the deadline of J; s, 11
after the schedule adjustment is constrained by V;, i.e.,

a’/}kr‘rl - ’f’/-

(3 (2

o <V (4.27)

Proof: By Theorem 4.3.1, Vi(i < h), Eq. 4.27 holds. We only need to prove it for
h <1 < m. By schedule adjustment,

’

Tikit1 = Gig, = Le-

(4.28)
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After the schedule adjustment, the following equations hold according to Theorem

4.1.1:

s = Tinrr < Lo (4.29)
diw, — Tin < Fo- (4.30)

The sum of Eq. 4.29 and Eq. 4.30 is:
a'/i,k—;-‘rl - r;',ki < 2]({% <V,

Thus, Eq. 4.27 holds. O

Lemma 4.3.2 guarantees that the validity constraint can be satisfied for J; 5, and
Ji ki+1, which are two consecutive jobs in different hyperperiods (e.g., the 1st and
2nd hyperperiods). Algorithm 4.2 also guarantees that the validity constraint can
be satisfied for jobs J; g, .., Ji,, which are in the same hyperperiod. Moreover,
if the schedule of the first Sy hyperperiod can be constructed off-line, the on-line
scheduling overhead of DESH-SA in terms of time complexity is constant as it only
needs to repeat the schedule of the first Sy hyperperiod infinitely. Therefore, the
complete DESH-SA schedule constructed from the adjusted schedule of Algorithm

4.2 satisfies the aforementioned Properties 1 and 2.

Note that after the schedule adjustment, it is possible that

/
Cipkm ~ Tig—1 = Vis

(2

which implies that J;x,_; and J; 4 satisty the validity constraint. In this case,
job J; x, is considered to be a redundant job for validity maintenance, which can be

simply skipped in the schedule Sg.

4.4 Performance Evaluation

This section presents important results from our experimental studies of the
DESH-SC and DESH-SA algorithms proposed in Section 4.3.1 and Section 4.3.2.

The experiments are conducted using the real-time scheduling simulator which is



25

Parameter Class | Parameters Meaning
Nepu No. of CPU
System Np No. of real-time data objects
Vi Validity interval of X;
Update C; CPU time for updating X;
Transactions Length No. of data to update

Table 4.1. Experimental parameters

described in Section 3.2. Our goal is to find out how many transactions can be ac-
commodated by each algorithm and what extra CPU workload the algorithm may

incur.
441 Simulation Model and Parameters

We have conducted experiments to study the performance of the two DESH al-
gorithms proposed. In the experiments, we demonstrate whether DESH-SA and
DESH-SC can find a hyperperiod, and if so, how much extra CPU workload they
may incur compared to DS-FP. we also compare the hyperperiod length of DESH-SA
and DESH-SC and demonstrate the percentage of the transactions to be adjusted
when we calculate the hyperperiod for DESH-SA.

For simplicity of the simulation study, only one version of a real-time data object is
maintained. Upon refreshing a real-time data object, the older version is discarded.
We ignore the on-line scheduling overhead in our experiments, and consider it to
be O(1) for all algorithms (which is true for DESH algorithms). This is in favor of
DS-FP as its scheduling overhead is ignored in our experimental results for CPU
workload. The primary performance metric used in the experiments is the CPU
workload resulting from update transactions. We also define Nggj,s¢ to be the average

number of jobs whose release times and deadlines are adjusted in [0, t.] under DESH-

SA.

A summary of the parameters and default settings used in experiments are pre-
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Parameter Class | Parameters | Meaning
Necpu 1
System Nr [50, 300]
Vi(ms) [4000, 8000]
Update Ci(ms) [5, 15]
Transactions Length 1

Table 4.2. Experimental settings

2.00
1.75 4
1.50

1.25

adjust

1.00
0.75 1
0.50

0.25 1

0.00 . .
0 50

Figure 4.4. Average number of adjusted jobs per transaction in [0, ]

T
100

T
150

200

Transaction Priority

250

57

sented in Tables 4.1 and 4.2. The baseline values for the parameters follow those

used in [22], which are originally from air traffic control applications. Two classes of

parameters are defined: system parameters and update transaction parameters. For

system configurations, we only consider a single CPU, main memory based RTDBS.

The number of real-time data objects is varied from 50 to 300 and it is assumed that

the validity interval length of each real-time data object is uniformly varied from

4000 to 8000 ms. For update transactions, it is assumed that each transaction up-

dates one real-time data object, and the CPU time for each transaction is uniformly

varied from 5 to 15 ms.
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4.4.2 Experimental Results

In this section, the CPU workloads of update transactions produced by DS-FP,
DESH-SC and DESH-SA are quantitatively compared in the experiments under
different assumptions. In the first set of experiments, update transactions are gen-

erated randomly according to the parameter settings in Table 4.2 while in the second

m Vi
i=1C;

set of experiments, > of the update transaction set is fixed at 45% and % is
varied to show its impact on the performance of the various algorithms. In the
experiments, transaction with maximum validity interval are run at least 200 jobs
so that the CPU workload of the first Sy hyperperiod is close to Upg. Then the
idle times following the completion of those jobs under DS-FP are chosen as t. can-
didates. Those candidates are tested to find out whether the interval [0, ¢.] can be

used as the first hyperperiod satisfying Theorem 4.3.1.
The resulting CPU workloads generated from DESH-SA, DESH-SC' and DS-FP

are depicted in Figure 4.2. In Figure 4.2, we observe that only when the number of
transactions in the system is no more than 35, DESH-SC' can find the hyperperiod
directly and as DESH-SC' does not need to push back any transactions’ jobs, it’s
CPU workload is slightly lower than that of DESH-SA. In Figure 4.2, it is also
observed that DESH-SA’s CPU workload is consistently lower than that of ML but
only slightly higher than that of DS-FP because a portion of transactions have to
push back the deadline of one of their jobs to t., which increases the CPU workload
slightly for DESH-SA. After the deadline push back, the DS-FP schedule is adjusted
in [0, t.] backwards from time ¢, such that Sy satisfies the validity constraint. Even
when the number of transactions in the system is up to 300, DESH-SA only incurs
less than 1% extra CPU workload compared to that of DS-FP. Note that the extra
overhead resulting from DESH-SA is also adjustable. For example, if the interval
[0,t.] is further enlarged in our experiments, the extra CPU utilization resulting
from DESH-SA can be reduced further, in which case its CPU utilization will be
closer to DS-FP.

Figure 4.4 shows the average number of adjusted jobs (Nygjust) obtained for each

transaction in DESH-SA. The data is collected from 50 different transaction sets.
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DESH-SA and DESH-SC

It should be noted that the average number of adjusted jobs for each transaction is
lower than 2, and it increases while the priority of a transaction decreases. Consid-
ering that such job adjustments produce a hyperperiod schedule that reduces on-line

scheduling overhead to O(1), the benefit of the adjustments is justified.

Next, we compare the hyperperiod length calculated from DESH-SC and DESH-
SA, and we also demonstrate the percentage of adjusted transactions for DESH-SA.

In the experiments, before adjusting the schedule, the transaction with maximum
validity interval is run at least 50 jobs so that the CPU workload of the first Sy
hyperperiod is close to Upg. Figure 4.5 shows that the hyperperiod length for
DESH-SA remains almost the same with the increase of the number of transactions
in the system. The hyperperiod length for DESH-SC' increases rapidly and when
the number of transactions in the system increases beyond 35, it is not able to find

the hyperperiod for DESH-SC.

Figure 4.6 shows the percentage of transactions adjusted for DESH-SA. There are
two percentage curves in the figure. The higher one is the percentage of transactions

adjusted no matter whether they violate Eq. 4.25. Those transactions include all



60

1.0 4

0.9 1 X
) . X/x/
S 08 —
g _—
@© 0.7
w B
c
© 0.6
t 0_5_- —o—Trans. violating validity constraint
g i —x—Trans. adjusted
o 0.4+
© .
c
o 034
8 ) /D
& 0.2 p—"

0.1 /D/

B |
'D/
T T T T T T T T T T T
50 100 150 200 250 300

Number of Update Transactions

Figure 4.6. Percentage of adjusted transactions for DESH-SA

7; where h < i < m (h is calculated at Line 3 in Alg. 4.2). The lower curve is the
percentage of transactions which actually violate Eq. 4.25. The former should be
higher than the latter because if the schedule of a transaction, e.g., 73, is adjusted,
then the schedule of its lower-priority transaction will be adjusted even if the lower-

priority one does not violate Eq. 4.25 before 75,’s adjustment.

As mentioned earlier, we also conducted experiments by varying % and fixing
m % of the update transaction set at 45%. The results are depicted in Figure

=1y,
4.3, which compares ML, DS-FP, DESH-SA, >>™, £t and 3™

. Like in Figure

=17y, 'le

4.2, the actual utilization for DS-FP is very close to the utlhzatlon lower bound

Upg. As explained in 3, 3.7

o v is the CPU workload resulting from the possible
maximum separation V; — C; satlsfymg the validity constraint for each transaction
7;. It is the CPU lower bound ignoring transaction interference. It is observed in
Figure 4.3 that CPU workloads of DS-FP and DESH-SA algorithms are very close

to that of > . The larger & Yi i, the closer DS-FP, DESH-SA and 37"

le ZlVC

are. This is because the probablhty of transaction interference decreases for DS-FP

and DESH-SA when % becomes larger.

Finally, we have also conducted experiments for triggered transactions, which
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are triggered due to changes of real-time data values committed by sensor update
transactions. Compared to the performance results of triggered transactions under
ML, performance results of triggered transactions under DESH-SA are similar to
those under DS-FP. That is, the performance of triggered transactions under DESH-
SA is improved because DESH-SA reduces CPU workload of sensor transactions. We

omit the details here due to space limit.

4.5 Chapter Summary

In this chapter, we advance the theory of the deferrable scheduling algorithm
further by proposing a sufficient condition for its feasibility, and proving the op-
timality of its average processor utilization. Moreover, we also present practical
approaches derived from DS-FP, namely DESH-SC and DESH-SA, that reduce on-
line scheduling overhead to O(1). Our experiments demonstrate that DESH-SA is
a very effective approach for minimzing update workload while guaranteeing the

validity constraint.



Chapter 5

Statistics-based Sensor Selection
Scheme for Continuous Queries in

Wireless Sensor Network

In Chapter 3 and Chapter 4, we studied the scheduling problem for firm real-time
update transactions to maintain the data freshness. In this chapter, we study a
new problem to select an appropriate set of sensors to guarantee the accuracy re-
quirement in execution of sensor queries. With the aid of continuous probabilistic
query (CPQ), we propose a statistical approach to decide the sampling period for
each region adaptively and the sample set of sensors for multiple sensor aggregation
within a region at a certain sampling time. The experimental results in this chapter
demonstrate that our algorithms are efficient and can provide accurate and robust

query results.

5.1 System Model and Continuous Probabilistic Query Model

In this section we first briefly describe the underlying system model and the query
model. The wireless sensor system model consists of a base station (BS) and a col-
lection of sensor nodes. It is assumed that the system environment is divided into

a number of regions, each of which consists of a node with high computational ca-

62
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pability, called the coordinator node that manages nodes in the same region. The
base station is responsible for communication between the coordinator nodes and
the users of the system, i.e., transmitting CP@s to the coordinator nodes and re-
turning results to the users. The base station communicates with the coordinator
nodes through a low bandwidth wireless network and may require the relay of other
sensor nodes and coordinator nodes. We assume that the base station knows the
distribution and connections of the coordinator nodes and what sensor data items
are represented by each sensor node. Figure 5.1 illustrates the overall system ar-
chitecture. A two-level architecture is shown, but the processing model proposed in
our work can be applied to a multiple-level architecture and the regions managed

by different coordinators can overlap.

5.1.1 Continuous Probabilistic Query Model

A CPQ is submitted by a user to the sensor network system for the purposes of

continuous monitoring and event detection.

Definition 5.1.1: A Continuous Probabilistic Query (CPQ) is a probabilistic
query repeatedly executed over the time interval [begin_time, end_time] on objects
01,0, ...,0,. The answers produced are guaranteed to satisfy the CPQ with some
probability specified by the user.

In this chapter, we concentrate on aggregate queries i.e., those that generate
answers based on an aggregate function on Oq,0,,...,0,. In particular, we study
the following three common categories of aggregate queries:

MINIMUM (MAXIMUM): Return the object that contains the minimum (maxi-
mum) value among objects Oy, O,, ..., O, with probability guaranteed to be larger
than a threshold value P.

AVERAGE (SUM): Return the probability density function of the average value
(sum) of objects with the variance of the result not larger than or.

RANGE COUNT: Return the number of data values that fall within a user-

specified interval. The probability that the number is the true count has to exceed
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Figure 5.1. System architecture and an example of a CPQ

a threshold value P.

Definition 5.1.2: A Continuous Probabilistic Sub-query i, denoted as C'PQ);, is
a sub-query of C'P() executed during the interval [begin_time, end_time]. A CPQ);
accesses item O; in the list of objects specified by CPQ. It returns to C'P(Q a

Gaussian distribution (u;, ;) of O;.

When the base station receives a C' PQ), it determines the set of data items required
by the CP(Q according to the required regions of the query and which coordinator
nodes are responsible for generating the required data items. The base station then
breaks down the C'PQ into sub-queries C PQ{, CPQ>,...,CPQ,. Each sub-query
CPQ); is then sent to the coordinator node, which is responsible for reading O; and
generating a Gaussian distribution for the reading of O; to describe the distribution
of O;. Each coordinator sends its results back to the base station, which then
computes the final result and sends it back to the user. Figure 5.1 illustrates an
example of a C'P(Q) executing on objects O; and O4 under our system model. The
C P(@) submitted by the user is broken down into two sub-queries, C PQ; and C'PQ)y,
which access regions O, and Oy respectively. The results from coordinators for O,
and Oy are sent to the base station, which subsequently returns the result to the

user.
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Figure 5.2. Coordinator model

5.1.2 Sensor Data and the Role of the Coordinator Node

We assume that the sampled values from a sensor follow a continuous function of
the system environment. Once a sensor data value is generated, it is associated with
two time-stamps, called the lower time stamp (lts, the current sampling time) and
upper time stamp (uts, the next sampling time), to indicate its validity interval. A
data value is invalid at the sampling time of the next value. The time-stamps can
be used for ensuring temporal consistency in query execution [34, 38] such that all
the data values are valid at the same time interval. The maintenance of freshness
for the sensor data is studied in Chapter 3 and Section 4. The synchronization of
the clocks at different sensor nodes for generating the time-stamps can be done by
the coordinator node of the region. Note that the generated sensor data values from

a sensor node may contain error due to noises from the surrounding environment.

The sensor nodes in a region are handled by a coordinator node. As shown in
Figure 5.2, the coordinator node collects readings from individual sensors, computes
the average value of these sensors and the statistical information (e.g., Gaussian dis-
tribution) of these sensor values, and passes them to the base station for generating
query results. Note also that not all the sensors are involved in sending their values
to the coordinator. This is because reading data values from all sensors can result in
a heavy network load. Sensor selection will be discussed in greater detail in Section

D.2.
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Figure 5.3. Accessing sensor data values following relative consistency

requirement

To conclude, the processing of a C'PQ) is divided into two levels: (1) Aggregation
of multiple sensors responsible for generating a value for a data item required by
the query at the coordinator, and (2) Aggregation of the data items required by
the query to generate the query results to be performed at the base station. Since
CPQ is a continuous query, aggregation operations will be performed whenever a
new set of sensor data versions are generated. The aggregation at the coordinator
node will follow the time-stamps of the data values of different sensor data streams
such that they are relatively consistent with each other as shown in Figure 5.3 [34].
Although the sampling periods of the sensor nodes within the same region may be
the same (i.e., the sensor values have the same validity period length), the sensor
data values from different streams may not be synchronized with each other since
they may be activated at different time points as shown in Figure 5.3, in which an
aggregate function, maz, is performed on two sensor streams x; and x;. The results
are obtained from the maximum of the two streams for the same time points, and

they are presented as a function of time.
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5.2 Statistics-Based Sensor Selection Scheme for CPQ

Accessing more sensor nodes can improve the reliability of query results, at the
expense of an increased aggregation workload. Our goal is to meet the accuracy
(probabilistic requirement) of a continuous query using the minimum number of
sensor nodes for generating the value of a data item required by a query. Specifically,
we want to determine the sampling period for different regions and to determine the
set of sensor nodes to participate in sampling for aggregation of the values at the
time when a certain region is sampled. Since different types of probabilistic queries
have various forms, the derivation of the probabilistic query result, in the form of
probability density function (pdf), can be different. This in turn affects how many
sensors are selected to report data. Algorithm 5.1 summarizes our approach, and

the details of each step will be discussed in the following subsections.

Algorithm 5.1 Outline of the sensor node selection algorithm for C'PQ:

1 R is the region set involved in a continuous query C'Q;
2 Each region computes its initial statistic properties and sorts sensors;

3 While (Current Sampling Time < End Time of CQ);

4 BS decides the next sampling time for each region;

5 BS derives the maximum allowed variance (MAV) for each region;

6 BS sends information about sampling times and MAV to each region;
7 Each region determines the sample size and sensor nodes to be used;

s End of Loop;

5.21 Computing the Region’sInitial Statistic Properties

In this step, for each region, we will calculate its initial statistical properties
including the initial expected value and the estimated population variance. The

population variance for each region will be kept constant during the query period
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while the expected value will be variable at different sampling times as the region’s
value is supposed to change continuously, but it can be evaluated similarly using the

specific selected sensor set to be explained in Section 5.2.5.

For each region R; required by a sub-query C'PQ);, the coordinator node identifies
the set of sensor nodes S; which are responsible for generating values for R;. Then
it sends out data request messages to all these sensor nodes. Each sensor responds
to the request message by returning its latest sampled data value of R; to the
coordinator. The received sensor data values from each sensor node are first buffered
and the mean values are calculated by the coordinator after a pre-determined waiting
time has expired. To improve accuracy in calculating the mean value, each node may
send multiple sensor values which cover the period from current time to (current
time - a time interval). Then, the mean value calculation is performed in two steps:
(1) the mean value for the set of data values from a sensor node, and (2) the mean
value over all sensor nodes. If the variance of the values from a sensor node is too
high, (e.g., higher than a pre-defined threshold), it is assumed that the node is either
currently located at a high-noise environment or it is currently in an abnormal state.
The node will be marked as abnormal and the coordinator will not consider the node

for further processing.

Based on the variances of the values from all the sensor nodes selected, the popu-
lation variance for the region R; can be estimated as their average and will play an
important role in the following calculation of the M AV for different kinds of queries

and the sampling size in Section 5.2.3 and 5.2.5 respectively.
5.2.2 Adaptive Sampling Period

In our system model, we assume the value of the region is changing continuously.
For example the temperature of a room in whole day’s observation will rise and drop
continuously. So for a continuous query issued to the system, we have to sample the
regions periodically to get accurate results for the query. Determining the sampling
period is not a trivial issue, however, since a straight-forward approach of using

a fixed sampling interval for each region can consume excessive bandwidth if the
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sampling interval is too small while accuracy could suffer if the interval is too large.

In this section, we propose sampling using an adaptive sampling period. In this
scheme, a region will only do the sampling when the value from the region is pre-
dicted to affect the result of the query. Otherwise, no sampling will be performed.
Using this approach, we reduce the message cost in the system dramatically and at

the same time guarantee the accuracy of the query result.

The essence of the adaptive sampling time decision scheme is to increase the
sampling period for the regions whose values have little effect on the query result,

and in this chapter, we will focus on the scheme for the MAX and MIN queries.

Here we use the MAX query as an example to illustrate this idea. Figure 5.4
illustrates the different effect of the regions’ value to the query result. The effect
from region Os is larger than that of O, which in turn is larger than that of region O;.
So the sampling period of O, will be larger than Oy while O3 should have the smallest
sampling interval to maintain the accuracy of the result. We now demonstrate how
to calculate the sampling period for each region by first introducing the concept of

Predicted Sampling Time.

Definition 5.2.1: The Predicted Sampling Time (PST) of a region is the
time when the value of that region will affect the result of a query according to the
predicted rate of change in the regions’ value (based on a running average calculated

from a number of previous values).

Suppose the value of the region O; has a distribution and the region with the



70

largest value O,,,, has the distribution. The rates of change in the values of the two
regions are v; and v,,q, respectively. We also assume when the difference of the two
regions’ values exceeds the result of the query will be affected. Then the predicted

sampling time for region ¢ can be calculated as:

MAX((/J/magj — Ui — 3<0max + Ui))a O)

Vi — Umaz

PST, = (5.1)

The reason why we select 3(0y,4: +0;) as the threshold is to ensure that the prob-
ability is less than 0.3% when one region’s value will be inside the 99.7% confidence

interval of the other region’s value.

Considering that the actual rate of change in a region’s value may be different
from the predicted one, setting the sampling period to be the PST can easily produce
an incorrect query result. So in the calculation we only use a fraction of the PST,
which we call prediction factor (PF) to reduce the effect of the prediction process.

It is calculated for each region as follows:

Algorithm 5.2 Calculation of the Prediction Factor

~

Toig = PSTjusi— (Current Sampling Time - Last Sampling Time);
PSTrror = (PSThew — Tora) /Tod;
3 H(PSTerror >0) PF = PF + Ao,
f(PST.yer < 0) PF = PF — Ac;

I\S)

B

T4 is the old PST minus the time elapsed between the current and last sampling
time, and PST,,,,. measures the inaccuracy between the T,;; and the new PST which
is calculated with the most updated regions’ value. If PST,,,,,. is larger than zero,
region O;’s value is approaching O,,.. slower than expected and a larger prediction
factor is set. A smaller prediction factor is more suitable when the opposite condition
is true. With the help of the PST and the Prediction Factor, we can calculate the

next sampling period for each region as follows:
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SPin . PST, =0
SP, =< PST,x PF, : PST,>0
SP, e . PST, <0

5.2.3 Deriving Maximum Allowed Variance

In this section, we will describe how the base station, based on the distribution of
the probabilistic results from the regions selected and the probabilistic requirements
of the queries, derives the variance o of the sampled data being queried for different

types of probabilistic queries.

The impact of errors in sampled data values on the query result depends on the
query type. Here we consider three query types: (1) Range count queries, (2) MAX
and MIN, (3) AVG and SUM. The data being queried are aggregated from multiple
sensors from the same regions by the coordinator nodes. Thus it is reasonable to
assume that the data values follow normal distributions with specific means and
variances. In essence, the sub-query C'P(); executed at each coordinator returns a
normal distribution of its sensor reading to the base station. The rest of this section
describes, for each query, how the maximum variance allowed for each region comes

into play. In each case we then derive an algorithm to compute the variance.

MAXIMUM and MINIMUM Queries

One important observation about MAXIMUM and MINIMUM queries is that as
the variance of the sampled data values decreases, the maximum and the minimum
become more distinct. In the example of two data values, the probability of O

being the maximum data object, i.e. the value of O; is larger than that of O,, is:

/_ zo fils) ( /_ SOO ﬁ(t)dt) ds

where fi(s) and fa(s) are the probability density functions for O; and O; re-

spectively. Further, if we suppose the sampled data values are independent random
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>
Figure 5.5. MAXIMUM and MINIMUM queries

variables satisfying Gaussian distribution, the calculation of pl can be simplified as:

+oo
P1 = P{Ol — 02 Z 0} = /0 gl’Q(S)dS

where ¢ 2(s) is the probability density function for O; — Oy which also satisfies
Gaussian distribution. It can be seen from Figure 5.5 above that the variance
decreases with increases in p;. It is consistent with the fact that O; is more likely
to be the maximum. For the case of multiple data values, suppose the size of the

calculation set is N, the probability of O; being the maximum is:

P :/_zo fils) ( fv[ '/soofj(t)dt) ds

J=1nj#i7 T

where 2
s—p:)2 (t—pj)

1 _( MZ) 1 - 20'%.

J

fi(s)

k3

202
V2mo; ‘ S0 V2710 ‘

Similarly, the calculation could be simplified given the assumption that the data

values are pairwise independent:

N N +o00
p=I1P0-0,20 G# =T  gals)ds

where
1  (s=(ui—u))?
2ol
Gig(s) = ——— ¢ T
2m (07 + 073)
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Figure 5.6. Probabilistic range count query

The algorithm below finds the maximum allowed variance for each region to satisfy

the requirement that the probability of the region holding the maximum or minimum

value is larger than Pr.

Algorithm 5.3 Determining the MAV in MAX and MIN Queries

Set the 0,,’s to be the estimated population variance of for each region;
2 If(TYPE is MAX) then

5 P(017 025+, Un) = fjo? fl(s) ) ( ;‘V:l/\j;éi fjoo fj(t)dt) ds;

4 If(TYPE is MIN) then

5 P(01,03,..,00) = [73 fi(s) - (TN unysa(l = [0 fi(B)d)) ds;

¢ Find k4, the index of the maximum %P(O’l, T2y ey On);

7 Adjust variance requirement of the k' sensor: oy, . = o,,.. — Ao;

8 Repeat 2 to 6 until P(oy,09,...,0,) > Pr;

9 Return o1,09,...,0, as 0y¢;’s;

Note that this algorithm is a greedy algorithm. Each time it adjusts the sensor’s

variance requirement that has the greatest impact on the accuracy of the results.
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AVERAGE and SUM Queries

The pdf of the resultant SUM is the convolution of the pdf of the addends. We first
define the convolution operator ® as (f®g)(2) := [72° f(s)g(z —s)ds. Then the pdf
of the sum of the values of Oy, Oy, . .., Oy, , whose pdfs are fi, (t), fi,(t), ..., fr.. (1),
is fs = fi, ® fo, ® ... ® fi,,. It is a parameterized function with oy, , ok, ..., 0k, as

parameters.

According to probability theory, the sum of a finite number of normally-distributed
random variables follows a normal distribution. More specifically, for our case, the
sum follows a normal distribution N ( Do Mk Doy 0,%]_). We find oy, , 0%y, - - -, Ok,
to meet the requirement that o, = (Z;-”:l oij)% is smaller than a given threshold
or. Note that AVG is SUM divided by m. Thus it follows the same rationale except
that its distribution is given by N ( % D0l By # >t a,%j). The algorithm below
illustrates how o’s are found for SUM and AVERAGE.

Algorithm 5.4 Determining the MAV in AVERAGE and SUM queries

1 Set the 0,.,’s to be the estimated population variance o} for each region;
2 Find k.., the sensor that has the greatest impact on oy;

3 If(TYPE is SUM) then

b g0 = 5(S 02)7E - 200 = on(X]L, 0F,)7F;

5 If(TYPE is AVERAGE) then

6 —80'S:%

_1 _1
dor (# ;'nzlalzj) 2 20p = 2( ?1:1‘71%) 25

7 Adjust variance requirement of the ji* ~sensor: o; . =o0;. . — Aoc;

8 Repeat 2 to 6 until o < op;

9 Return o1,09,...,0, as 0y¢;’s;
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COUNT 1 2 3 4 5)
Prob. 0.1 | 0.2 | 0.5 | 0.15 | 0.05

Table 5.1. Result for a Range Count Query

Range Count Queries

A range count query @ specifies an upper query bound (ub@) and a lower query
bound (/bQ). For a probabilistic range count query, the result needs to provide the
confidence of the counted value. From Figure 5.6, we can see that if the value of
the sampled data being queried is near the query bound (i.e., O1), a smaller error
needs to be provided from the data value. Otherwise, it cannot be determined with
high confidence whether the sample value is within or out of the query bound, and
consequently leads to a low confidence in the count value. To minimize the sampled
error, more samples may be collected from the sensor node. On the other hand, if
it is far away from the bound, a larger error will be accepted as it will not have

significant impact on the results.

To determine o; for O; in range count queries, we need to first understand the
impact of ¢; on the result of a probabilistic range query (PR(), which computes the
probability that an object value falls within the specified range. Suppose the mean
of the value of O; is u;, and the lower bound and upper bound of the range query
being discussed are [b() and ub() respectively. The probability that O; satisfies the
PRQ, p;, is then given by:

wQ ] _?
i(s) = e i dx
fils) /le V2mo;

Notice that the value of p; is a function of variance, i.e., the smaller the variance is,

the more accurate is the probability value. There are two types of results for a range
count query: (1) Deterministic: Count all data objects with at least 95% chance (a
confidence requirement example) of being inside the range. (2) Probabilistic: Find

the distribution of the result (called COUNT) for a range count query:

Assuming that there are n data objects: O1,0s,...,O,. The standard variances
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of the values of these data object are o1, 09,...,0,. Suppose the probabilities are
p1(01),p2(02), ..., pn(0n), respectively. We can get the distribution of the random
variable COUNT by examining all the combinations. Suppose the set of all the
objects in the system is O and O = N, when COUNT is ¢, the number of possible
combinations for selection is C%. Assume each combination separates O into two
sub-sets S and R. S is the set of objects which are selected while R is the set of the
ones not selected and S =i, R = N — 1. The probability that COUNT is equal to ¢
can be calculated as:

P{COUNT =i} = % ((gpk> (Nﬁi(l - pRJ’J)))

j=1 =1

where p;,, is the probability for the object which is the k" object in the sub-set
S to be selected in the j* combination. From the requirement on this distribution,
e.g. 95% of the probability is concentrated on the top 2 highest probability COUNT
values, we need to find a way to derive o1, 09, ..., 0, based on the above distribution.

The algorithm is shown below.

Algorithm 5.5 Determining the M AV in Range Count queries

1 Set the 0,,’s to be the estimated population variance o for each region;
2 Find 4,19, ...,1 of the top P{COUNT = i} values;

5 Find jings, the index of the maximum ;2 Y% | P{COUNT = i,,};

4 Adjust variance requirement of the j* sensor: o;,... = 0;,... — Ac;

5 Repeat 2 to 4 until ¥ _ P{COUNT =i,,} > Pr;

6 Return oy,0,...,0, as 0,¢’s;

5.24 Time Complexity Analysis

In this section, we estimate the worst case time complexity for the algorithms in

Section 5.2.3. We compare the analysis with the results from simulation experiments
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and show that the actual complexity is much less than that predicted in the theo-
retical analysis. In the algorithms, the perfect situation is that there is no variance
at all for all the regions. In the iteration, one region’s variance o; is reduced by Ao
which is a system parameter. Thus, the maximum number of iterations required is
the moment when all the variances of the regions are reduced to zero (the proba-
bility threshold is guaranteed to be met since each data value is reduced to a single
point), which is:
S| S

In the iteration, line 2, 3 and 4 determine the calculation function, find the index
of the region which has the greatest impact on the P and decrease the region’s
variance by Ao respectively and the time complexity can be estimated as 2n. Then
the worst case time complexity is:

o [HAXIEEY

where n is the number of regions and 67 is the initial variance for region i. Next we
perform a number of simulation experiments to count the number of loops executed
in reality. For the simulation experiments, we fix the difference of the regions’ values
as 10% of the region with the maximum value and vary the number of regions in
the system from 2 to 7 to compare the experimental result with the estimated worse
case value. From Figure 5.7, we find that the experimental result is much lower than
the estimated value and their difference actually increases as the number of regions

in the system increases.
5.25 Determining Sample Size and the Set of Sensors

In this step, based on the information about the variance d,, transmitted from
the base station, the coordinator node in each region determines the sample size and
the set of sensor nodes to be sampled to meet the confidence requirement of data

being queried.
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Figure 5.7. Number of loops in worst case vs. experimental results

We first decide determine the sample size, i.e. how many sensors need to be
included in the aggregation process to get the average value. Suppose the sample
size is n, and the approximate mean value S = ni >y Sk, where 1 < k; < n and
ki # k; for all i # j. We know that if all s, follow an identical distribution N (p, 0?),
then S follows the normal distribution N (u, 2—2), where p1 is the expected value and o
is the region’s estimated population variance calculated in Section 5.2.1. To satisfy
the accuracy requirement, we need to choose an n, value satisfying the constraint

2

< Oreq- S0 we set the sample size to be ng = [ 5—].

req

g
Ns

ﬂ

Secondly, we determine the set of sensor nodes to be sampled. In Section 5.2.1, we
calculate the mean value for each region using the data from all the sensors inside
it. At the same time, for each sensor, we calculate the difference between the sensor
data and the expected value for the region and set it as the criteria for sorting the
sensors in each region for selection d; = s; — E(s).

We sort the sensors in ascending order of d;. At each sampling time, with a certain
variance o,¢q, the coordinator will calculate the sampling size n, and select the top

ns sensors to sample.

Since the selected sensor could be in an error state during the sampling period,
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so at each sampling time, when the coordinator collects all the possible sensor data
with a small delay (to get rid of the disconnection case), it will calculate the d; again
to check whether a sensor’s value exceeds the expectation a pre-fixed threshold. If
the threshold is exceeded, we assume that the sensor is in error at the sampling
time, and the coordinator will send a new request for information to other sensor

candidates in the sorted list and it will also re-sort the sensor list as well.

We have to notice that the sensor selection algorithm only guarantees that with
these size-fixed subsets of sensors, the user’s query requirement can be statistically
maintained. But because of the uncertainty of the sensor data, the difference be-
tween the actual distribution of the region’s value and the expected one always exists
and the process for calculating the set of sensors to be selected should be iterative.
A simple way to describe the iterative process is to add a constant number of sensors
every loop until either of the conditions below is satisfied:

1) The obtained new distribution has a smaller variance than the desired one

2) The next sampling time occurs.

But as described above, after we determine the number of sensors to be selected,
we always select the ones with reading expectations closest to the expected value
of the region. In this way, the actual variance of the distribution is much lower
than the estimated one. From figure 5.7, we can find that the actual query accuracy
using our sensor selection algorithm is always much higher than user’s requirement.

Therefore in practice, the iterative process is mostly unnecessary.

5.3 Performance Evaluation

In this section we evaluate the performance of our proposed smart sensor selec-
tion scheme using a number of simulation experiments. In particular we compare
our scheme with a baseline method where sensors are selected randomly. Due to
limitations in space we concentrate on MAX / MIN query in our simulations and
in the simulation, we will use the algorithm 5.3 to evaluate the maximum allowed

variances for the regions because in the performance evaluation, we focus on two
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Model Prameter Baseline Value
Continuous query length 1000 sec

Initial calculation period 100 sec

Sensor sampling interval 5 sec

Accuracy requirements 90% ~ 95%
Variance change step (Ao) 0.3

Number of regions 6~ 8

Number of sensors in each region U100, 150]
Difference in the values of different regions | 2% ~ 10%
Sensor error variance range 5% ~ 25%

Table 5.2. Symbols and definitions

metrics: 1) percentage of sensor selected and 2) query accuracy. In Figure 5.8, we
demonstrate the percentage of the sensors selected based on our sensor selection
algorithm. For simplicity, we assume there are up to eight regions in the system
in considering a MAX / MIN query and the actual value for these regions do not

change. The model of the sensor’s value at time ¢, S* is defined as follows:

St =St + errort
errort ~ N(0,0)
o=\-S!

actual

St uar 18 the region’s actual value at time ¢ and errort is a normally distributed
random variable with expected value 0 and variance o. A is called the sensor’s Error
Variance Percentage which is the percentage of the region’s actual value and decides
the size of the o, in this experiment we assume it is uniformly distributed between
[0%,15%]. It can be seen from Figure 5.8 that the sensor selection percentage is
sensitive to the difference between the two regions’ value. The selection percentage
can be reduced dramatically to 5% of the total number of sensors when the difference
is about 10% of the region’s value. On the other hand, even when the difference is
as small as 2% of the region’s value, we also can still reduce the selected percentage

to 65%. More importantly, the accuracy of the query result is maintained, as shown
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