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Abstract die, researchers and designers have turned to interconnec-

) o ) . . . tion networks as a replacement to conventional shared buses
Driven by continuing scaling of Moore's law, chip multi- 504 44-hoc wiring solutions. Most existing networks-on-
processors and systems-on-a-chip are expected to grow th%hip (NOCs) are based on rings [16] or two-dimensional
core count from dozens today to hundreds in the near future. ;ashes [25, 22, 9, 23] — topologies that have low design com-
Scalability of on-chip interconnect topologies is critida plexity and are a good t to planar silicon substrates.
meeting these demands. In this work, we seek to develop a . . .
. ) . These topologies, however, present serious scalability
better understanding of how network topologies scale with .
challenges as the core count increases toward hundreds or

regard to cost, performance, and energy considering the ad_thousands especially as two-dimensional substratesctest
vantages and limitations afforded on a die. Our contriboo » €sp y
the space of implementable networks. In response, re-

are three-fold. First, we propose a new topology, calledMul searchers have proposeshcentratiorss a means o reduce
tidrop Express Channels (MECS), that uses a one-to-many, prop

. . . .. “the number of network nodes by co-locating multiple ter-
communication model enabling a high degree of connectivity ~ . . ) .
) . ) . minals at each network interface with a crossbar intercon-
in a bandwidth-ef cient manner. In a 64-terminal network,

MECS enjoys a 9% latency advantage over other topologiesneCt [1]. Another solution involvesttening a conventional

at low network loads, which extends to over 20% in a 256- puttery network for use on a chip with the aim of reduc-

: .. ing the hop count through the use of high-radix routers [10].
terminal network. Second, we demonstrate that partition- : . .
. : , . Unfortunately, neither approach is suf ciently scalab®y
ing the available wires among multiple networks and chan- . o . : o
. . itself, concentration is insuf cient as its degree is rieséd
nels enables new opportunities for trading-off performanc

area, and energy-ef ciency that depend on the partitioning by crossbar complexity, while the attened butter y recgst

scheme. Third, we introduce Generalized Express Cubes — achannel count that is quadratic in the number of intercon-

framework for expressing the space of on-chip intercormect hected nodes. - .
— and demonstrate how existing and proposed topologies can To address these scalability concerns, we introduce Mul-

be mapped to it. tidrop Express Channels (MECS) — a new topology based
on express cubes [4] that is speci cally designed to t the
1 Introduction unique advantages and constraints of NOCs. MECS utilize

a point-to-multipoint communication fabric that providas

As continuing scaling of Moore's law enables ever greater high degree of connectivity in a bandwidth-ef cient manner
transistor densities, design complexity and power liritet ~ We use an analytical model to understand how MECS, con-
of conventional out-of-order superscalar processors havecentrated mesh, and attened butter y topologies scalemwhe
forced researchers to consider new app”cations for |argethe network size is increased from 64 to 256 terminals. As
transistor budgets of today and tomorrow. Sing|e_chip mult the network is Scaled, MECS maintains a low network diam-
processors, or CMPs, have emerged as the leading alternativeter and requires only a linear increase in bisection band-
to complex monolithic uniprocessors. By placing multiple Width to keep the channel width constant. An evaluation
cores on a single die, complexity is managed via replication of MECS on a subset of the PARSEC benchmark suite in
and design reuse, while power is kept in check through the@ 64-terminal system shows that MECS enjoys a latency ad-
use of less aggressive microarchitectures. Today's mast ex vantage exceeding 9% over other topologies, including the
pansive designs have dozens of tiled cores on a chip and in-attened butter y. Scalability studies with synthetic bem
clude the 64-core Tile Processor from Tilera [25] and Istel’ Marks show that the latency bene t of MECS increases to at
80-core Terasca'e Ch|p [22] Continuing techno|ogy S@”n least 20% at low loads in a 256-terminal con guration.
will likely push single silicon substrates to integrate et To better understand the space of on-chip interconnects,
near future. we propose Generalized Express Cubes (GEC) — a frame-

To interconnect such a high number of elements on awork that extends k-ary n-cubes with concentration and ex-



press channels —and demonstrate how various topologies, in2.2  Area
cluding MECS and attened butter y, can be expressed in it.
Finally, we evaluate several GEC-expressible networks
that differ in channel count, connectivity and bandwidtlurO
ndings show that in wire-rich substrates, completely fepl

Traditionally, the cost of interconnection networks has
been dictated primarily by pin constraints of the available
packaging technology. In networks-on-chip (NOCs), how-

cating the networks while holding the bisection bandwidth ever, die area and wiring complexity are th? main determi-
nants of network cost. The area overhead is due to routers

constant can signi cantly improve network throughput at a o . .
- ...~ and communication channels. Link overhead is mostly dom-
modest delay penalty at low loads. In addition, replication . .
. inated by the area of repeaters, as wires are commonly routed
can reduce router area and power by decreasing the crossbar | . . ;
; in higher-level metal layers. Equation 4 approximates ehan
complexity. . .
nel footprint as a product of area cost per mm of wire, chan-
nel width, and combined channel span in millimeters.
2 Background Flit buffers, crossbars, and control logic are the primary
) . . contributors to the routers' area cost (Equation 5). Howeve
In this effort, we seek to determine how interconnect o control logic has a negligible footprint [8, 9], we lwil

topologies scale with respect to cost, performance, andregyrict our subsequent analysis to crossbar and buffer ove
energy-ef ciency. The study of other relevant factors,suc ,o54g.

as fault-tolerance, is left as future work.

X
2.1 Performance Ainks = Awire = W 1 i 4)
1=
The performance of interconnection networks is deter- Arouters = (Atito + Acrossbar + Aarbiters ) N (5)
mined by two factors: throughput and latency [5]. Through- Anoc = Ajnks + Arouters (6)

put is the maximum rate at which the network can accept the
data. Latency is the time taken by the packet to traverse the The wiring complexity, combined with restrictions im-
network from the source to the destination and is comprisedposed by planar silicon substrates, profoundly affects the
of two components: header laten@y,, and serialization de-  choice of topologies suitable for networks on a chip. Sim-
lay, Ts. ple, low-dimensional topologies such as rings and two-
As shown in Equation 1, the header latency is the sumdimensional meshes are appealing for use in on-chip net-
of router delayd,, and wire delayd,,, at each hop, multi-  works as they are straightforward to implement in silicon,
plied by the hop countd . The serialization latency (Equa- have short channel lengths, and have low router complexity.
tion 2) is the number of cycles required by a packet to crossHigh-dimensional k-ary n-cube and k-ary n- y topologies re
the channel and is simply the quotient of the packet length, quire attening for mapping to a 2D substrate. This can limit
L, and the channel width)/. The resulting expression in their scalability and introduce non-minimal channel ldrsgyt
Equation 3 is known as theero-loadlatency. In practice,  which tend to adversely impact wire delay and energy, and
contention between different packets in the network can in- can complicate the routability of the design.
crease the router and/or serialization delay, leadinggbédri
packet latencies. A good topology seeks to minimize net-

work latency and maximize throughput. Links and routers are the two primary contributors to
NOC energy. In point-to-point on-chip interconnects, re-

2.3 Energy

Th = (dr + du)H @) peaters are inserted at regular intervals to improve the-cha
Ts = L=W (2 nel's energy and delay characteristics. As a result, link en
T = Th+ Ts=(d + dy)H + L=W () ergy is proportional to the wire distance and can be approx-

imated as the product of the energy per millimeter of wire,

By far, the most popular NOC topology to date has been athe channel widtlw, and the sum of all of the per-hop wire
two-dimensional mesh [25, 22, 9, 23]. Given the short chan- lengths (;) in millimeters between the source and the des-
nel lengths in on-chip meshes, the typical per-hop wireydela tination (Equation 7). The summation allows for the non-

in these networks is one cycle. Since aggressively-clockeduniform hop distances found in some topologies.
implementations require pipelined routers, researchave h N

turned to techniques like speculation [15, 12] and express Eik = Ewre,, W
virtual channels [11] to reduce the router latency to one or i=1
two cycles per hop. However, because meshes require a NG

large number of hops, particularly as the network size scale Erouter = (Efifo + Ecrossbar *+ Earbiters ) (8)
router latency in two-dimensional meshes remains a major i=1

component of network latency. Enoc = Eink + Erouter 9)

i (7)
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(a) Concentrated mesh (b) Flattened butter y (c) MECS

Figure 1. Concentrated Mesh, Flattened Butter y and MECS to pologies for a 64-terminal network.

The main contributors to a router's energy footprint are each network interface among multiple terminals via a cross
the it FIFOs, the internal SWitChing IOgiC, and the arbger bar switch [1] A mesh network emp]oying 4_Way concentra-
FIFO energy depends on the number of virtual channels pettion leads to a 4x reduction in the effective node count (Fig-
router port as well as the depth and width of each virtual yre 1(a)) at the cost of higher router complexity. Compared
channel (VC). On-chip routers are typically designed with tg the original network, a concentrated mesh has a smaller
a crossbar switch. In crossbars with an equal number of in-diameter and, potentially, a diminished area footprint. Mv/hi
put and output ports, energy per it can be approximated as concentration is an enabling element in the design of stealab
n w?, wheren is the number of switch ports andl is the  networks, it is not suf cient by itself due to poor scalabyili
width of each port. Finally, arbiters typically contribute  of crossbar interconnects in its routers.
small fraction to router's energy overhead and are included 5 recently proposed topology called the attened butter-

in our analysis for completeness. y maps a richly connected butter y network onto a two-
As shown in Equation 8, the combined router energy must gimensional substrate using a two-level hierarchical mirgga

be scaled by the hop count to yield the full contribu'tion 01" zation [10]. In the 64 node network, shown in Figure 1(b),
router energies to the total network energy. Equation 9 iShe st level employs 4-way concentration to connect the
simply the sum of router and channel energy values and '®Pprocessing elements, while the second level uses dedicated

resents the total energy required to deliver asingle itdén  jinks 1o fully connect each of the four concentrated nodes in
this simpli ed model, distinct topologies that route a patk  oach dimension.

over the same Manhattan distance would incur the same link The attened butter y is a signi cant improvement over

energy cost :)Ut d!SSImllat:_troutter eneorlgg/ asa re::ult of diffe the concentrated mesh in that it reduces the maximum num-
ences in router microarchitecture and hop count. ber of hops to two, minimizing the overall impact of router
2.4 Scalability delay, despite a small increase in router latency. It alskema

. , . . h better use of the on-chip wire bandwidth by spreading it over
Since today's most aggressive CMP designs have dozen?‘nultiple physical channels. Unfortunately, the attened-b

of cores, CMPs featuring hundreds or thousands of processtg, v jtself is not truly scalable, as the physical channelint

ing elements are likely to enter the mainstream in the neari, aach dimension grows quadratically with the number of
future. Scalable on-chip interconnect fabrics will beicait nodes in the dimension. In addition, the use of a large num-
to the success of these systems and must attain high perfor!-Jer of dedicated point-to-point links and the resultingthig

mance W|1th onv cos.t anld sgf cient energy ef ClehnC)Il. | degree of wire partitioning leads to low channel utilizatio
Cost-effective, simple rings appear to be the least scal-g, o, ot high injection rates. Although channel utilizatan

able alternative, since the hop count — and thus, latency anqJe improved through the use of non-minimal paths, this ap-

energy — grows linearly with the number of interconnected %proach requires a more complex routing and buffer reserva-
i

elemen_ts. Meshes farg better since the network d|amgter '%ion scheme, and increases network power consumption [10].
proportional to the perimeter of the mesh and scales in the

square root of the node count. However, a large fraction of )
the latency and energy in a mesh is due to the router at eact8 Multidrop Express Channels
hop, thus motivating the need for a more scalable topology.
One solution proposed by researchers is concentration, Planar silicon technologies are best matched to two-
which reduces the total number of network nodes by sharingdimensional networks augmented with express channels for



lows MECS to be scaled to a large number of nodes, provided

\_% that the per-channel bandwidth is maintained.
(L . .
Ao ] 3.2 Base Microarchitecture
A — TP L] Figure 2 depicts a base microarchitecture of a MECS
L —I»D]]]—» — router with2(k 1) network inputs andfourne_twork outputs.
N | As shown, each input pogt, has only one virtual channel
(— —p L1 > — FIFO, v. All inputs from a given direction share a single
— 11~ > —_— crossbar port for a total of four network interfaces and, in
< a 4-way concentrated topology, four local switch interface
: : — This organization keeps the crossbar complexity low, mini-
— — L mizing area and delay. Arbitration complexity is compaeabl

uct. While the router design can have many variations, such
as adding virtual channels or extra crossbar ports, thismpap
evaluates MECS networks with simple routers.

The MECS design can conserve channel power by not
propagating its beyond their destination. We augment the

X _ R repeaters closest to each node with simple address decode
links leads to unscalable channel count, high serialindtio P b

tenci q1 h | utilizati To add th logic to determine whether the it should be repeated. The
encies, and fow channel uliization. 10 address these CoN-yq e examines the node address of the head it and either
straints, we introduce Multidrop Express Channels — a one-

¢ ication fabric that bl hiah d fpasses all of the message's its down the channel or routes
0-many communication fabric that enables a high degree Oly, o , 14 the |ocal node, inhibiting further propagation.
connectivity in a bandwidth-ef cient manner.

improved connectivity and latency reduction. While mini-
mizing the hop count is important, as intermediate routers
are the source of signi cant delay and energy overhead, in-
creasing connectivity through the addition of point-tarto

3.1 Overview 3.3 Analysis

Table 1 compares characteristics of the concentrated mesh
(CMesh), attened buttery, and MECS topologies using
several metrics. For each topology, the rst column (in gray

node with multiple destinations in a given row or column. rovides analvtical expressions for computing parameter v
The high degree of connectivity afforded by each MECS P Y P puling par:
ues. The second column for each topology quanti es the pa-

channel enables richly connected topologies with fewer bi- rameters for a 4-ary mesh with 4-way concentration (64 ter-

segﬂon chgnnels and hlgher per-channel bandwidth thanminals), and the third column repeats the analysis for ay8-ar
point-to-point networks with an equivalent set of connec-

tions. Figure 1(c) shows a 64-node MECS network with 4- mesh also with 4-way concentration (256 terminals). A few

) . . ren re worth highlighting:
way concentration that reduces the numberofblsecnon-chante ds are worth highlighting

Network diameter: Maximum hop count in a concen-
nels of the comparable attened butter y by a factor of two. trated mesh grows in proportion to network perimeter, while
The key characteristics of MECS are as follows: 9 brop b '

remaining constant in both MECS and the attened buttery.
Bisection channel count per each row/column is equal to  Bandwidth: As the network radix doubles from four in a
the network radixk. 64-terminal network to eight in a 256-terminal con guratjo
Network diameter (maximum hop count) is two. the number of bisection MECS channels in each row/column
The number of nodes accessible through each MEcsdoubles from 4to 8, while inthe attened butter y it quadru-

channel is a function of the source node's location in a Ples from 8 to 32. Doubling the row/column bandwidth
row/column and ranges from 1o 1. for the larger network keeps constant the channel width in

o MECS but halves it in the attened buttery.
A node has 1 output port per direction, same as a mesh. ) ) .
Crossbar: We approximate crossbar size as

The input port count i2(k 1), equal to that of the  (switch ports BW.)2. This value is highest for CMesh
attened buttery. and lowest for the attened butter y. While crossbars in the
The high degree of connectivity provided by each chan- attened butter y have signi cantly more ports than those
nel, combined with the low channel count, maximizes per- in other topologies, their area is small because crossbar
channel bandwidth and wire utilization, while minimizing bandwidth in the attened buttery is only a fraction of the
the serialization delay. The low diameter naturally leads bisection bandwidth. MECS topologies have considerably
to low network latencies. The direct correspondence be-higher per-channel bandwidth than the attened buttery,
tween channel count and node count in each dimension albut since the number of crossbar ports in MECS routers is

Multidrop Express Channels (MECS) are based on point-
to-multipoint unidirectional links that connect a giverusce



Table 1. Comparison of Concentrated Mesh (CMesh), Flattene  d Butter y, and MECS topologies.

CMest Flattened Butterfl MECS
X Network siz: 64 25¢€ 64 25¢€ 64 25€
g Network radix,k 4 8 4 8 4 8
% | Concentrationc 4 4 4 4 4 4
Z | Network diameter 2(k- 1) 6 14 2 2 2 2 2 2
Bisection BW,Bg 4,60¢ 18,432 4,60¢ 18,432 4,60¢ | 18,432
% Row/col channels 2 2 2 k2 /2 8 32 k 4 8
BW/channe, w 57¢ 115z 144 72 28¢ 28¢
Input portspi, 4 4 4 2(k- 1) 6 14 2(k- 1) 6 14
Output portspoy 4 4 4 2(k- 1) 6 14 4 4 4
Crossbar complexi
gj ((p +c) xw)z 21.26 84.%6 2.1e6 1.76 5.36 5.36
> out
& | VCs perpn, @ 8 8 1 1 1 1
VC depth, b 5 5 10 15 10 15
Buffer size,bits
P, >Wa>h 92,160 | 184,320 8,640 | 15,120 17,280| 60,480
S| Avg hops/packe, H 254 | 525 152 | 176 152 | 176
o (random traffic)
w | Avg latency/pk, cycles 12.2 232 109 16.€ 9.8 13.1
5 | Avo energyipit, nJ 0.83 1.57 0.44 0.76 0.52 0.93
o EIinks + Erouters . . . . . .

low, the MECS crossbar area is only modestly higher than contrast, the amount of per-channel bandwidth stays at in
that of the attened buttery and signi cantly lower than MECS; as the channel count reaching each router grows, so
that of CMesh. Both MECS and the attened buttery are do the buffer requirements.
amenable to crossbar optimizations that can further reduce Energy and Latency: To estimate the energy require-
complexity by eliminating unnecessary switch ports from ments and performance potential of each topology, we as-
the routers. sume a uniform random packet distribution and employ en-
Buffering: To estimate the buffer requirements, we as- ergy models for wires and routers described in Section 5. The
sume that the CMesh requires a relatively high number of bottom rows of Table 1 show the expected latency and energy
VCs to avoid head-of-line blocking [1]. Both the attened of a single packet in an unloaded network, based on the av-
buttery and MECS topologies can tolerate one VC per erage number of hops in each topology.
port, mitigating the adverse effects of head-of-line blogk With 64 nodes, the CMesh experiences a higher transmis-
through multiple ports. This organization also keeps &abit  sion latency than either high-radix topology due to its keigh
tion complexity manageable in these high-radix routere Th hop count. MECS, on the other other hand, observes the low-
depth of each VC is set to cover the maximum round-trip est latency, as it enjoys the same low hop count of the at-
credit return latency. Thus, both the attened butter y and tened butter y and a decreased serialization cost due temwid
MECS require greater buffer depth than the CMesh to coverchannels. Scaled to 256 nodes, the latency for CMesh nearly
the wire delays associated with longer channels. While sev-doubles with the hop count, while latencies for the attened
eral router location-speci ¢ VC depth optimizations arespo  butter y and MECS increase by 52% and 34%, respectively.
sible, we assume uniform VC depths in this study. The gap in per-packet latency between MECS and attened
With these assumptions, the CMesh requires by far thebutter y widens to 3.4 cycles as a result of increased seri-
most buffer space, followed by MECS and the attened but- alization in the attened butter y topology, giving MECS a
tery. The attened buttery has relatively low buffer re-  20% latency advantage.
quirements because only a fraction of the bisection band- Energy results track our analytical estimates of complex-
width reaches each router due to the high degree of channeity and show that the CMesh is the least ef cient topology,
partitioning. As the network is scaled to a larger number of consuming nearly 61% more energy than MECS and 88%
nodes, the per-channel bandwidth shrinks as the port countmore than the attened butter y in the 64-terminal network.
grows, leading to a slower growth in buffer requirements. In The latter is the most energy-frugal topology of the three, a



direct result of small hop count and low crossbar complexity as a concentrated mesh with express links connecting every
. node with all non-neighboring routers along the two dimen-
3.4 Multicast and Broadcast sions. This section explores the resulting space of tofiedog

Parallel computing systems often provide hardware Sup_which we refer to as Generalized Express Cubes (GEC), and
port for collective operations such as broadcast and multi-includes both MECS and the attened butter y.
cast [18, 6]. MECS can easily be augmented to support these Building on the k-ary n-cube model of connectivity, we
collective operations with little additional cost becaude  de ne the six-tuplem; k; c; 0;d; xi as:
the multipoint connectivity. A full broadcast can be imple- n - network dimensionality
mented in two network hops by rst delivering the payload k - network radix (nodes/dimension)
to all of the network nodes in a single dimension connected ¢ - concentration factor (1 = none)
to the MECS channel. Each of those nodes then broadcast - router radix (output channels/dimension in each node)
the payload to all of its siblings in the second dimension. d - channel radix (sinks per channel)
Further discussion of these features are beyond the scope of - number of networks
this paper; here we focus on traditional NOC workloads that  The router radix,o, species the number of output

require point-to-point communication. channels per network dimension per (concentrated) node,
equalling two in a mesh (one in each direction) and three in
3.5 Related Work the attened butter y of Figure 1(b). The channel radi,

While MECS bear some resemblance to conventional SPECi es the maximum number of sink nodes per channel. A
multi-drop (broadcast) buses, a bus is an all-to-all megium Vvalue of one corresponds to point-to-point networks; gneat
whereas MECS is a one-to-many topology. The YARC Vvalues de ne MECS channels. Finally, replicated topolo-
router [17] employed an 8x8 grid of switches to implement a gies, which allow bandwidth to be distributed among several
radix-64 router. Each switch was connected to other switche networks, can be expressed via thearameter. Using this
in a given row via a dedicated bus, making it a one-to-many taxonomy, the six-tuple for the 64-terminal MECS network
con guration similar to MECS. In each column, point-to- from Figure 1(c) is2; 4;4;2;3; 1i, indicating that the base-
point channels connected each switch to others, analogou$ne topology is a single-network 4-ary 2-cube employing 4-
to the attened butter y con guration. The difference be- Way concentration, with radix-4 routers and up to three sode
tween YARC and MECS is our use of uni-directional one-to- accessible via each channel. In general, we note that this ta
many channels in both dimensions with intelligent repesater ©nomy is not suf cient to specify the exact connectivity tor
for conserving power. This gives MECS desirable scalabilit large set of networks encompassed by the GEC model. Here,
properties in terms of performance and energy ef ciency. ~ our intent is to focus on a small set of regular topologies at-

Kim et al. [10] proposed to extend the attened butter y tractive folr qn-chip implementation with suf ciently divee
with non-minimal routing through the use of bypass links, characteristics.
which provide additional exit points in an otherwise point- Figure 3 shows several possible topologies (one-
to-point channel. This bypassing is similar in nature to the dimensional slices) that can be specied with the GEC
multi-drop capability in MECS. However, its use in the at- model, with MECS (from Figure 1(c)) at one end of the spec-
tened butter y network requires a complex reservation pro- trum and the attened butter y (Figure 3(d)) at the other. In
tocol as input ports are shared between regular and bypassedire-rich NOCs, channel bandwidth may be wasted when
channels. MECS do not need special routing, have dedicatedink width exceeds the size of a frequently-occurring but
input ports, and require signi cantly fewer channels. short packet type, such as a read request or a coherence trans

Finally, Express Virtual Channels [11] attempt to reduce action. Wide channel topologies, like CMesh and MECS, are
the latency and energy overhead of routers in a mesh topolvulnerable to this effect while narrower channel topolsgie
ogy through an aggressive ow control mechanism. MECS such as the attened butter y, are less susceptible. Ratit
is a topology which also aims to eliminate the impact of in- ing the bandwidth across multiple channels can reduce this
termediate routers and has a broader objective of making eftype of wasted bandwith.

cient use of the available on-chip wire budget. One means of partitioning, shown in the 4; 4; 4; 3; 1i
network of Figure 3(a), divides each baseline MECS channel
4 Generalized Express Cubes into two, each with one-half of the bandwidth. This con gu-

ration can improve bandwidth utilization and reduce hefd-o
Due to constraints imposed by planar silicon, scalable line blocking for short packets by doubling the router radix
NOC topologies are best mapped to low-dimensional k-ary o. Latency for long packets, however, might suffer as a result
n-cubes augmented with express channels and concentraef increased serialization delay. Another potential dadas
tion. Other NOC topologies map well to this basic orga- is an increase in arbitration complexity due to the doubling
nization; for instance, the attened butter y can be viewed in the number of ports.
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(c) Partitioned MECS (MECS-P2)2; 4; 4; 4; 2; 1i (d) Fully-partitioned MECS as attened butter y2; 4; 4; 3; 1; 1i

Figure 3. MECS variants for cost-performance trade-off. On ly one dimension is shown for simplicity.

An alternative approach replicates the networks, increas-64 and 256 terminals. Except for the mesh, all topologies
ing x, such that each network has full connectivity of the use 4-way concentration, reducing the effective node count
original but with a fraction of the bandwidth. The resuling to 16 and 64, respectively. Where applicable, parameters for
h2; 4; 4; 2; 3; 2i topology is shown in Figure 3(b). An advan- various topologies and network sizes are the same as those
tage of such a design is that it does not increase the routein the analytical comparison of Section 3.3. Table 2 summa-
radix and reduces the combined crossbar area. While repli+izes the simulated con gurations.
cated topologies have been proposed in the past to exploit As the bisection bandwidth across all topologies is kept
greater bandwidth with a given router design [1, 9], our work constant, the concentrated mesh has twice the per-channel
shows that replication in wire-rich substrates can yietgd si bandwidth as the basic mesh, while the attened buttery,
ni cant throughput gains and energy savings for a given bi- MECS, and all replicated and partitioned topologies evenly
section bandwidth. distribute this bandwidth among their links. All of the net-

A third option that enables a more aggressive area reducworks employ dimension-order routing (DOR), resulting in
tion in a MECS topology at a cost of reduced performance minimal length and hop-count paths.
partitions each multidrop channel into two (or more), inter We assume a router latency of 2 cycles in a mesh and
leaving the destination nodes among the resulting linke Th 3 cycles in CMesh, FB y and MECS topologies regardless
2, 4; 4,4, 2, 1i network of Figure 3(c) increases the router of network size. All topologies employ look-ahead routing.
radix o and decreases the channel radixXThis partitioned Mesh and CMesh routers use speculative switch allocation,
MECS, or MECS-P2, topology has reduced network buffer overlapping VC and switch allocation in the rst stage of the
requirements proportional to the partitioning factor aad ¢ pipeline. As both FB'y and MECS routers have just one

decrease router crossbar complexity. VC per physical port, they are essentially wormhole and do
In the limit, completely partitioning a MECS topology not require VC allocation. Switch allocation for an 18-port
yields a point-to-point network, such as th& 4; 4; 3; 1; 1i wormhole router required by these topologies in the 256-

attened butter y in Figure 3(d). While further analysis of terminal con guration ts comfortably in a single 20 FO4
networks in the space of Generalized Express Cubes is beeycle [14]. All topologies except the mesh require an extra
yond the scope of this paper, the experimental results in Seccycle for switch setup in the second stage of the pipeline. Th

tion 6 include three of the networks of Figure 3. nal pipeline stage for all con gurations is switch traveds
Synthetic workloads: Our synthetic workloads consist
5 Experimental Methodology of three traf ¢ patterns: bit complement, uniform random,

and transpose — permutations that exhibit diverse belavior

Topologies: To compare the different topologies, we The packet sizes are stochastically chosen as either short 6
used a cycle-precise network simulator that models alerout  bit packets, typical of requests and coherence transagtion
pipeline delays and wire latencies. We evaluated the mesh)ong 576-bit packets, representative of replies and writes
concentrated mesh, attened buttery, and MECS topolo-  Application evaluation: To simulate full applications,
gies. We also considered two topologies with replicated net we use traces from parallel application benchmark suites.
works, CMesh-X2 and MECS-X2, and a partitioned MECS We rst examined traces from the Splash-2 suite [26, 21] ob-
variant called MECS-P2. For the largest simulated network tained from a shared-memory CMP system simulator [11].
size, we considered a variant of the attened butter y that We also generated traces from a subset of the PARSEC par-
limits the maximum channel span to four nodes. This topol- allel benchmark suite [2] using the M5 simulator. In M5, we
ogy, called FB y4, reduces the number of bisection channels model a 64-core CMP with the Alpha ISA and a modi ed
in exchange for increased the per-channel bandwidth, thud.inux OS [3]. Table 3 summarizes our system con gura-
trading serialization latency for a greater network disnet  tion, comprised of two-way out-of-order cores with private

Network parameters: We considered network sizes of L1 instruction and data caches, a shared NUCA L2 cache



Table 2. Simulated network con gurations.

64 nodes [ 256 nodes
Traf c patterns bit complement, uniform random, transpose
Traf c type 64- and 576-bit packets, stochastic generation
Topology 8x8x1: Mesh 16x16x1: Mesh
rows x cols x concentration || 4x4x4: CMesh, CMesh-X2 8x8x4: CMesh, CMesh-X2
FBy FBYy, FBy4
MECS, MECS-X2 MECS, MECS-X2, MECS-P2
Channel BW (bits) Mesh: 288 FBy: 144 | Mesh: 576 FBy: 72
CMesh: 576 MECS: 288 CMesh: 1152 MECS: 288
CMesh-X2: 288 MECS-X2: 144 CMesh-X2: 576 MECS-X2: 144
FB y4: 115 MECS-P2: 144
Router latency (cycles) Mesh: 2; CMesh*, FB 'y, MECS*: 3 Mesh: 2; CMesh*, FB y*, MECS*: 3
VCs/channel Mesh, CMesh*: 8; FBy, MECS*: 1 Mesh, CMesh*: 8; FB y* MECS*: 1
Buffers/VC Mesh, CMesh*: 5; FB y, MECS*: 10 Mesh, CMesh*: 5; FB y*, MECS*: 15
Table 3. Full-system con guration. nation in Figure 2. Channels employ energy-optimized re-
Cores 64 on-chip, Alpha ISA, 2GHz clock, 2 peated wires with a 30% delay penalty, consuming 97 fJ per
way out-of-order, 2 integer ALUs, 1 integer millimeter of wire. Table 4 summarizes the energy expended
mult/div, 1 FP ALU, 1 FL mult/div by a single 576-bit message in each router component for a
L1 cache 32KB instruction/32KB data, 4-way associa- 64-node network.
tive, 64B lines, 3 cycle access time
L2 cache fully shared S-NUCA, 16MB, 64B lines, 8- .
way associative, 8 cycle/bank access time 6 Evaluation
Memory (1:32”?'/'2:35 access time, 8 on-chip memary 6.1 Synthetic Workload - 64 nodes

PARSEC Bla_cksc_holes, Bodyt.rack,. Canneal, Ferrgt, Figure 4 summarizes the evaluation of a 64 node system
applications || Fluidanimate, Freqmine, Vip, x264 with the three synthetic traf ¢ patterns. In general, we ob-
serve that the mesh has the highest latency at low loads,

Table 4. Router energy per 576-bit packet (pJ). exceeding that of other topologies by 40-100%. The con-
64-terminal CMesh MECS centrated mesh has the second-highest latency, trailiag th
network || Mesh| CMesh| X2 | FBy | MECS| X2 attened butter y by 14-34%. The baseline MECS topology
Buffers 617 61.6 61.7] 360] 359] 360 consistently has the lowest latency at low injection rates;
Crossbar || 78.0| 228.8| 120.7| 8L.6| 1350 742 Nty Y J '
Arbiters 12 11 18| 24 15 55 performing FBy by 9%, on average. MECS-X2 has zero-

load latencies comparable to those of the attened butter y
The results are consistent with our expectations. The
and eight on-die memory controllers. All benchmarks in Ta- mesh has a high hop count, paying a heavy price in end-to-
ble 3 were run with sim-medium input sets with the exception end router delay. The CMesh improves on that by halving
of blackscholeswhich was simulated with sim-large. The the network diameter, easily amortizing the increasederout
remaining PARSEC benchmarks are currently incompatible Jatency. The attened butter y and MECS-X2 have the same
with our simulator. degree of connectivity, same number of bisection channels,
We capture all memory traf ¢ past the L1 caches for re- and same bandwidth per channel; as such, the two topologies
play in the network simulator. While we correctly model have similar nominal latencies. Finally, the single-chelnn
most of the coherence protocol traf ¢, certain messages-ass MECS has the same connectivity as the attened butter y but
ciated with barrier synchronization activity are absentrir  with twice as much per-channel bandwidth, which results in
our traces, as their network-level behavior arti ciallytén the lowest zero-load latency.
feres with traf c measurements in the simulator. These mes-  The picture shifts when one considers the throughput of
sages constitute a negligible fraction of network traf c. different topologies. The mesh, due to its high degree of
Energy: We use a combination of CACTI 6.0 [13] and pipelining, yields consistently good throughput on alleiiar
Orion [24] to derive energy consumption in the channels and workloads. CMesh-X2 restores the channel count lost in the
routers for 64- and 256-terminal networks in a 45 nm tech- baseline CMesh due to concentration, effectively matching
nology. For MECS topologies, we conservatively model an the throughput of the basic mesh as a result. The attened
asymmetric crossbar that directly connects all inputs te ou butter y has the lowest throughput on two of the three traf-
puts. We expect this con guration to be less energy-ef tien ¢ patterns as it cannot effectively utilize all of the a\dile
than the smaller symmetric crossbar and input mux combi- channels with dimension-order routing. MECS and MECS-
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Figure 4. Load-latency graphs for 64-node mesh, CMesh, att ened butter y and MECS topologies.
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Figure 5. Load-latency graphs for 256-node mesh, CMesh, at tened butter y and MECS topologies.

X2 fall in the middle, although the latter enjoys higher the average hop count. We do not present the results for the
throughput than the basic MECS on all three permutations. basic CMesh topology, as it is vastly inferior to CMesh-X2

The transpose traf ¢ pattern deserves a separate look, asn terms of throughput and energy in a network this size. As
it represents an adversarial scenario for many topologies u expected, all MECS variants enjoy the lowest latency at low
der dimension-order routing. This permutation mimics a ma- loads due to a good balance of connectivity, channel count,
trix transpose operation, in which all nodes from a given and channel bandwidth. As such, they outperform the at-
row send messages to the same column. In MECS, packettened butter y by 14-20% in terms of latency. Interestingly
from different source nodes in each row arrive at the “cdrner FB y4 has a slightly lower zero-load latency than the basic
router via separate channels but then serialize on thedhare attened butter y, which means that the serialization com-
outbound link, compromising throughput. The turn node is ponent of the latency in the attened butter y dominates the
a bottleneck in mesh and CMesh topologies as well; how- increased hop count in FB y4.

ever, the mesh bene ts from the lack of concentration, so the In terms of throughput, CMesh-X2 and the mesh show the
traf ¢ is spread among more channels, while the CMesh en- pioneqt degree of scalability. MECS-X2 is also very compet-
joys very wide channels that help throughput. Finally, the 46 o5 two of the three patterns, with transpose being the
attened butter y achieves better throughput than MECS by g5 e exception as earlier. In fact, on the bit-complement
virtue of its high-radix switch, which effectively providea permutation, MECS-X2 has the highest throughput of any
dedicated port for each source-destination pair. In akksas topology considered here. The partitioned MECS, MECS-
thro_ughput_ can be_lmprovgd thro‘ﬂgh the_ use of improved P2, generally performs worse than the other MECS variants.
routing policies, which we discuss in Section 7.1. However, it nearly always outperforms the attened butter-
6.2 Synthetic Workload - 256 nodes y and FB y4 in.terms of both Iatenc_y and throughput. The
sole exception is transpose, on which the attened buttery

In the larger network, the basic mesh becomes decidedlyachieves higher throughput. Thus, MECS-P2 appears attrac-
unappealing at all but the highest injection rates due ta-eno tive for large networks that are sensitive to area, energly an
mous zero-load latencies. CMesh-X2 also sees its latencylatency but have modest bandwidth requirements. Finally,
rise signi cantly, exceeding that of the attened butterand we observe that both attened butter y topologies tend to
MECS by 35-105% at low injection rates. In both the mesh saturate quite early, as they are unable to keep all of the-cha
and CMesh-X2, the degradation is due to the large increase imels utilized, thereby wasting network bandwidth.
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Figure 6. Per-packet energy and latency on synthetic traf c
6.3 Synthetic Workload Energy followed by the CMesh-X2 and the basic CMesh. Because

To evaluate the relative energy ef ciency of the different the resuilts on the Splash-z'workloads.m|rror those for PAR-
SEC, we omit them from this manuscript.

topologies, we simulated 100,000 packets for each con g- Energy trends also track closely the results of the syn-

uration at a nominal 1% injection rate, collecting latency . g )
: : thetic benchmarks. The mesh, while more energy-ef cient
and energy data. Figure 6 summarizes the results. In the

64-terminal network, the CMesh consumes the most energythan CMesh, has a higher energy-delay product (not shown

due to the relatively large crossbar at each network hop. The! the graph) as a result of its high network latency. CMesh-

mesh, despite its higher hop count, is more energy ef cienta X2 has an energy-delay prqduct that is 23% lower, on av-

a result of its compact, low-radix routers. CMesh-X2 com- © 29 than that of the basic concentrated mesh due to its

bines low hop count with a crossbar that is smaller than that>'9™ cantly lower crossbar energy. The_ attened bL_Jtter y

in the single-network CMesh to yield an even lower energy an_d MECS-X2 are the most energy-ef cient topologies and

footprint and a better energy-delay product. MECS, while €M% the lowest energy-delay product. MECS, the topol-

not the most energy-ef cient topology, is quite compettiv 0gy W't.h the lowest latency, has an energy-delay prqdud:t tha

by virtue of having crossbar complexity comparable to that > within 10% of that of MECS-X2, the topology with the
y vir 9 plexity P lowest energy-delay. The results con rm that MECS suc-

of the CMesh-X2 router, but requiring fewer network hops gy-ceay : o e

per packet. MECS delivers nearly 30% savings in router en__cessfully minimizes '?‘t_e”.CY’ while replication and paotit

ergy and 14% in total network energy over CMesh-X2. The ing are effective at minimizing network energy.

most energy-frugal topologies are the attened butter ydan ) .

MECS-X2, which combine low hop count and small cross- /  Discussion

bars to yield the lowest network energy.

Similar trends are observed in the larger, 256-terminal,
network. The gap between mesh and express channel topolo- Adaptive routing can improve network load balance
gies grows as a larger fraction of the energy in mesh andand boost throughput by smoothing out trafc non-
CMesh networks is expended in routers due to increaseduniformities [20]. To evaluate its impact across the topolo
network diameter. In fact, the energy-ef ciency of express gies, we focused on a family of adaptive routing algorithms
channel topologies starts to approach that of an ideal net-hased on O1Turn [19]. We consider both the original (sta-
work [11] with just 18-38% of total network energy dissi- tistical) approach and a number of adaptive variants that us
pated in routers and the rest in channels. various heuristics to estimate network congestion ands#oo
the rst dimension in which to route. Among the heuristics
considered were the degree of link multiplexing, downstrea

Figure 7 shows the relative performance and energy of VC and credit availability, and a simple variant of RCA [7].
various topologies on our PARSEC trace-driven workloads. After evaluating each routing policy on every topology, we
The results re ect total network energy and average per- picked the algorithm that performed best for a given topol-
packet latency. Because the injection rates in the simdilate ogy across all three of our synthetic traf ¢ patterns.
applications are low, latency appears to be a more strin- The topologies see little bene t from adaptive routing on
gent constraint than bandwidth for evaluating the topasegi  uniform random and bit-complement traf ¢ patterns. How-
MECS has the lowest latency, consistently outperformileg th ever, Figure 8 shows that all topologies demonstrate a sub-
attened butter y and MECS-X2 by nearly 10%. The mesh stantial throughput improvement under the transpose permu
has by far the highest latency as a result of its high hop ¢ount tation. As the deadlock avoidance strategy requires two VCs

7.1 Adaptive Routing

6.4 Application-based Workloads
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ologies on the PARSEC suite.

; - 7.2 Scaling beyond 256 terminals
; ; - As Section 6 demonstrates, express channel topologies
: 5 scale better to 256 terminals in terms of performance and
T ......,é'»m»»»:;""' 4 energy-ef ciency than plain k-ary 2-cubes. In turn, Table 1
;::M:; W TP o reveals that area overhead of express channel on-chip inter
Fs28282 — connects is also quite competitive. However, even under the

assumption that growth in available wire bandwidth can keep

up with Moore's law, it is unlikely that any of these topolo-

gies can be scaled unmodi ed up to 1000 terminals or be-
Figure 8. Routing policies on  transpose yond.

The attened butter y suffers from an explosion in chan-
per channel with adaptive routing, we augment the baselinegfgft::)alig:vgécmhgﬁzﬁstzts?;g“ezraggg\lgin;i’etgrOlIJr?kslllEdCS
DOR-routed attened butter y and MECS topologies with . : di t 1o scalability is the as' mmetr bé-
a second VC to isolate the performance improvement thatan |mp9rtant 'mpedimen A y y y
stems from the routing algarithm. tween input a_nd Qutput bandwidth at each route_r node. As

the network size is scaled up, the output bandwidth at each
The mesh achieves the highest throughput relative to othenvECS router represents an ever-shrinking fraction of the in
topologies, as the lack of concentration allows each sourcepyt bandwidth, causing increased contention for outpuspor
to use a YX route without interference from any other node higher packet latencies, and reduced throughput.
in the network. The CMeSh, deSpite haVing wider Channels, Kim et a|_ Suggested Several approaches to Scaling the
does not have this luxury, as all terminals of a single concen ttened butter y, which could be appropriate for other NOC
trated node share the same set of output ports. The attenednterconnects, including MECS. These include increasieg t
butter y and MECS have the same limitation as CMesh, but degree of concentration, increasing the dimensionalithef
also have narrower channels, thereby saturating ata lower i network, and a hybrid approach to scaling [10]. While an
jection rate. MECS is able to cover most of the gap relative eyaluation of these techniques is beyond the scope of this pa
to the attened butter y, almost matching its throughput. per, further innovation may be required to compose topolo-
Because the best routing algorithm is typically tied clgsel gies that can be comfortably scaled to thousands of nodes
to the characteristics of the topology, comparing all of the within the constraints imposed by planar silicon technglog
topologies using O1Turn derivatives is neither complete no and electrical interconnects.
completely fair. For example, the path diversity available
the attened butter y motivated the authors of that paperto 8 Conclusion

use a non-minimal adaptive routing algorithm in their evalu
ation [10]. Because non-minimal routing incurs design com-  Designing a scalable NOC fabric requires balancing per-

plexity overheads and energy penalties for non-minimally formance, energy consumption, and area. To address these
routed packets, adaptive routing algorithms must balanceconstraints, this paper introduced a new family of networks
throughput needs and energy targets of NOCs. Results orcalled Multidrop Express Channels (MECS) which are com-
the PARSEC benchmarks suggest that these real-world apposed of point-to-multipoint unidirectional links. Thestst-
plications have modest injection rates, implying that NOCs ing network enjoys a high-degree of inter-node connegtivit
may be more sensitive to latency and energy than throughputlow hop count, and bisection channel count that is propor-
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tional to the arity of the network dimension. Compared to

the other topologies we evaluate, MECS provides superior

low-load latency and competitive energy ef ciency.

In the broader perspective, we observe that MECS be-
longs to a larger class of networks expressible via Gener-
alized Express Cubes — a framework that extends k-ary n-

(10]

(11]

cubes with concentration and express channels. We explore
several GEC-expressible topologies, including the agin
butter y, establishing area, energy and performance advan [12]
tages of various con gurations that differ in channel cqunt
connectivity and bandwidth. We expect that further redearc
in this space of networks will provide additional insightdn
and solutions for scalable NOCs.
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