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1. The HGT Problem 

Given a species tree and a set of gene trees, compute a minimum cardinality set of HGT events 

whose occurrence on the species tree induces all gene trees. 

Inputs 

• Species tree ST 

• A set of gene trees G 

Output 

• Set Ξ of HGT events of minimum cardinality s.t. N = (ST, Ξ) induces all g in G 

The HGT-Problem is NP-Hard 

 

2. Preliminaries (that are not mentioned on slides 6 and 7 of the presentation) 

• Prokaryote: Refers to a class of single-celled organisms whose evolution tends to be more 

HGT specific. As a result, efficient HGT reconstruction algorithms are needed to map out 

their phylogenies. 

• Computing maximum agreement subtrees is known to be NP-hard. 

 

3. Key result of the RIATA-HGT paper 

A polynomial time heuristic that provides a correct but sub-optimal solution to the HGT 

problem. It runs in O(|G|n
4
) where G is the set of gene trees and n is the number of taxa. The 

core of the RIATA-HGT is the ComputeHGT algorithm that has 2 helper functions, Decompose 

and AddSingleHGT. The pseudocode is displayed below. Slides 8-68 provide a step-by-step 

walkthrough of the ComputeHGT algorithm operating on a species tree and a gene tree. 
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The main algorithm for computing HGT events 

 

The 2 helper methods 
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4. Presentation Summary 

- The presentation showed the polynomial-time ComputeHGT heuristic operating on an 

example species tree and gene tree.  

- The authors considered the empirical performance of the algorithm on synthetic as well 

as biological datasets.  

o The synthetic data sets were created using a simulator that took a species tree as 

its input. The simulator then generated a random set of HGT events, Ξ and 

output a gene tree using all the edges in Ξ. The species tree used as input to the 

simulator was produced by the r8s tool which generated random birth-death 

trees with the number of taxa specified by the user. 

o During the simulation with the synthetic data, the inputs to the algorithm 

involved 300 triplets of the form (species tree, Ξ, gene tree). The actual number 

of HGT events (represented by |Ξ|) varied from 1, …, 10 with 30 instances of 

each case included in the simulation data. 

o For the biological dataset, the authors considered the species tree and two gene 

trees (biotin and virulence) of the γ-Proteobacteria group. The species tree was 

reconstructed by the authors using a phylogenetic analysis on a sequence 

dataset obtained by concatenating 203 orthologous gene datasets, all of whose 

gene trees were concordant. The RIATA-HGT algorithm was then invoked on the 

species tree and the biotin gene tree followed by a run on the species tree and 

the virulence gene tree. 

- Empirical results from the simulation indicated that the average number of HGT events 

detected by the algorithm corresponded closely to the actual number of HGT events 

over the simulation datasets. 

 

5. Questions and Discussion 

Lack of reuse 

- We noted that there was no reuse of the HGT edges added for one gene tree to any other 

gene trees. 

- Can we be more optimal by sharing this data? 
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The authors mention that they used 2 gene trees from the γ-Proteobacteria group for the 

biological dataset.  

- But how many taxa were used? 

 

How do we get a minimal set of HGT events from Ξ? 

– How often is Ξ minimal? 

– How often is the minimal HGT set unique? 

 

What percentage of input space yields poor approximations? 

– Does simulated data adequately cover input space? 


