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Start-Time Fair Queueing: A Scheduling Algorithm
for Integrated Services Packet Switching Networks

Pawan Goyal, Harrick M. Vin, and Haichen Cheng

Abstract—We present a Start-time Fair Queueing (SFQ) al-
gorithm that is computationally efficient and achieves fairness
regardless of variation in a server capacity. We analyze its
single server and end-to-end deadline guarantee for variable
rate Fluctuation Constrained (FC) and Exponentially Bounded
Fluctuation (EBF) servers. To support heterogeneous services and
multiple protocol families in integrated services networks, we
present a hierarchical SFQ scheduler and derive its performance
bounds. Our analysis demonstrates that SFQ is suitable for
integrated services networks since it: 1) achieves low average
as well as maximum delay for low-throughput applications (e.g.,
interactive audio, telnet, etc.); 2) provides fairness which is
desirable for VBR video; 3) provides fairness, regardless of varia-
tion in server capacity, for throughput-intensive, flow-controlled
data applications; 4) enables hierarchical link sharing which is
desirable for managing heterogeneity; and 5) is computationally
efficient.

Index Terms—Fair queueing, integrated services networks,
packet scheduling.

I. INTRODUCTION

A. Motivation

NTEGRATED services networks are required to support a

variety of applications (e.g., audio and video conferencing,
multimedia information retrieval, ftp, telnet, WWW, etc.)
with a wide range of Quality of Service (Qo0S) requirements.

Whereas continuous media applications such as audio and

video conferencing require the network to provide QoS guar-

antees with respect to bandwidth, packet delay, and loss;

applications such as telnet and WWW require low packet
delay and loss. Throughput intensive applications like ftp,

on the other hand, require network resources to be allocated

such that the throughput is maximized. A network meets
these requirements primarily by appropriatalghedulingits
resources.

To determine the characteristics of a suitable scheduling
algorithm, consider the requirements of some of the principal
applications envisioned for integrated services networks.

Manuscript received August 8, 1996; revised April 28, 1997; approved by
IEEE/ACM TRANSACTIONS ON NETWORKING Editor S. Floyd. This work was
supported in part by IBM Graduate Fellowship, IBM Faculty Development
Award, Intel, the National Science Foundation (Research Initiation Award
CCR-9409666 and under CAREER award CCR-9624757), NASA, Mitsubishi
Electric Research Laboratories (MERL), and Sun Microsystems, Inc. An
earlier version of this paper appearedHroc. ACM SIGCOMM'96

¢ Audio Applications To maintain adequate interactivity

for such applications, scheduling algorithms must provide
low average and maximum delay.
Video Applications Variable bit rate (VBR) video
sources, which are expected to impose significant
requirements on network resources, have unpredictable
as well as highly variable bit rate requirement at
multiple time-scales [11]. These features impose two
key requirements on network resource management.
—Due to the difficulty in predicting the bit rate re-
quirement of VBR video sources, video channels may
utilize more than the reserved bandwidth. As long as
the additional bandwidth used is not at the expense
of other channels (i.e., if the channel utilizes idle
bandwidth), it should not be penalized in the future.

—Due to multiple time-scale variation in the bit rate
requirement of video sources, to achieve efficient
utilization of resources, a network will have to over-
book available bandwidth. Since such overbooking
may Yield persistent congestion, a network should
provide some QoS guarantees even in the presence
of congestion.

Unfair scheduling algorithms, such as Virtual Clock [21],
Delay EDD [5], etc., penalize channels for the use of
idle bandwidth and do not provide bandwidth alloca-
tion guarantee in the presence of congestion [17]. Fair
scheduling algorithms, on the other hand, guarantee that,
regardless of prior usage or congestion, bandwidth would
be allocated fairly [17]. Hence, fair scheduling algorithms
are desirable for video applications.

« Data Applications To support low-throughput, inter-

active data applications (e.g., telnet), scheduling algo-
rithms must provide low average delay. On the other
hand, to support throughput-intensive, flow-controlled
applications in heterogeneous, large-scale, decentralized
networks, scheduling algorithms must allocate bandwidth
fairly [4], [15]. Due to the coexistence of VBR video
sources and data sources in integrated services networks,
the bandwidth available to data applications may vary
significantly over time. Consequently, the fairness prop-
erty of the scheduling algorithm must hold regardless of
variation in server capacity.

The authors are with the Distributed Multimedia Computing Laboratory, Hence, in summary, a suitable scheduling algorithm for
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integrated services networks should: 1) achieve low average
as well as maximum delay for low throughput applications

1063-6692/97$10.001 1997 IEEE



GOYAL et al: START-TIME FAIR QUEUEING 691

(e.g., interactive audio, telnet, etc.); 2) provide fairness fam a round is proportional to the weight of the flow. Since
VBR video; and 3) provide fairness, regardless of variation jpackets cannot be serviced a bit at a time, WFQ emulates
server capacity, for throughput-intensive, flow-controlled datat-by-bit round-robin by scheduling packets in the increasing
applications. Furthermore, since such networks will suppartder of their departure times in the hypothetical server. To
a wide variety of services and multiple protocol familiescompute this departure order, WFQ associates two tags—a
the scheduling algorithm should facilitate hierarchical linktart tag and a finish tag—with every packet of a flow.
sharing [6], [18]. Finally, to facilitate its implementation inSpecifically, if p]f and l} denote thejth packet of flow f
high-speed networks, it should be computationally efficienind its length, respectively, and if(p}) denotes the arrival

A scheduling algorithm that achieves these objectives is thg o of packe’;ujc at the server, then start t&ﬂipﬂ}) and finish

subject of investigation in this paper. tag F(pjj»c) of packetpjc are defined as

B. Relation to Previous Work

. - _ S(p}y) = max{o[A(P}))], F(P} )} =1 (1)
Each unit of data transmission at the network level is a 7
packet. We refer to the sequence of packets transmitted by a F(pjj} ) = 5@])’( )+ _f j>1 2)
source as #ow [21]. Each packet within a flow is serviced by oy
a sequence of servers (or switching elements) along the path 0 ) )
from the source to the destination in the network. Before wéere£'(py) = 0 andw(t) is defined as
describe fair scheduling algorithms that may be employed by

the servers, let us consider the meaning of fair allocation of dv(t) = ¢ (3)
link bandwidth. 3" g
Intuitively, allocation of link bandwidth is fair if equal JEB(Y)

bandwidth is allocated in every time interval to all the flows. ) ) _

This concept generalizes to weighted fairness in which tidereC' is the capacity of the server ang() is the set of
bandwidth must be allocated in proportion to taeights backlogged flows at timein the plt—by-b_lt rounq-robm server.
associated with the flows. Formally,4f; is the weight of flow WFQ then schedules packets in the increasing order of their
fandW(t1, t2) is the aggregate service (in bits) received pfjnish tags. _ _ _

it in the interval [¢1, #,], then an allocation is fair if, for all ~The implementation of WFQ requires computationutf),

intervals[ty, ¢,] in which both flowsf andm are backlogged which in turn requires simulation of bit-by-bit round-robin
server in real time. This simulation may require processing
Witi, ta) Wt t2)

—0. of O(QY) events in a single packet transmission time, where
o Pm Q is the number of flows served, and thus is considered

Clearly, this is an idealized definition of fairness as it assumg@mPutationally expensive [8]. Furthermore, to retain fairness

that flows can be served in infinitesimally divisible units. Th{/NEN SEIVer rate varies over time, the definition of virtual time

L . . ; ; Il have to be modified. The following examples illustrate that
objective of fairpacketscheduling algorithms is to ensure thal""
) P gay9 };Vthe definition of virtual time is not modified and is based on
‘Wf(tla t2) Wity t2)
o

the assumption that the capacity of a server is constant, then
¢rn

WFQ becomes unfair over variable rate servers.
. . : .Example 1: Let the capacity of the server that WFQ is
is as close to zero as possible. However, it has been show% P pacity Q
[8] that if a packet scheduling algorithm guarantees that

I!ﬂulating beC pkts/s,C > 1. Let the actual server capacity
be 1 pkt/s in [0, 1) andC pkt/s in [1, 2). Consider two

Wi(te, t2) Wi(t, t2) < H(f, m) flows f andm both of which have unit length packets and
br - bm = » weights of 1 pkt/s. Let flowf sendC + 1 packets at time
_ 0. Hence, for flowf, F(p}) = j; 1 < j < C + 1. Let
for all intervals[t,, t,] then flow m become backlogged at = 1 and be backlogged
1 lpax max during the interyal [1, 2]. Since only flowf is backlogged
H(f, m)> §<¢—f + </>—> during [0, 1), using (3), we get(1) = C. Hence, for flow

m, F(pL) = C + 1. Since WFQ schedules packets in the

where H(f, m) is a function of the properties of flowg increasing order of finish tags, we gét—1 < W,(1, 2) < C

and m, and I'?** and [>®* denote the maximum lengths ofandW,,,(1, 2) < 1. However, for fair allocation of bandwidth,

packets of flowf andm, respectively. The functio® (f, m) W;(1, 2) andW,,(1, 2) should both be&”'/2. SinceC can be

is referred to as fairness measure. chosen arbitrarily, this example illustrates the unfairness that
Several fair scheduling algorithms that achieve a value oén result when the actual capacity is lower than the capacity

H(f, m) close to the lower bound have been proposed being assumed.

the literature. The earliest known fair scheduling algorithm is A similar example can be constructed for the case when

Weighted Fair Queueing (WFQ) [4] (also referred to as Packéte actual capacity of the server is higher than the assumed

by-Packet Generalized Processor Sharing (PGPS) [17]). WE@pacity. Thus, we conclude that to ensure fairness over

was designed to emulate a hypothetical bit-by-bit weightedriable rate servers, the definition of system virtual time

round-robin server in which the number of bits of a flow serveshould be modified to depend on the time varying server
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capacity. This can be achieved by defining) as value depends on the minimum rate allocated by a server, and
can deviate significantly from the lower bound.

dv(t) = c) Worst-case-fair weighted Fair Queueing (Y¢P, proposed
dt Z ?; in [2], was designed to improve WFQ'’s emulation of hypothet-
JEB() ical bit-by-bit round-robin server. To achieve this objective,

h is th . ¢ . With WF?Q: 1) utilizeswv(t) as defined in (3) and computes start
where C(t) is the capacity o server at time Without a 54 finigh tags as in WFQ); 2) defines a packet to be eligible
priont knowledge ofC'(£), .computmgv(t) based'on the NEW at timet only if its start tag is at most(t); and 3) schedules
definition requires counting the number of bits transmlttegigible packets in the increasing order of finish tags. It has

by the server during various intervals as well as continUOYS . <hown that WAD emulates the hypothetical server well
evaluation ofu(t). The complexity of these operations makegnd has ard(f, m) value of
7

the cost of computings(¢) prohibitive. Thus, we conclude

that: 1) if constant rate approximations are employed in [yax  pmax

WFQ for variable rate servers, then WFQ is unfair, and 2) < bf %)

modified WFQ algorithm that may retain fairness over variable

rate servers is computationally prohibitive. Thus, WFQ i&e€e [2]. However, since it utilizes(t) as defined in (3),

unsuitable for achieving fairness over variable rate servers. ikds computationally inefficient and unsuitable for achieving

we will outline in Section 111, to be useful for hierarchical linkfairness over variable rate servers.

sharing [6], [18], a scheduling algorithm must provide fairness WF*Q+ has been recently, independent of our work, pro-

over variable rate servers. Consequently, WFQ is unsuita@sed to reduce the implementation complexity of AQF

for supporting hierarchical link sharing also. while retaining several of its properties (a similar, but not iden-
Fair Queueing based on Start-time (FQS), proposed in [1H];al, algorithm termed Starting Potential based Fair Queueing

computes start tag and finish tag of a packet exactly as in WRERS proposed in [20]) [1]. It defines start tag of pacjsetto

However, instead of scheduling packets in the increasing order the finish tag of packqtjfl, e, S(p}) = F(p}_l), if

of finish tags, it schedules packets in the increasing ordgsw f is backlogged on arrival of)j; otherwise,S(p]J;) —

of start_tagg. _Although FQS has advantages for processor. {v[A(pJJ})], F(pj)'c—l)}. The finish tag of a packet and the

schedullng,_ Itis not kn(_)wn to have any advantage over .V.VFs%t of eligible packets are defined as in ¥QFbut v(t) is

for scheduling packets in a network. Moreover, since it utlllz%

. . . : _ fined asv(t) = max{v(r) + t — 7, min,, S(pkH1,
v(t) as defined in (3), it has disadvantages similar to that here 7 is t(h()a largest iirée) less thah at wﬁ?c(r? a(ga():}ket
WFQ.
f

. . - inished servicep® is the packet at the head of the queue
Self Clocked Fair Queueing (SCFQ), originally proposeg o, at time t; and B(t) is the set of backlogged flows

in [3] and later analyzed in [8], was designed to reduce ”?ff timet. WFQ+, like WF?Q, schedules eligible packets in
computational complexity of fair scheduling algorithms Iikc? ! '

. . ) creasing order of finish tags. Althouglorst-case fairnessf
WF.Q.' SCFQ also sched.ules packets n the increasing Or%fﬁ@r has been derived, its fairness measure has not been
of finish tags. However, it achieves efficiency over WFQ b

. O% . . . > WYerived in [1]! To ensure that properties of @+ hold
approximatingu(t) with the finish tag of the packet in SENVIC€ver variable rate servers, it has been proposed in [1] that
at time ¢. It has been shown that the value Hf( f, m) for

reference timgeinstead of real time, should be used in virtual

SCFQ is time computation. Reference time at real timeZ(t), is
<l?1a.x lg;ax) defined as
o Pm Tr(t) = @

which is only a factor of two away from the lower bound [8].
The main limitation of SCFQ is that it increases the maximumhere C' is capacity of the server and’(0, ¢) is the work
delay incurred by the packets significantly. Specifically@if done by the server in intervdl, ¢]. Given noa priori infor-
is the set of flows served by a server afidts capacity, then mation regarding variation in server capacity, it appears that

packets of flowf may incur determining¥ (0, ¢) will require counting the number of bits
that have been transmitted by the server in the intefyaf];
Z e this computation can be expensive. Furthermore2@/F has
nEQARES been studied under the assumption t@tﬂeQ o < C,
C whereC is the minimum capacity of a server. The following
more delay in SCFQ than in WFQ [10]. This may be una@x@mple demonstrates that this assumption is necessary to
ceptably large in many cases. ensure faimess of Wi+,

Frame-based Fair Queueing (FFQ) was designed to retairexample 2: Le_t a server serve packets at a constant rate
the efficiency of SCFQ in computing the start and finish tag¥ & + 1 pkts in [0, 1] and then at the constant rate of 2
but ensure that the worst-case delay that can be guaranteeBKS: Thus,C' is 2 pkts. Let the server servE + 2 flows
a packet is the same as in WFQ [20]. The main limitation Gd let each flow be assigned a weight of 1 pkt/s. Let flows
FFQ is that due to its assumption of constant rate servers, iIAn algorithm that has bounded worst-case-fairness may have unbounded
is unfair over variable rate servers. Furthermore HiSf, m) faimess measure [12].
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1 ... K terminate after sending one packet each at time &nd deadline guarantee of SFQ. To accommodate links whose
and let flow K + 1 send infinite number of packets. Alsocapacity fluctuates over time (for example, flow-controlled and
let flow K + 2 send one packet at time= 1. Now for all broadcast medium links), this analysis is carried out for servers
n € [1--- K], F(pL) = 1. The finish tags of flowX + 1 which can be modeled as either Fluctuation Constrained (FC)
packets are given aﬁ“(p}@rl) = j. Since K + 1 packets or Exponentially Bounded Fluctuation (EBF) servers [16]. To
are served by time 1y(1) = Tg(1) = (K + 1)/2. Thus, the best of our knowledge, this is the first analysis of a fair or
F(pjc,») = (K +1)/2+ 1. Since the first packet of flows a real-time scheduling algorithm for such servers.

1--- K +1 are eligible at time 0 and WA+ schedules To support hierarchical link sharing, we present a hier-
packets in the increasing order of finish tags, first packet afchical SFQ scheduler. We build upon the analysis of FC
flows 1 --- K 4+ 1 will be served in the time interval [0, 1]. and EBF servers and analyze the single server and end-to-
For ease of exposition of the later part of the schedule, lend deadline guarantees of a flow when the link bandwidth is
q = [(K +1)/2]. Then, sinceS(p% ;) = ¢— 1 andv(1) > hierarchically partitioned. We demonstrate that the hierarchical
q — 1, packetsp3,,, ---, pk,, are eligible for scheduling SFQ scheduler, in addition to supporting heterogeneity, can be
at time 1. Furthermore, sinc&(p},,) < F(pk.,), in the used to achieve separation of delay and throughput allocation.
interval[1, 1+ (g—1)/2], g — 1 packets of flowK + 1 will be The rest of the paper is structured as follows. We present
scheduled. Thus, in the intervidl, 1+ (g —1)/2] even though SFQ algorithm and analyze its fairness, throughput, single
flows K +1 and K + 2 are backlogged, whereas- 1 packets server deadline guarantee, and end-to-end deadline guaran-
of flow K + 1 are served, no packet of flol + 2 is served. tee in Section Il. We discuss hierarchical link sharing in
By choosingK, and hencey, appropriately, the difference in Section Il and present our implementation of SFQ for an ATM
the service received by flow& + 1 and K + 2 can be made network interface in Solaris 2.4 environment in Section IV.

arbitrarily large. Finally, Section V summarizes our results.
> ¢; < C may be ensured either by dynamically changing
the weight assignments of flows or by performing admission Il. START-TIME FAIR QUEUEING

control. An algorithm for dynamically changing the weights In the Start-time Fair Queueing algorithm (SFQ), two

or an evaluation of its effects on the fairness properties have tart t d finish t iated with
not been presented in [1]. On the other hand, it may not eaggcsh_zcsk; Hag an al'klnI3VF ag—;rgcéssomai ¢ Wi
possible to perform admission control for some flow typesschedﬁled iﬁ tr?(;N ?:frréai?nlgeorde?o?nthe sta?t’ tI:;Cs eofS t?\ree
for exampl t-effort flows). Furth i t . X

(for example, best-effort flows). Furthermore, it may no beackets. Furthermore;(¢) is defined as the start tag of the

I:ZT)S;Z:; ti(; i@g?y admission control when minimum serv pracket in service at timeé The complete algorithm is defined
WFQ, FQS, SCFQ, FFQ, WR, and WEQ+ sort and 2S follows. - . , )

schedule packets in the increasing order of finish tags. Hencel) ©On arrival, a packegy is stamped with start tag(p;),

per-packet computational complexity @log @) whereQ is computed as

the number of flows served by the server. To reduce this per- A j j—1 :

packet computational complexity, Deficit Round Robin (DRR) Spp) = max ol Alpp)l, £y )y 521 ()

was proposed in [19]. It is a derivative of weighted round-robin

algorithm designed to accommodate variable length packets

of a flow. Although the per-packet computational complexity , , i

of DRR is O(1) per packet, its fairness measure can deviate F(py) = S(p)) + L

arbitrarily from the lower bound. Furthermore, the maximum o1

delay incurred by packets can be significantly higher than in whereF(p(}) = 0 and ¢, is the weight of flowf.

WFQ [12]. 2) Initially the server virtual time is 0. During a busy
In summary, the design of a fair scheduling algorithm that period, the server virtual time at '[in"fBU(t), is defined

is: 1) computationally efficient; 2) provides fairness regardless to be equal to the start tag of the packet in service at

of variation in server capacity; 3) facilitates hierarchical link time t. At the end of a busy periodj(t) is set to the

sharing; and 4) has good delay properties is an open problem. maximum of finish tag assigned to any packets that have

been serviced by then.

C. Research Contributions of this Paper 3) Packets are serviced in the increasing order of the start
In this paper, we present the Start-time Fair Queueing tags; ties are broken arbitrarily.

(SFQ) algorithm that is computationally efficient and allocates As is evident from the definition, the computationugt) in

bandwidth fairly regardless of admission control as well &FQ is inexpensive since it only involves examining the start

variation in a server rate. We show that it has a fairnetag of packet in service. Hence, the computational complexity

where F/(p’), the finish tag of packet}, is defined as

721 (5)

measure of of SFQ is the same as SCFQ, which(Gglog ) per packet,
<l;}lax Jmax where @ is the number of flows at the server.
< 4 L)
</)f bm 20bserve that server virtual time changes only when a packet finishes

hich is 11% f he tigh | service. Also, we set(¢) to the maximum of the finish tags of the packets
which, on an average, IS o away from the tighter OWEF the end of busy period only for clarity of proofs; all the start tags as well

bound that we derive. We analyze the single server and end-d®+he server virtual time can be equivalently set to zero.
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Traditionally, scheduling algorithms have been analyzddr any interval in which both flowg andm are backlogged.
only for servers whose service rate does not vary over timi&e achieve this objective by establishing a lower and an upper
However, service rate of flow-controlled, broadcast mediubound onW;(¢;, ¢2) in Lemmas 1 and 2, respectively.
and wireless links may fluctuate over time. Fluctuation in Lemma 1:If flow f is backlogged throughout the interval
service rate may also occur due to variability in CPU cd¢;, ¢,], then in an SFQ server
pacity available for processing packets (for example, a CPU
constrained IP router may not have sufficient CPU capacity Pp(vz —v) = 17 < Wity ta) (8)
to process packets when routing updates occur). If a server 'ﬁ
shared by multiple types of traffic with some traffic types bein\g €
given priority over the other, then for lower priority traffic, the

revy, = U(tl) and Uy = U(tg).
Lemma 2: In an SFQ server, during any intervia| , »]

link appears as a server with fluctuatlng service rate. In order Wi(ts, ta) < ¢5(va — v1) + 2 (9)
to accommodate such scenarios, we analyze SFQ for servers
with bounded fluctuation in service rate. wherev; = v(t;) andwve = v(ta).

Two server models, termefluctuation Constrained (FC)  Since unfairness between two flows in any interval is
server andExponentially Bounded Fluctuation (EBEErver, maximum when one flow receives maximum possible service
that have bounded fluctuation in service rate and are suitalled the other minimum service, Theorem 1 follows directly
for modeling many variable rate servers have been introdude@m Lemmas 1 and 2.
in [16].2 An FC server has two parameters—average €dte Theorem 1:For any intervallt;, t,] in which flows f and
(bits/s) and burstines&(C) (s). Intuitively, in an FC server, m; are backlogged during the entire interval, the difference in

the time taken to serve packets of aggregate lengtha busy the service received by two flows at an SFQ server is given as
period can exceed the time taken in an equivalent constant rate e
server by at mos6(C). Formally, Wit ta) _ Wnlty t2)| _ 1 i

Definition 1: A server is a Fluctuation Constrained (FC) o Pm T ¢y Pm
server with parameterf”, 6(C)], if the time taken to serve
packets of aggregate length in a busy period, denoted by Theorem 1 demonstrates that SFQ had#dif, m) value of
T(w), satisfies [max Jmax

f_ + m
T(w) < % +6(C). (6) ¢r Om

h , hasti | ) f th To evaluate the fairness guarantee of SFQ, we have derived a
T e EBF server is a stochastic re axatlon.c_) the FC SeVESwer bound onH(f, m) that is tighter than
Intuitively, in an EBF server, the probability of the time

(10

taken to serve packets of aggregate lengtim a busy period 1 e pmax
. . . . —_ A + -
deviating by more than from that in an equivalent constant 2\ ¢ b
rate server, decreases exponentially withrormally, we have
the following. which was presented in [8]. Specifically, in [12], we have

Definition 2: A server is an Exponentially Bounded Flucshown thati (f, m) > L(f, m), whereL(f, m) is (c+ 1),
tuation (EBF) server with parametel§, B, «, 6(C)], if the

[hax max
time taken to serve packets of aggregate lengtm a busy a= f_, 8= U ,
period, denoted by random varialdl§w), satisfies s Pm

a < /3, andc is a positive integer such thatr < 3 < (¢c+1)a.

w —ay
P[T(w) > o) +7} < B 0~y () The fairness guarantee of SFQ, on an average, is within 11%

C
In what follows, we analyze the fairness of SFQ for an9f L(f, m). )
variable rate server, and its deadline guarantees for FC and €ré are two important aspects of Theorem 1.
EBF servers. Since @, 0) FC server is a constant rate server, * To establish it, we did not make any assumptions about
the following analysis is also valid for constant rate servers. the service rate of the server. Hence, it holds regardless
Due to space ConstraintS, we omit the proofs and present them of the characteristics of the server. This demonstrates that

in [12]. SFQ achieves fair allocation of bandwidth over variable
rate servers, and thus meets a fundamental requirement

A. Fairness Guarantee of fair scheduling algorithms for integrated services net-
works.

To derive faimess guarantee of SFQ, we need t0 prove & 4 egtaplish it, we did not make any assumptions about

bound on the weights; weights are just uninterpreted numbers. In
Wity t2) B W (t1, t2) particular, we did not require any admission control such
b Om as)_, .o ¢n < C. Since for variable rate servers,may

not always be defined, as well as it may not be possible

3The definitions of FC and EBF servers as presented here are different from to perform admission control for best-effort flows, this
that in [16]. Specifically, whereas [16] characterizes the servers by the work '

done in a busy period, we characterize the servers by the time taken to serve property Is desirable. ThIS IS an important difference
packets of lengthe in a busy period. between SFQ and algorithms such as3A@F and FFQ.
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B. Deadline Guarantee that has start tag less thanand finish tag greater than.
In the previous sections, we have not assigned any int&Rmally;

pretation to the weight of a flow. To establish the deadline i 395 S < v < F(p

guarantee of a flow, we will henceforth interprgt as the f(v) = {Z)f othéjrwis[e(pf) =Y (py)]

rate assigned to flowf and denote$; by r,. The SFQ

algorithm, as defined so far, only allocates constant rate t6t @ be the set of flows served by the server. Then the
the packets of a flow. However, due to the multiple timecapacity of an FC or EBF server with average rates not
scale variation of VBR video, to achieve efficient utilizatiorfxceeded if
of network resources, a server may be required to allocate Z Ru(v)<C
variable rate to packets of a video flow. To support variable =
rate allocation, we generalize SFQ by extending the definition
of the tags. Le'[r} be the rate assigned to paclgé}t. Then To derive the delay as well as delay-cum-throughput guarantee

v > 0. (15)
new

finish tag of packepj F(p%) is defined as of FC and EBF SFQ servers, we first derive a bound on the
v LA\Py S . .
' work done by an SFQ server in virtual time interyal, vs]
i i z} . in Lemma 3.
F(p}) = 5(py) + Tz L. (11)  Lemma 3:If the capacity of an FC or EBF server with

s parametersC, 6(C)] or [C, B, «, 6(C)], respectively, is not
Start tag of a packet and the system virtual time are defineceeded, then the aggregate length of packets that have start
as before. tag at least; and at most, and are served in the same busy

We show in Sections I1-B1 and II-B2 that the generalizeBeriod, denoted by¥ (v, v2), is given by

SFQ algorithm provides two types of deadline guarantees to n=j—k—1 ptn

a packet. W, )< Y -4 3 mep (16)
* |t guarantees a deadline to a packet based cexipected n=0 'f nEQANES
arrival time. Specifically, it guarantees that
' o ' whenever
Lsrq(p}) < EAT (p}, 1) + By (12)

v1 :S(pl}v 7";)7 V2 = S(pjfv ij)v
where LSFQ(p}) is the departure time of packﬁgc in and

an SFQ serverg; depends o’ and the properties of e bes
the server as well as the other flows at the server, and 21 = Z phAn
EAT (p}, r}) is the expected arrival time of packe} n=0 f
that has been assigned rate EAT (p}, r}) is defined For brevity, we will denote
as lglax l}
EAT (p},, ) P R(®)

nEQANFES

j—1
= max {A(pjc), EAT (p} ", ri7h) + lf._l} (13) by 6.
"f 1) Delay Guarantee:Theorems 2 and 3 establish the delay
uarantee of SFQ for FC and EBF servers, respectively.
Theorem 2:If the capacity of an SFQ FC server with
farametersC; 6(C)] is not exceeded, then

where EAT (p}, r}) = —oo. Such a guarantee has beed
referred to asdelay guaranteeand is used to provide
various QoS guarantees regardless of the behavior of
other flows in the network [10]. iy < i J

It guarantees a deadline to a packet based on its arrival LSFQ(pf )< BAT (pf " )+ o an
time and the departure time of the previous packet. Theorem 3:If the capacity of an SFQ EBF server with
Specifically, it guarantees that parameter§C, B, «, 6(C)] is not exceeded, then

Lsrq(p}) < max{Lspq(py '), App)} + 4. (14) PlLsrq(py) < EAT (py, 74) + 6 +4] > 1 — Be™™.

Such a deadline guarantee, which we refedetay-cum- (18)

throughput guarantgeimproves upon the performance The delay guarantee derived in Theorems 2 and 3 is
bounds determined from delay guarantee when the actiflependent of a tie-breaking rule that an SFQ server may use
service received by a flow is better than that guarante@ghen more than one packet have the same start tag. Though a
by the server. tie-breaking rule does not affect the delay guarantee, it can be
SFQ provides these deadline guarantees when the semszd by a server to achieve different objectives. For example,
capacity is not exceeded. To derive the deadline guarantaetie-breaking rule may give higher priority to interactive,
let us formalize the meaning of the term “capacity is ndow-throughput applications to reduce the average delay.
exceeded.” Let rate function for floy at virtual time v, Theorems 2 and 3 can be used to determine delay guarantee
denoted byR;(v), be defined as the rate assigned to the paclaten when a server has flows with different priorities and
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services them in the priority order (such a scenario may occur
in an integrated services network with different traffic types).

Theorem 2 demonstrates that maximum delay of a packet
in SFQ is smaller than in SCFQ. Specifically, a tight bound
on the departure time of a packet at a constant rate server
employing SCFQ, given in [10], is

3

20 |

Dittarence in delay(s)

L ) < EAT (p), 1) AT
scrq(py) < @+ Y o T (19) ol
neQAnEf f
Since §(C) = 0 for a constant rate server, the difference in 0
maximum delay that a packet may incur at servers employing
SCFQ and SFQ is 20 IR = oo
Lo @)
T} ok (20) .
Clearly, maximum delay in SFQ is smaller than in SCFQ. To s
illustrate numerically, when;, = 64 kb/s, I} = 200 bytes
and C = 100 Mb/s, the difference is 24.4 ms. If there aké of
servers on the path of a flow, this difference increases by a
factor of K. Similarly, the difference increases linearly with 5w
the packet size. .
Theorem 2 also shows that, unlike WFQ, the maximum o
delay of a packet in SFQ depends on the maximum packet
length of all the flows at the server. However, in spite of or
this dependence, SFQ provides lower maximum delay, as
compared to WFQ, to low-throughput flows. To observe this, ‘o7 o5 O as o5

consider the difference in the maximum delay experienced by

packet’, denoted byA(p}), in WFQ and SFQ. _ _ o _ _
Since WFQ guarantees that pac}qﬂétwill be transmitted by gflgévléraéae) (?éfae;ﬁ?lcsv'nggﬁg‘g?(ge'ay in WFQ and SFQ. (b) Comparison

(b)

J
i g f lmax . o . i .
EAT (p}7 7}) + v + O is servicing 70 flows (possibly video flows) with rate 1 Mb/s
f and 200 flows (possibly audio flows) with rate 64 kb/s. In such

wherel .. is the maximum packet length at the server, we getscenario, whereas the maximum delay of the packets of flow
with rate 64 kb/s reduces by 20.39 ms in SFQ, the maximum

A(pgc) _ ﬁ n lmax Z = ﬁ (21) delay of 1 Mb/s flows increases by 2.48 ms.

ry o O neGrmts ¢ C SFQ is also expected to lower the average delay of low-

' throughput applications while increasing the average delay of
Hence,A(p]f) >0 if high-throughput ones. This is because whereas SFQ schedules
; packets in the increasing order of start tags, and thereby sched-

o< cly ' (22) ules packets at the earliest possible instant, WFQ schedules

f= Z lzla’“rljc — Lo packets in increasing order of finish tag, and thus delays

nEQAnES a packet as long as possible. To validate this hypothesis,

, we simulated a switch that was shared by high- and low-
To gain a qualitative understanding of (22), I¢t= lmax =  throughput flows carrying Poisson traffic. The link capacity
lya* =landry =7y Then,A(p}) > 0if 7p < C/(|Q|—1). was 1 Mb/s and the packet size was 200 bytes. Seven high-
That is, maximum delay of packets of a flow in SFQ is smalleéhroughput flows with average rate 100 kb/s shared the switch
than in WFQ if the link bandwidth used by the flow is at moswith varying number of low-throughput flows with average
C/(|Q] — 1); such a flow is referred to as a low-throughputate 32 kb/s. The number of low-throughput flows was varied
flow. This is also illustrated by Fig. 1(a), which plots thdrom two to ten, and the switch was simulated for 1000 s.
reduction in delay in SFQ for different number of flows andFig. 1(b) compares the average packet delay of low-throughput
flow rates, assuming 200 byte packets and link capacity fddws in WFQ and SFQ at varying levels of link utilization.
100 Mb/s. As the figure shows, whereas the delay reduces Aw the figure illustrates, the average delay of low-throughput
flows with rater; < C/(|Q| — 1), i.e., low throughput flows, flows is higher in WFQ than in SFQ; at 80.81% link utilization,
it increases for flows with rate; > C/(|Q| — 1), i.e., high the average delay is 4.7 ms higher in WFQ than in SFQ.
throughput flows. To compare the delay performance of WFQASs is evident from the definition of the expected arrival
and SFQ in an example scenario, consider a network link thishe, two key properties of the delay guarantee of SFQ for
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a flow are: 1) it is independent of the behavior of othdnave the same weight, floyreceives an effective throughput
sources at the server, and thereby isolates the flow and 2) ibfsl0/N Mb/s. Hence, let departure time pic be
independent of a traffic characterization. Whereas the isolation
property enables a server to provide stronger guarantees to 200 bytes

: ; I 7710 '
the flow and is desirable when sources may be malicious [4], =Y Mbls
independence of delay guarantee from traffic characterization

enables a server to provide various QoS guarantees to flows

conforming to any specification [10]. To enable a network Sf19- 2 plots _the bounds on departure time of pac}d}f
servers to provide similar guarantees, we derive end-to-efgtained using delay guarantee and delay-cum-throughput
delay guarantee in Section II-C1. guarantee forj > 1 and N = 10 and N = 5. As the figure

2) Delay-cum-Throughput GuaranteaVe first establish a illustrates, when all the flows are backlogged, ifé.= 10, the
general property of SFQ FC and EBF servers in TheQ—Ound derived using delay guarantee is tighter. However, when

rems 4 and 5, respectively, and then derive their delay-cuffftly five flows are backlogged, i.elY = 5, then the bound
throughput guarantees in Corollaries 1 and 2. derived using delay-cum-throughput guarantee is significantly

Theorem 4:1f the capacity of an SFQ FC server Withbetter. Hence, the delay-cum-throughput guarantee improves
parametergC, 6(C')] is not exceeded, then upon the bounds of delay guarantee when the actual service

received by a flow is better than the service that has been

. iy | I guaranteed.
Lsrq(py) <t+ Z ot 0 (23)  In networks that carry traffic with multiple time-scale vari-
n=k—1 [ ation (for example, video traffic), many flows will receive

service better than that guaranteed by the network. Hence,
the improved bounds yielded by delay-cum-throughput guar-
antee are desirable. In Section II-C we derive the delay-cum
throughput guarantee of a network of servers and illustrate the
potential utility of the improved bounds yielded by delay-cum-

wheret > A(pjj}) and packetpiz‘ is the first packet in the
queue of flowf at time¢.

Theorem 5:If the capacity of an SFQ EBF server with
parameterdC, B, «, 6(C)] is not exceeded, then

1 I throughput guarantee for flow controlled data and adaptive
L7

n=j—
PlLspo(p}) <t+ > L4644+~ 21-Be®"  realtime applications.
n=k—

(24) cC. End-to-End Deadline Guarantee

where > A(pj) and packetp® is the first packet in the In this section, we utilize the single server deadline guar-
queue of_flowffat time £. / antee to derive delay and delay-cum-throughput guarantee of

Corollaries 1 and 2 use Theorems 4 and 5, respectively,dd'etwork of servers. S
derive the delay-cum-throughput guarantees of SFQ FC angdt) End-to-End Delay GuaranteeThe objective is to deter-

EBF servers, respectively. mine the deadlin.e guarantee of a network of.servers based on
Corollary 1: If the capacity of an SFQ FC server withthe expected arrival time of a packet at the first server on the
parameterdC, §(C)] is not exceeded, then path of a flow [10]. To do so, let th&gh server along the path
' of a flow be denoted as serverAlso, let there bek servers
; i1 ; l}_l ; on the path of a flow and let each of the servers guarantee
Lsrq(py) < max{Lsrq(py ), A(py)} + 1 +64 (25)  a deadline to a packet based on its expected arrival time.
s Then, the network guarantees a deadline to a packet based
where Lsp Q(p(} ) = 0. on its expected .arrivgl time at th&th server. .Observe that
Corollary 2: If the capacity of an SFQ EBF server withthe expected arrival time of a packet at serieis dependent
parameter§C, B, «, §(C)] is not exceeded, then on departure time of packet at serng&r— 1, which, in turn,

is dependent on expected arrival time of the packet at server
j i1 j K — 1. Using this argument recursively, a network of servers
Lsrq(py) < max{Lsro(py ), Alps)} can guarantee a deadline to a packet based on the expected
arrival time of the packet at the first server. This method
has been used in [10] to derive end-to-end delay guarantee
of a network of servers that employ algorithms in the class of
Guaranteed Rate (GR) scheduling algorithms (the framework
whereLSFQ(p(}) = 0. presented in [7] can also be employed to study the end-
To observe the advantages of delay-cum-throughput guto-end behavior). However, the end-to-end delay guarantee
antee over delay guarantee, consider a 10 Mb/s constant @esented in [10] assumes that each of the servers provides
SFQ server that is serving 10 flows, each with packet sizedeterministic bound on the departure time of a packet.
of 200 bytes and reserved rate 1 Mb/s (i.e., for all flow€onsequently, even though SFQ belongs to GR, the guarantee
n, 4, = 7, = 1 Mb/s). Let N flows (including flow f) be is not applicable to a network which may have some SFQ EBF
continuously backlogged and the rest of the flows send servers. To analyze such networks, we generalize the method
packets. Since onlyV flows are backlogged and all flowspresented in [10].

P

1

vt
+ L4649 21— Bem™ (26)
f
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Fig. 2. Bounds derived using delay and delay-cum-throughput guarantee for different number of backlogged flows.

Observe that SFQ delay guarantee for both FC and EBFCorollary 3: If scheduling algorithm at each server on the
servers when the server capacity is not exceeded can pagh of a flow satisfies (28), and there d@eservers on the

rewritten as path of the flow, then
P[Lsrq(py) < EAT (p}, r4) + 8} +9] 2 1= Be™™. o LK .
en PG < BATNYL )+ Y max (077
. . =1
Substituting} = 6%, B = 0, and A\ = oo, yields the delay p
guarantee for FC server. Substitutisg = ¢} and A = a, FURT gy > 1 - @Rt (30)
yields the delay guarantee for EBF servers. Hence, we will use

(27) to derive the end-to-end delay guarantee. Furthermorev\}ﬂere L¥(pi) is the time at which packe#’ leaves server
facilitate interoperability with other scheduling algorithms, w M — min i pk—1 — En:K—l oK —
will only require each server on the path of a flow to guarantée’,_ nElL - K] ' T 4=l ' o

: P : =K B, and
a deadline which is similar to (27). We first relate the expectegn=1 '
arrival time of a packet at adjacent servers in Theorem 6 and X 1
then use it to derive end-to-end delay guarantee in Corollary 3. AT = n=K
Let 7 be an upper bound on the propagation delay between 1
serversi andi + 1. Also, let all the variables of serverbe = A

i i int i V] J i i !
identified by superscript i.e., ; andry are identified asy To derive Corollary 3, we have only required the scheduling

andrj;_”, respectively. Henceforth in this section., we will refe%lgorithm at each server to satisfy (28). Hence, any scheduling
to a single flowf, and hence, drop the subscriptfrom all algorithm that satisfies (28) (for example, Virtual Clock, WFQ,

the variables: _ _ . and SCFQ) can interoperate to provide end-to-end guarantee.
Theorem 6:If scheduling algorithm at serverguarantees g .thermore, Corollary 3 can be used for an internetwork of
that FC and EBF servers. Finally, the proof method of Theorem

PIL{(p?) < EAT(p?, v ) 4 77 4 4] > 1 — Bie™" 6 and Corollary 3 can be used to derive end-to-end delay
(28) guarantee even when packet may be fragmented and reassem-
o , bled in the network. Hence, SFQ can provide guarantees in
where L*(p’) is the time at which packet’ departs server heterogeneous internetworking environments.
i, then 2) End-to-End Delay-cum-Throughput Guarantééthen a
1 s i flow is served by a network of servers, a destination knows the
PIEAT™(p?, #°) < EAT'(p?, ") departure time of a packet from the last server. Furthermore,
‘ ‘ o from the traffic characteristics of a flow, it may also know the
+ max {f'}+7"+y| >1- Ble™ (29) arrival time of a packet at the first server on the path. Hence,
nelt -l the objective is to determine a bound on the departure time
where#9* < min {r%? ri i1, of a packet from the last server based on its arrival time at
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the first server and departure time of the previous packetfat i+ = K. If a destination knows the relationship between the

the last server.

arrival time of packep’** at the first server and departure time

Observe that SFQ delay-cum-throughput guarantee for bathy’ at the last server (possibly from the traffic characteristics
FC and EBF servers when the server capacity is not exceedédhe source) and the service received by a flow is better

can be rewritten as

PlLsro(r}) < max {Lsro(w) AW}™)}+ 51 +1]
21 B (31)

Substituting
+1 lj“ +1
J+1 _ J+
f
B = 0, and A
guarantee for FC server. Substituting

J
J+1 _ °f J+1
Pro=rto
f
and A =
EBF servers. Hence, we will use (31) to derive the end-

end delay-cum-throughput guarantee. Furthermore, to facilit
interoperability with other scheduling algorithms, we will onl)}3
require each server on the path of a flow to guarantee a

deadline which is similar to (27).

Let #¢ denote the lower bound on the propagation delay
between servers andi + 1. As in the previous section, we

drop the subscriptf from all the variables and identify all

variables ofith server by superscript Theorem 7 establishes

the end-to-end delay-cum-throughput guarantee.
Theorem 7:If there areK servers on the path of a flow,
and each server guarantees that

PEG) S m i), A0} + 50441
— Bl (32)

where Li(pj) is the time at which packet’ departs server
i, then

P Li(le) < max {LK(pJ) _ @K-l7 Al(pj+1)}

n=t

+ U Y A 4y

n=1

1— e (33)

where
n=K-—1

Z ,,A_k7 \I/Z 1_

n=1

n=¢—1

2

1

n=i 1 :
2

\I/B_l —

= nz::z B" andA’ =

n=1

If all the servers are FC servers and provide deterministic

guarantee, then (33) simplifies to
LK(pj-i-l) < max {LK(pj) _

n=K

+ Z /3j+1,i+\111(—1

n=1

@K—l7 Al(pj-l-l)}

(34)

oo, Yields the delay-cum-throughput

« Yyields the delay-cum-throughput guarantee f

than that guaranteed by the network, then just like in the case
of a single server, the destination can utilize (34) to derive
bounds on packet delay better than those determined by end-
to-end delay guarantee. In particular, if for all packeis!,
L¥(p?) = max {L¥(p) = 3232171 #%, AL(pT)}, then by
recursive use of (34), we get

m=k [n=K
LK( j+k < LI& + Z <Z /3j+nl,i + \I/K_l>. (35)
m=1 \n=1

To observe the advantage of bounds derived using (35),
consider a flow that is served by five servers. Let each server
be a constant rate server with r&fe= 10 Mb/s and for ease of
exposition, let there be zero propagation delay between them.

oiet each server serv®y = 10 flows, each with reserved rate

Mb/s and packet size of 200 bytes. Also, let the flow be

g&ntlnuously backlogged at the first server. et (p’) be

en as

n=j—1

Z %+Koz

n=1

LEp) = (36)

wherel = 200 bytes, K = 5, anda = NI/C. Let 7/ = 2
Mb/s for the first 1000 packets, i.e., let them receive service
better than that guaranteed by the network, and-iet 1
Mb/s for j > 1000. Fig. 3 pIots the bound on the departure
time of packetp’t* (k = 1, 5, 10) for different values ofj
using (35) as well as the end to-end delay guarantee for this
scenario. As the figure demonstrates, (35) improves upon the
bounds of delay guarantee and tracks the actual arrival time
of packets much more closely.

We envision the end-to-end delay-cum-throughput guarantee
to be useful for at least two classes of applications.

* Flow-controlled data applications: Consider a flow con-
trolled data source that reserves a minimum rate at each of
the servers on the path to the destination. To increase its
throughput by taking advantage of statistical multiplexing
of various sources, let the source estimate the bottleneck
rate, which is at least the reserved rate, and send at the
estimated bottleneck rate [15]. Due to the fluctuations in
the bottleneck rate as well as the inherent delay and errors
in the estimation process, such a source may send at a rate
higher than the bottleneck rate. This will lead to queue
build up at the bottleneck server and eventually packet
losses. Let packetg’, ..., p?*t* be lost due to buffer
overflow. In the simplest case, a destination can detect
loss of these packets only on arrival of pacleét*+!,
However, if the network provides delay-cum-throughput
guarantee, then the destination can use (35) to determine
a bound on the arrival time of packejs, .-, p/**
and declare them lost if they do not arrive by then. It
can thus detect packet losses earlier than the arrival of
packetp’t*t1 The early detection of packet losses can
be used by a destination to “close” the feedback loop
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Fig. 3. Bounds derived using delay and delay-cum-throughput guarantee for different valhes of

between a source and destination faster and thus impr&€Q is similar to that of an online algoritirthat minimizes
the throughput of the source. unfairness. Furthermore, as we demonstrated in Section II-B1,
« Adaptive, real-time, playback applicationsAppli- it is the lack of isolation of delay guarantee that enables SFQ
cations such as audio and video that can tolerat® provide lower delay to low throughput flows at the expense
discontinuities in playback and adapt their playback poinff increased delay to high throughput flows. However, if SFQ
as per the network congestion, may reserve a minimus employed to providea priori specified bounds on packet
rate and send packets at a higher rate. In such a scenatiglay, then the maximum number of flows as well as their
a destination can use the delay-cum-throughput guarangeeket sizes would have to be estimated. In some networking
to determine a bound on the arrival time of future packeenvironments, such an estimate may be large and consequently
and use the bounds to suitably adapt the playback poi®FQ may not be able to provide lowarpriori delay to low

The algorithms and protocols that exploit the advantagestfoughput applications. In such a case, low delay to low
delay-cum-throughput guarantee for these and other applidoughput flows may be provided by employing the following.
tions is the subject of ongoing research and beyond the scope Fair scheduling algorithms that allocate only rate and have
of this paper. delay guarantee similar to WFQ. In such a case, low delay
is provided to low throughput flows by reserving higher
rate. This may result into low utilization of the network.
However, the main advantage of such algorithms is that
) ) they haveO(1) complexity admission control algorithms.

SFQ borrows the concept of “self-clocking” and scheduling . Fajr scheduling algorithms that achieve separation of
packets in the increasing order of start tags from SCFQ and 5te and delay allocation. In such a case, the network
FQS, respectively. However, it leads to better performance jjjization is higher. However, these algorithms have
than either of the two. SFQ has the same fairness measure and O(Q) complexity admission control algorithms [7].
implementation complexity as SCFQ but has smaller delayFor networking environments where either of these two

guarantee. Similarly, vyhereas FQS IS unfair over Va”ab(l;l proaches are preferable over SFQ, we have designed a class
rate servers and has high implementation complexity, SFQJB Fair Airport (FA) algorithms [12]. An algorithm in FA
fair over variable rate servers and has lower implementatigr}leS combines SFQ with any nonwork-conserving algorithm

(tz)omplexny.t_Furtherr?tore, 'anQS’d since & ﬂOIWS Ifatn in Rate Controlled Service Discipline (RCSD) class [7]. By
ecome active simultaneously, and consequeglipackets appropriately choosing an algorithm from RCSD class, fair

can have the same start tag, the bound on the departure t rithms that either allocate only rate or achieve separation

of a packet in FQS is at least that in SFQ. of rate and delay allocation can be designed. This method

The delay guarantee of SFQ depends on the maXimlfgéds to the design of thfirst fair algorithm that achieves

packet length of all the flows at ihe server. In cfontrast, %Feparation of rate and delay allocation. The property of SFQ
delay guarantee of WFQ depends only on the flow’s properties.
Thus, WFQ provides better isolation of delay guarantee of4an online scheduler is one which does not use the length of pagket

a flow. We have shown in [12] that the delay guarantee ®fmaking a scheduling decision for packe.

D. Discussion
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that it does not use the length of a packet in determiningnplementing hierarchical link sharing is to distribute the
its priority is central to the design of such FA algorithmsbandwidth allocated to a class among its subclasses fairly,
Though FA algorithms have higher implementation complexitye., in proportion to the weights [18]. This objective can
than SFQ, they can be efficiently implemented. Furthermorge achieved by éierarchical scheduletthat considers each
they are fair over FC servers. The detailed presentation of ERss, other than the leaf classes, as a virtual server and uses a
algorithms is beyond the scope of this paper. fair scheduler to schedule the virtual servers. However, as the
To summarize, we have shown that SFQ: 1) achieves Idallowing example illustrates, the scheduler used must allocate
average as well as maximum delay for low-throughput appltandwidth fairly even over variable rate servers.
cations; 2) provides fairness, regardless of variation in a serveExample 3: Consider a link sharing structure in which
rate; 3) has a fairness measure that, on an average, is witlasses A and B are subclasses of the root class. Let classes
11% of the lower bound; and 4) is computationally efficienc and D be subclasses of class A and let each class have
In the next section, we show that it enables hierarchical linkeight 1. Initially, let there be no packets in class B. Hence,
sharing, and thus meets all the requirements of a scheduliigss A gets the full link bandwidth. When class B also
algorithm for integrated services networks. becomes active, the bandwidth available to class A (and hence
to subclasses C and D) reduces to 50% of the link bandwidth.
Consequently, to fairly partition the bandwidth of class A
between subclasses C and D, the scheduler must be able to
) ) . L . . allocate bandwidth fairly over variable rate servers.
~ Hierarchical link sharing is an ideal mechanism for manag- gince SFQ allocates bandwidth fairly even over variable
ing heterogeneity in integrated services networks [6], [18]. jfe servers, it can be employed for achieving hierarchical

can be used by a network to support services that provigig sharing. In what follows, we present a hierarchical SFQ
heterogeneous QoS as well as multiple protocol familiggneduler.

that support different traffic types and/or congestion control yierarchical SFQ scheduler is simple. It uses SFQ to sched-
mechanisms. For example, a network can support hard a{)d each class; treating each subclass as a flow. The scheduling
soft real-time as well as best effort services by partitioning thg packets occurs recursively: the scheduler for root class
link bandwidth between them as per the expected requiremeggpedules the subclasses; the scheduler of subclasses in turn
of each of the services. To support high and low reliabilit4chedule their subclasses. If the leaf class is an aggregation of
soft real-time services, the bandwidth of soft real-time serviggws, it schedules flows by employing a leaf class dependent
may be further partitioned. Similarly, the bandwidth of the begtheduler (see [9] for an implementation of hierarchical SFQ
effort services may be further partitioned between throughpsttheduler). Since SFQ fairly allocates bandwidth regardless of
intensive and interactive services. Hierarchical link sharing ca@fe server behavior, this simple recursive hierarchical sched-
also be employed to supportiak-sharingservice in which the yling ensures that bandwidth allocated to a class is fairly
bandwidth of a link is partitioned among several organizatiorgiocated between the subclasses and thereby achieves the
and the bandwidth of an organization is recursively partitioneshjective of hierarchical link sharing (a similar hierarchical
among its suborganizations [18]. WF2Q+ scheduler has been independently presented in [1]).
A key advantage of hierarchical link sharing is that iMoreover, in contrast to link sharing mechanism in [6], it
provides isolation between different services while enablingovides bounds on various performance measures. To derive
similar services to share resources. Hence, incompatible coounds on the performance measures, we first prove the
gestion control algorithms can coexist while compatible afellowing corollaries of Theorems 4 and 5. L&¢(w) denote
gorithms reap the benefits of sharing. For example, whilee time taken to serve floyf packets of aggregate length
high and low reliability soft real-time services get the benefiighich are served in the same backlogged period of the flow.
of sharing, the hard real-time service is isolated from the Corollary 4: If the capacity of an SFQ FC server with
overbooking that may occur in soft real-time services, arghrametergC, §(C)] is not exceeded and; = r, for all
the congestion control algorithm that may be used by tipackets, ther¥;(w) is given as
best effort services. Hierarchical link sharing also facilitates

I1l. HIERARCHICAL LINK SHARING

use of different resource allocation methods for different wo P [max
. . ) ) . < 244 _ n
services. This is desirable as hard real-time services many(w) oy + Ty ot EQEA:# C +8(C) BN

use a scheduling algorithm that performs well when there

is no overbooking; soft real-time services may prefer to Uggere

a scheduling algorithm that provides QoS guarantees and/or

minimizes deadline violations in presence of overbooking; and i i

best effort services may use a fair scheduler for throughput oy = min {Z_f _ l_f}

intensive, flow-controlled data applications. C
The requirements of hierarchical link sharing are specified

by a tree, referred to as link-sharing structure, in which each o )

node, other than possibly leaf nodes, denotes an aggregafigf the minimum is over all the floy/ packets. _

of flows [6]. Each node in the tree is referred to as a class andorollary 5t If the capacity of an SFQ EBF server with

has a weight associated with it. The objective of a mechanidiff@metersC, B, a, 6(C)] is not exceeded and; = r; for
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all packets, then random variatg (w) is given as In contrast, using our analysis, we get
[max § 1 21 2l
P|Ty(w) < =+ 5~ BAT(p}, ) + o (41)
f f
Hierarchical SFQ scheduler not only achieves the objectives
[max —a of hierarchical link sharing, but can also be used to achieve
- Z C +8(C) 47| 21-Bem™ (38) several other objectives. For example, it can be used to
neQnnzf achieve separation of delay and throughput allocation. Observe
where that SFQ does not allocate delay and throughput separately.
' ' However, it may be desirable to do so for some flows. This can
R be achieved by aggregating the flows for which separation of
af = in vy C delay and throughput is desirable into one class and then using

a scheduling algorithm that achieves such a separation for

o ) that class. Though conceptually simple, since the throughput

and the minimum is over all the floyi packets. of a class fluctuates over time, the algorithm used must be

Now, consider a clasg that is a subclass of the root classapie 1o achieve the separation over variable rate servers. In
Let the link be an FC server with parameté€s 6(C)] and  Theorem 8, we show that Delay EDD can achieve this over
let the set of the subclasses of the root class be denot€ll by, Fc server. Since the throughput of a class is fluctuation

Then, if class/ has been assigned ratg, from Corollary 4 ¢onsirained, Delay EDD can be used to achieve the objective.
we conclude that the virtual server corresponding/ts an We first define Delay EDD and then prove its delay guar-

FC server with parameters: antee for an FC server. Delay EDD on arrival of pagkeof
Z e flow f assigns it a deadline, denoted Djpjj}), and schedules
vy, ZJ;_ — o+ "EQA"éf +68(C)|. (39) Packetsinincreasing order of deadline [B](pjj;) is defined as
f ) i
D(p}) = EAT (p}, r¢) + dy (42)

Similarly, using Corollary 5, we conclude that if the link is an
EBF server, then the virtual server correspondingfts an W :
EBF server. Using the argument recursively, we conclude tHat = 1.

if the link is an FC or EBF server, then each of the virtual Theorem 8:1f @ is the set of flows serviced by the server
server in the hierarchical structure is an FC or EBF servéid

respectively. Consequently, the bounds on deadline and end-

to-end deadline guarantee of a flow when it is hierarchically Yt>0: Z max {07 [QZMW %n} <t (43
scheduled can be determined as follows. neQ "

« Deadline Guarantee Since each of the virtual serversand the server is &, §(C)] Fluctuation Constrained Delay
is either FC or EBF server, Theorems 2 and 3 can I®DD server, then the time at which the transmission of packet
used to determine the single server delay guarantee, @?}dis completed, denoted ngDD(pﬂf), is
Corollaries 1 and 2 can be used to determine the single ;
server delay-cum-throughput guarantee of the flows. AP J max
« End-to-End Deadline Guarantee Since the single server Lepplry) < Dlrp) + C +8(C). (44)
deadline guarantee when a flow is hierarchically schegue to high computational complexity, it may not be feasible
uled satisfies (28) and (32), Corollary 3 and Theorem employ (43) as the schedulability test. Hence, conditions
7 can be used to determine the end-to-end deadlisg@onger than (43) which have lower computational complexity
guarantee. have been developed in [22]. The theorem holds under the
The above analysis method is general and can be emplog#ionger conditions as well.
for any fair scheduling algorithm that provides guarantees
similar to SFQ, i.e., bounds df(w) over FC and EBF servers. V. | MPLEMENTATION

Furthermore, this analysis is tighter than the analysis presenteRjNe have implemented SFQ scheduler for a FORE Systems

in [1], [13]. To observe this, consider a tree with three cIasseE]'_ i . .
M network interface in Solaris 2.4 as a streams module
two leaf classes and a root class. Let the rate of leaf classes

1 and 2 ber; and r,, respectively, and let each of the and driver (see Fig. 4). The driver is used to maintain weights

) ) : or connections. The module, on the other hand, is used
contain 2 flows with equal weights. Let both the leaf class?g schedule packets. We have modified the FORE API for
be scheduled by SFQ and the length of all packets Béen, . S : . :

it can be shown that the best bound on delay of papf;:efbr opening a connection to include the weight of a connection

: . o ; as its parameters.
flow f in leaf class 1 using the analysis in [1], [13] is To experimentally validate the implementation of the sched-

uler, we initiated three connections with weights 1-3. Each
EAT(p]J;, 7_1) + <L + 2_l> + 2_l (40) of the connections terminated after transmitting 500000 4-
2 . C T1 kB packets. Fig. 4 shows the throughput received by each

here d; is the deadline of flowf packets,r; = 7} and
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less of variation in server capacity, for throughput-intensive,
flow-controlled data applications; 4) enables hierarchical link
sharing which is desirable for managing heterogeneity; and 5)
is computationally efficient. Thus, SFQ meets the requirements
of a suitable scheduling algorithm for integrated services

Stream Stream Stream
Head Head Head
2 e O
| SFa SFQ SFQ SFQ 1
' | Module Module Module Driver H
ATM Device Driver
ers
(@

T
Welght =1 ——
Welght =2 ——
Welght =3 -~

(1]
(2]
(3]

Rate{Mbls)

(4]

(5]

400 600
Time(s)

(b)

Fig. 4. (a) SFQ scheduler implementation. (b) Throughput of the conneqyz
tions.

L
0 200

1000

(6]

(8]
connection. As it demonstrates, when all the three connections

were active, they received throughput in the ratio 2 : 3. 9]
When the connection with weight 3 terminated, the throughput
of the other two connections increased but still remained [#]
the ratiol : 2. Finally, when only one connection remained, it

received the full link bandwidth. Observe from Fig. 4 that SFQ

scheduler achieved fair allocation even though the realizatié!
bandwidth of the interface varied over time. This demonstratgs
the feasibility of employing SFQ for scheduling network

interface in operating systems where the processing capacity
available for a network interface varies over time. [13]

V. CONCLUDING REMARKS (14
In this paper, we presented the Start-time Fair Queueing

(SFQ) algorithm that is computationally efficient, achievel®]
fairness regardless of variation in a server capacity, and hag
fairness guarantee that is close to the best achievable guar-
antee. We analyzed its single server and end-to-end deadltid
guarantee for variable rate Fluctuation Constrained (FC) and
Exponentially Bounded Fluctuation (EBF) servers. This is tHéél
first analysis of any fair or real-time scheduling algorithm for

networks.
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