Network Anomaly Detection:

The Subspace Method

A network in the Internet




Network anomalies
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We want to be able to
detect these anomalies!

Network anomaly detectors

Anomaly
Detector

* Monitor health of network
» Real-time reporting of anomalies




Problem Statement

 Avolume anomaly isa
sudden change in an

Origin-Destination flow
(i.e., point to point traffic)

* Given link traffic
measurements, diagnose
the volume anomalies
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An lllustration
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Data Collected

Abilene Sprint-Europe
Dataset Period
Sprint-1 Jul 07-13
Sprint-2 Aug 11-17
Abilene Apr 7-13

Essence of the problem:
Anomaly Detection + Tomography




The Subspace Method: An Overview

Pictorial overview of
subspace methodology

1. Training : separate normal &
anomalous traffic patterns

2. Detection : find spikes ol normal
3. Identification : find original 'l
spatial location that caused anomalous

spike (e.g. router, flow)
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Typical Link Data
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Finding common patterns (e.g. volume anomalies)
from such high-dimensional, noisy data is very difficult
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Low Intrinsic Dimensionality of Link Traffic

Studied via Principal i

Component Analysis N . !

Key result: =

Normal traffic is well g

approximated as occupying (R

a low dimensional subspace 2 '
e

Reasons: = e ||

1. Links share OD flows S N N S SN S S

2. Set of OD flows also low principe Comporent

dimensional
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The Subspace Method

* An approach to separate normal from anomalous

traffic

* Normal Subspace, : space spanned by the first k
principal components

* Anomalous Subspace, : space spanned by the

remaining principal components

* Then, decompose traffic on all links by projecting onto
and to obtain:
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Residual traffic

'I_'rafﬁc vector pf all Normal traffic vector
links at a particular vector
point in time 13

A Geometric lllustration

In general,
anomalous
traffic results in
a large value
of

Traffic on Link 2

SN

Traffic on Link 1
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Detection

e Capture size of vector using
squared prediction error:

* Assuming Gaussian data,
we can find bounds
which SPE should only
exceed 1-a % of the time

Traffic on Link 2

Result due to
[Jackson and Mudholkar, 1979]

Traffic on Link 1
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Detection lllustration

Value of
over time

(all traffic)

Value of
over time
(SPE)

SPE at anomaly time points clearly stand out
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Identification
* A simple heurstic

— Associate detected spike with k flows with the
largest contribution to the state vector v

(OD flow) accounts for

The best hypothesis 1
maximum residual traffic
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Problems with Subspace Method




Pictorial overview of problems with

subspace methodology

» Defining normalcy can )
be challenging (é@g}

— Tunable knobs

— Contamination

* PCA’s coordinate
remapping makes it
difficult to identify the
original location of an
anomaly

Data used

» Géant and Abilene networks
* |P flow traces
e 21/11 through 28/11 2005

* Anomalies were manually
verified
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Problems with approach

« Sensitivity to its parameters
« Contamination of normalcy

» ldentifying the location of detected
anomalies
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Sensitivity to top,

e PCA separates normal from
PCA

anomalous traffic patterns

e Works because top PCs tend
to capture periodic trends

* And large fraction of

_

normal

variance
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Sensitivity to top,

* Where is the line drawn
between normal and
anomalous?

* What is too anomalous?
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Sensitivity to top,

Very sensitive to number of
principal components included!
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Sensitivity to top,

» Sensitivity wouldn’t be
an issue if we could
tune top, parameter

« We've tried many
different methods

— 3 deviation heuristic
— Cattell's Scree Test
— Humphrey-ligen
— Kaiser’s Criterion

* None are reliable
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Contamination of normalcy

» What happens to large
anomalies?

— They capture a large
fraction of variance

— Therefore they are included
among top PCs

* Invalidates assumption that
top PCs need to be periodic

» Pollutes definition of normal

* In our study, the outage to
the left affected 75/77 links

PCA — Only detected on a handful!
normal

signal
—_ 4
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Identifying anomaly locations

* Spikes when state
vector projected on
anomaly subspace

— But network operators
don’t care about this

— They want to know where
it happened!

* How do we find the

original location of the | Fl
anomaly? |

pmjw(vl) pmjn(vi)
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Identifying anomaly locations

* Previous work used a
simple heuristic

— Associate detected spike
with k flows with the
largest contribution to the
state vector v

* No clear a priori reason
for this association




Directions on Fixing Subspace Method

Defining normalcy

O * Large anomalies can
cause a spike in first
few PCs
— Diminishes effectiveness

— But we can presumably
smooth these out (WMA)

* But first PCs aren’t
always periodic
— which, instead of top,?

— Initial results suggest this
might be challenging also
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Fundamental disconnect between objective

functions

* PCA is optimal at
finding orthogonal
vectors ordered by
captured variance

* But variance need not
correspond to normalcy
(i.e. periodicity)

* When do they coincide?

Identifying anomaly locations

* PCA is very effective at
finding correlations
e Butis accomplished by
remapping all data to
new coordinate system 5 ]
« Strength in detection
becomes weakness in
identification

* Inherent limitation




Challenges in Network Anomaly Detection

e What is the ground-truth?
— With enough data, you are bound to see anomalies

— How to tell measurement artifacts from genuine anomalies that you
care?

— Ongoing work in my group: correlation and causality analysis

» False positives
— Data data data everywhere
— Network operators can only handle few anomalies per day
— even 0.01% false positive

* How to evaluate different methods

— Need tons of data to see if error is <0.01%  real data too short
— Need good synthetic benchmarks

33




