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Figure 1. Representative images from the yearbook dataset

Abstract

We finetune pretrained AlexNet and 16-layer VGGNet
models over the yearbook dataset, predicting years in which
the input images were taken. We discuss our approach and
findings with the best performing model (L1 distance of 5.48
or 5% accuracy over the validation set).

1. Introduction

This project focuses on image level year prediction from
yearbook photos using deep (convolutional) networks. The
provided dataset (Fig. 1) contains frontal-facing American
high school year-book photos with labels to indicate the
years those photos were taken. We finetune different avail-
able networks on the training set and present our analyses
on the test set.

In our implementation, we employ AlexNet [3] and fine-
tune variations of the network to predict years from images.
We use this architecture as it has been shown to have ex-
ceeded traditional hand-designed feature methods on the
Image Net dataset [5] and has also been shown to have
worked in another domain transfer learning [8, 2].

We also finetune similar variants of the 16-layer VG-
GNet model [6]. However, it does not do better than the
best AlexNet variant. We hypothesize that the way we set
our hyperparameters for VGGNet might have caused us to
not fully exploit the capability of the deeper model.

The dataset consists of about 23000 training images and
5000 validation images. There are 104 classes (years) for
which training images exist in the dataset spanning 109
years (1905-2013). The validation set does not contain im-
ages for each of the 104 classes.

2. Technical Details

Here we describe the approach we took to obtain a model
which can classify the given images with better than twice
chance performance.

We employ the AlexNet architecture pretrained on Ima-
geNet [5] in Caffe [1]. We finetune three variations of this
model: (1) only the last fc8 layer, (2) all the fully connected
layers and (3) all the layers. We use the weights from the
pre-trained model and then finetune on the training set by
setting the learning rates for the weights and bias at the ap-
propriate layers as 10 and 20 respectively. The learning rate
is lowered by roughly 10 times (0.001) since we follow the
finetuning procedure versus training from scratch. Step size
(20000), weight decay (0.0005) and momentum (0.9) are
used as is from the pre-trained version. We finetune for
over 100,000 iterations, which turned out be way more than
necessary to get the best performance.

For the 16-layer VGGNet [6], we use a stepsize of 1000,
maximum number of iterations as 100000, momentum 0.9,
weight decay 0.0005. We again finetune 3 different variants
as described above but only one of the variants performs
better than chance. We train way longer than needed and
the models might have overfit to the training data by the
time we get the first model snapshot because of which we
cannot properly analyze them.

We evaluate our models using different criteria and also
try to get insights into why one model does better than the
other. We also visualize how different parts of an image
contribute to the final prediction of the best performing fine-
tuned network. We employ the technique described in [7]
where small patches of the image are removed one at a time
and the distance of the network’s prediction for the altered
image from the prediction of the original image is used a
measure for assigning an importance to the removed patch.
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Figure 2. Confusion matrix on the validation dataset with our best
performing model.

3. Evaluation

Here we present results of the three finetuned variants of
AlexNet for the Yearbook dataset. Table 1 shows the L1
distance between prediction and ground truth over the val-
idation set. We see that all of our models perform better
than chance. Chance is defined as the best (deterministic or
stochastic) predictor that completely ignores the input im-
age. Concretely, we utilize a baseline classifier that always
predicts the median of a training set. It also shows the top-
1, top-3 and top-5 accuracy of all of our models. All our
models outperform this baseline classifier.

The 16-layer VGGNet model finetuned over all layers
gave the best L1-distance of only 6.93. The VGGNet model
finetuned using only the fc8 layer is 10.54 and using all fully
connected layers is. One reason for this deeper and more
powerful network to not have done better than our LaexNet
variant is that we trained the models way longer that their
performance had already saturated with the first snapshot of
the models we stored. The large turn-around time to debug
this model along with possible overfitting did not allow us
to fully analyze what was being interpreted by this model.
Hence we just present these numbers her though the best
model was AlexNet finetuned using all fully ocnnected lay-
ers. From now on we discuss results of our best performing
model only.

Table 2 shows the average range of years predicted
within the top-3 labels for images in the validation set. We
find that most predictions lie within roughly a decade to 15
years of each other. We also show the confusion matrix cor-

Figure 3. t-SNE plot over fc7 activations on our best performing
model. Each color represents images part of the same decade. Im-
ages part of the same decade do not seem to be well separated.

responding to the best performing model over the validation
set, which is normalized by the number of images belong-
ing to each class. As can be seen in the heatmap for the
confusion matrix in Fig. 2, some cells are completely empty
signifying that the validation set contains images only from
a subset of classes seen during training. One key observa-
tion is that there is a diagonal band on the matrix signifying
that most incorrectly classified images are predicted to have
been taken in a year close to the actual year, which is similar
to what we see in Table 2. This led us to hypothesize that
the fc7 activations of our validation set images belonging to
the same image might belong close to one another. To bet-
ter understand this, we visualize the 2D t-SNE plot [4] of
the fc7 activations of our best performing model. However
as can be seen in Fig. 3, our hypothesis did not really hold,
and all the images part of the same decade do not seem to
be well separated. This could partly be attributed to the fact
that the overall accuracy of our best performing model is
also quite low.

To gain a deeper understanding of why the different
AlexNet models perform differently, we plotted the training
and validation/test loss over the number of iterations (Fig.
4, 5, 6). It turns out that finetuning only the fc8 layer does
not provide enough flexibility to learn for this task, whereas
finetuning all fully connected layers allows the capability
to better finetune for the task (The magnitude of losses in
Fig.5 is much lower than those in Fig.4). Finally we find
that finetuning all layers causes overfitting as can be seen
in Fig. 6, where the loss for the training set continues to
decrease and the loss for the test set starts to rise.
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Finetuned layers L1 distance Top-1 accuracy Top-3 accuracy Top-5 accuracy
Median Predictor 17.1 0.08% - -
fc8 only 8.21 2.5% 7.9% 14%
All FCs 5.48 5% 14.7% 24.5%
All layers 7.91 2.46% 7.9% 14.03%

Table 1. Average predicted-ground L1 distance and accuracies for different finetuned models we use in our approach.

Finetuned layers Avg. Top-3 range
fc8 only 14.36
All FCs 9.35
All layers 14.1

Table 2. Average range of top-3 predictions for different finetuned
models.

Figure 4. Loss plot when finetuning fc8 layer.

Figure 5. Loss plot when finetuning all fc layers.

As described in Section 2, we visualize correctly classi-
fied images in the validation set. Figure 7 shows some com-
mon patterns we observed as detected by our best perform-
ing model. This indicates that for different patterns such
as the face, mouth or smile, forehead, nose or eyes could
be crucial in being correctly classified. These patterns were
observed across classes (years) and across decades, thereby
not indicating a clear separation in features across different
classes.

Figure 6. Loss plot when finetuning all layers.

4. Conclusion
Finally, we conclude that even though we do much bet-

ter than chance performance, there is a lot of scope to get
even better performance. One challenge for us was to get
a good sense of what hyper-parameter might work, and the
turn around time for one set of hyper-parameters to be val-
idated required almost a day. Yet we believe a deeper net-
work with appropriate hyper-parameters to reduce overfit-
ting might be able to improve performance in the future.
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Figure 7. Visualization patterns showing important regions of different images in the validation set as detected by our best performing
model. We do not see any consistent patterns for images of the same class (year) or the same decade.
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