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Abstract—Greedy routing has been applied to both wireline
and wireless networks due to its scalability of routing state and
resiliency to network dynamics. In this work, we solve a fun-
damental problem in applying greedy routing to networks with
arbitrary topologies, i.e., how to construct node coordinates such
that greedy routing can find near-optimal routing paths for var-
ious routing metrics. We propose Greedy Distance Vector (GDV),
the first greedy routing protocol designed to optimize end-to-end
path costs using any additive routing metric, such as: hop count,
latency, ETX, ETT, etc. GDV requires no physical location infor-
mation. Instead, it relies on a novel virtual positioning protocol,
VPoD, which provides network distance embedding. Using VPoD,
each node assigns itself a position in a virtual space such that the
Euclidean distance between any two nodes in the virtual space is
a good estimate of the routing cost between them. Experimental
results using both real and synthetic network topologies show that
the routing performance of GDV is better than prior geographic
routing protocols when hop count is used as metric and much
better when ETX is used as metric. As a greedy routing protocol,
the routing state of GDV per node remains small as network size
increases. We also show that GDV and VPoD are highly resilient
to dynamic topology changes.

Index Terms—Geographic routing, network distance embed-
ding, wireless networks.

I. INTRODUCTION

REEDY routing protocols have been proposed for both
large-scale wireless [2], [10], [11], [15], [12] and wireline
layer-2 networks [1], [5], [23], [27], [32]. In greedy routing, the
routing state needed per node is independent of network size;
hence greedy routing provides scalability of routing state as well
as resiliency to network dynamics. Greedy routing is also known
as geographic routing because most prior studies use the ge-
ographic locations of nodes for routing decisions. Geographic
routing uses greedy forwarding as its basis, i.e., for a packet with
destination ¢, a node u selects, as the next hop to £, a physical
(one-hop) neighbor that minimizes the physical distance from a
physical neighbor to ¢ among all of »’s physical neighbors.
Geographic routing finds good routing paths only if the phys-
ical distance between two nodes can, at least approximately,
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Fig. 1. Physical distances and network distances (in hop count) for all pairs of
nodes in two GreenOrbs networks.

predict the routing cost between them. This assumption is
invalid in wireline networks. For example, two routers in the
same room may connect to different networks. Even for many
wireless networks, the physical distance between two nodes is
a poor predictor of the routing cost between them. We illustrate
this point by analyzing the trace data of GreenOrbs [17], a
large-scale wireless sensor network project deployed in Tianmu
Mountain, China. We focus on two different network deploy-
ments named “Network1” and “Network2,” with 200 and 213
TelosB motes respectively based on the measurement results
of GreenOrbs on August 3 and 5, 2011. When two nodes
can receive packets from each other and the RSSI is higher
than a threshold (—80 dBm), we consider that there exists a
communication link between them.

Fig. 1 shows the physical distances and shortest-path hop
counts for all pairs of nodes in Network1 and Network2. Phys-
ical distances are computed based on GPS readings. From Fig. 1,
note that the physical distance between two nodes is not an ef-
fective estimator of the network distance between them in hop
count. Suppose node a has two neighbors b and ¢ that are 150
and 130 m away from the destination, respectively. a will send
the message to ¢, which is closer to the destination. However,
from the results in Fig. 1, it is possible that ¢ is 5 hops to the
destination but b is only 1 hop to the destination. As a result, ge-
ographic routing using physical locations of nodes would make
suboptimal routing decisions and result in end-to-end paths with
large routing costs.

The problem becomes more challenging if we want to incor-
porate various link cost metrics into geographic routing, such
as latency, ETX [4], and ETT [7], as well as metrics reflecting
available bandwidth [31]. These metrics are used to incorporate
the effects of link loss, capacity, asymmetry, and interference
and to achieve high throughput. However, they were intended
for shortest-path routing protocols and cannot be used by geo-
graphic routing directly.

In this paper, we present Greedy Distance Vector (GDV), the
first greedy routing protocol designed with the objective of pro-
viding near-optimal paths for any additive routing metric. GDV
is designed for layer-2 networks (wireline and wireless) that do
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not use IP routing. To apply GDYV, each node computes a virtual
position (position in a virtual space) for itself by running the Vir-
tual Position by Delaunay (VPoD) protocol to be presented in
this paper. VPoD provides the property of network distance em-
bedding, i.e., the Euclidean distance between each pair of nodes
in the virtual space is a good estimate of the routing cost between
them.

In GDV routing, a node u chooses a neighbor v as the
next hop to destination ¢ to minimize the routing cost
clu,z) + D(a,t) for z € N, where c(u,z) is the cost of
link u-z and N, is the neighbor set.! This routing decision
process is similar to the well-known Distance Vector (DV)
routing, in which a next-hop node is chosen when it minimizes
c(u, x) + D(,t) for z € N,, and D(z, %) is from the distance
vector. However, unlike DV routing, the routing cost Dz, t)
from 2 to t is computed locally by node u from the virtual po-
sitions of z and ¢. Since c(u, v) + D(v,t) = c(u,v) + D(v,t),
the quality of GDV paths is expected to be close to that of
optimal DV paths. Furthermore, as a greedy routing protocol,
GDYV does not have the disadvantages of DV routing, i.e., large
routing state and slow convergence, which are impediments to
scalability.

The GDV and VPoD protocols presented in this paper make
use of a georgraphic routing protocol, MDT [12], which pro-
vides guaranteed delivery for nodes with arbitrary coordinates
in a Euclidean space. The contributions of this paper include the
following.

* GDV is the first greedy routing protocol designed to op-
timize end-to-end path costs using any additive routing
metric, such as routing metrics that capture network and
link characteristics other than physical distances.

* GDV and VPoD are designed for layer-2 wireline and
wireless networks without location information. There-
fore, no localization protocol is needed.

* Asa greedy routing protocol, GDV’s storage cost per node
remains low as network size () increases. The routing
costs from neighbors to a destination are computed lo-
cally using virtual positions. (Unlike DV, there is no need
for nodes to exchange distance-vector messages of size
O(N).)

* VPoD provides effective network distance embedding.
GDYV performs better than prior greedy routing protocols
when hop count is used as metric and much better when
ETX is used as metric.

* GDV provides guaranteed delivery when the network
topology is static. GDV and VPoD are highly resilient to
dynamic topology changes.

» Every node runs the same protocols. GDV and VPoD do
not require special nodes, such as beacons and landmarks,
and do not use flooding.

GDV routing has been applied in the design and evalu-
ation of a large-scale layer-2 network architecture, named
ROME [21], [23], which is backwards compatible with Ethernet
hosts. ROME protocols include a stateless multicast protocol,
a Delaunay DHT, and host/service discovery protocols, all of
which make use of GDV routing. In this paper, we present

IIn GDV, the neighbor set is actually extended to include a set of Delaunay
triangulation neighbors to be introduced in Section III.
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the ideas, design, specification, and performance evaluation of
GDV routing.

The balance of this paper is organized as follows. In
Section II, we present related work. In Section III, we introduce
two topics that underlie the GDV design, namely network
distance embedding and multihop Delaunay triangulation
(MDT). In Section IV, we present the VPoD protocol. In
.Section V, we present the GDV protocol. In Sections VI and
VII, we present experimental results to evaluate VPoD and
GDV performance on wireless as well as wireline network
topologies. We show that GDV and VPoD are highly resilient
to dynamic topology changes. In Section VII, we present two
optimization techniques to make VPoD and GDV run more
efficiently on network topologies that have a significant number
of low-degree nodes. We conclude in Section VIII.

II. RELATED WORK

Geographic routing protocols have been proposed for
large-scale wireless networks because the routing state required
is independent of network size. Various schemes have been de-
signed to move packets out of local minima. For 2D networks,
GFG [2], GPSR [10], and their variants [11] use face routing
on a planar graph constructed by planarization algorithms.
Leong et al. [15] proposed using a spanning tree to guarantee
delivery in 2D without planarization. Lam and Qian proposed
MDT [12], which provides guaranteed delivery and low stretch
in 3D as well as 2D, for any connected graph and node locations
specified by accurate, inaccurate, or arbitrary coordinates.

Virtual coordinate schemes have been proposed in the ab-
sence of geographic locations, such as NoGeo [24], BVR [8],
VCap [3], HopID [33], GSpring [16], ABVCup [29], and
PSVC [34]. None of them attempt to predict routing cost.
Instead, their main purpose is to improve the packet delivery
rate.

Traditional geographic routing protocols use hop count as the
routing metric. De Couto ef al. [4] showed that the hop count
metric has poor throughput for routing in multihop wireless net-
works. Instead, several high-throughput routing metrics have
been proposed, such as ETX [4] and ETT [7], which incorpo-
rate the effects of link loss, asymmetry, capacity, and interfer-
ence. Lee et al. [14] proposed normalized advance (NADV) for
geographic routing. NADV selects the next-hop node that min-
imizes ‘é?s‘i, where ADV is the amount of decrease in geo-
graphic distance and Cost is the link cost such as ETX. A sim-
ilar method is presented by Seada et al. [26]. Both methods
made geographic routing cost-aware of the next hop and more
efficient. However , unlike GDV, they provide no routing cost
information for the entire path.

The idea of latency (network distance) embedding in a vir-
tual space was used by several Internet virtual positioning sys-
tems, such as GNP [20] and Vivaldi [6]. They were designed for
hosts with Internet routing support. Both protocols use latency
as routing cost. More specifically, GNP requires that each node
makes RTT measurements to a set of geographically distributed
landmark nodes. Vivaldi requires that each node receives a sig-
nificant fraction of its latency measurements from high-latency,
geographically distributed nodes.
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Fig. 2.

121-node network in 2D physical space.

Fig. 3. Virtual positions constructed by 2-hop Vivaldi. (a) After 10 adjustment
periods. (b) After 20 adjustment periods.

III. BACKGROUND

A. Network Distance Embedding

To illustrate the point that Vivaldi requires measurements to
nodes with high routing costs, consider the 121-node grid net-
work shown in Fig. 2. Each node is only aware of its local con-
nectivity and has no location information. We enhance the Vi-
valdi algorithm [6] with routing support such that it can sample
(measure routing cost to) two-hop neighbors as well as physical
neighbors. In each adjustment period, a node samples random
nodes from its set of one-hop neighbors 100 times and its set
of two-hop neighbors 100 times. Fig. 3 shows the virtual posi-
tions of the nodes after 10 and 20 adjustment periods (hop count
was used as routing metric). We found that almost every node is
close to its physical neighbors in the virtual space. However, two
nodes that are separated by many hops may also be very close
in the virtual space (such as many of the nodes near the center).
Generally, there are two kinds of relationships that are needed
for virtual positions to predict routing costs accurately [6]:

* Local relationships: Nodes with low cost should be nearby

in the virtual space.

* Global relationships: Nodes with high cost should be far

away in the virtual space.
Clearly, in this example, two-hop Vivaldi performs well for
local relationships but poorly for global relationships.

B. MDT Routing Support for VPoD

Since VPoD is designed for layer-2 networks that do not use
IP routing, it uses a greedy routing protocol instead. VPoD has
three requirements for such a greedy routing protocol: 1) The
protocol allows each node to choose and adjust its location in
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a virtual space. 2) The protocol provides guaranteed delivery.
3) The protocol provides support for nodes running VPoD to
converge to locations in the virtual space that satisfy the network
distance embedding property.

Before presenting MDT routing, we briefly introduce De-
launay triangulation (DT). A triangulation of a set .S of nodes
(points) in 2D is a subdivision of the convex hull of nodes in .5
into nonoverlapping triangles such that the vertices of each tri-
angle are nodes in 5. A DT in 2D is a triangulation such that the
circumcircle of each triangle does not contain any other node
inside [9]. The definition of DT can be generalized to a higher
dimensional Euclidean space using simplexes and circum-hy-
perspheres. In each case, the DT of .S is a graph denoted by
DT(S).

Nodes can construct a correct distributed DT by running an
iterative search protocol to find their DT neighbors under the as-
sumption that each node can directly communicate with every
other node [13]. For multihop layer-2 networks, MDT protocols
were designed for nodes to construct a distributed multihop DT
with the following properties [12]: 1) Each node knows all of
its physical neighbors and DT neighbors. 2) Each node, say u,
maintains a soft-state forwarding table, F),. The forwarding ta-
bles of all nodes provide a forwarding path (virtual link) from
every node to each of its multihop DT neighbors.

MDT-Greedy Routing: For a packet with destination ¢ being
forwarded by node u, if v is not a local minimum, then the
packet is forwarded to a physical neighbor of u closest to ¢;
else, the packet is forwarded, via a virtual link, to a multihop
DT neighbor closest to ¢.

For a set of nodes that maintain a correct multihop DT, given
a destination location ¢, it is proved that MDT-greedy always
succeeds to find a node that is closest to £, for nodes located in
a Euclidean space (2D, 3D, or a higher dimension).

From the above description, MDT-greedy routing satisfies the
first two requirements of VPoD. As for the third requirement, we
will show that nodes running VPoD can quickly find locations
that satisfy the network distance embedding property.

IV. VIRTUAL POSITION CONSTRUCTION

We next present the VPoD protocol for nodes to find positions
in a virtual space with the network distance embedding property.
Initially, each node only knows its physical (one-hop) neighbors
and the link costs to them. The link cost metric can be any one
that is additive (e.g., hop count, latency, ETX, and ETT). Dis-
tances in the virtual space and routing costs are measured in
the same units. Thus, comparison, addition, and subtraction can
be operated directly on distances and routing costs. Hereafter,
when we say distance, we refer to the Euclidean distance be-
tween two nodes in the virtual space rather than the physical
distance between them.

A. Main Ideas of VPoD

A node boots up and assigns itself an initial location in a
prespecified virtual space (e.g., a rectangle in 2D). The node
discovers its physical neighbors and exchanges ID and location
information with them. When the node receives a start token to
run VPoD, it forwards the token to all of its physical neighbors
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from which it has not received the same token. Any duplicate
token received by a node is discarded.?

The following algorithm is used for initial location
assignment.

o If u is the starting node, u sets its position to the origin.
Otherwise, at least one physical neighbor of u has initial-
ized its position, namely, the token’s sender.

+ If only one physical neighbor, say v, of u has initialized
its position, « sets its position at a random position on the
circle or sphere centered at v. The radius is the link cost
between u and v.

+ If two or more physical neighbors of u have initialized
their positions, u chooses the two that are farthest apart
and computes the midpoint between the two nodes. In order
to avoid degenerate cases (three or more nodes on a line),
the actual position of » is set to a random position in the
disk centered at the mid-point whose radius is 1/10 of the
distance between the two nodes.

All nodes that have received tokens run VPoD by first run-
ning MDT protocols to construct a multihop DT using their lo-
cations in the virtual space. MDT protocols have been modified
to record routing costs from each node to its multihop DT neigh-
bors. Each node then iteratively adjusts its position in the virtual
space to reduce prediction errors of the distances between the
node and its physical and multihop DT neighbors. For a node u,
VPoD provides two types of adjustments:

1) Adjustments with physical neighbors to preserve local re-
lationships: If its distance to a physical neighbor v is larger
than its link cost to v, u adjusts its position so that its dis-
tance to v is smaller.

2) Adjustments with DT neighbors to preserve global rela-
tionships: If its distance to a multihop DT neighbor v is
smaller (larger) than the routing cost from u to v, u adjusts
its position so that its distance to v is larger (smaller).

The main structure of VPoD is presented in Fig. 4. After re-
ceiving a token, each node runs MDT protocols during a pe-
riod of time, called J period. The MDT protocols construct a
multihop DT of a set of nodes in a distributed manner. Dif-
ferent nodes may join the multihop DT asynchronously and
when all nodes finish joining the correct multihop DT has been
constructed [12]. In the subsequent adjustment period, called 4
period, the node executes the adjustment algorithm iteratively to
change its position in the virtual space. The multihop DT needs
to be reconstructed after several adjustment iterations because
many nodes may have changed their positions. In this manner,
each node alternates between running MDT protocols in a J pe-
riod and the adjustment algorithm in an A4 period. The MDT
protocols and adjustment algorithm will be described in more
detail in the sections to follow.

Note that after receiving a token, each node runs asynchro-
nously. Different nodes may start their J and A periods at
slightly different times. After an adjustment execution, each
node sends its new virtual position and estimated error to its
physical neighbors and multihop DT neighbors. After a number
of alternating J and 4 periods, the node positions in the virtual
space converge and distances can be used to predict routing

2The first node to receive a token may be predetermined by the network op-
erator or by a leader election protocol based upon a simple criterion, such as
largest ID.
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Fig. 4. Main structure of VPoD.

costs between nodes. The MDT protocols are then run one
more time to update the multihop DT. VPoD will resume when
there is node churn. The node that detects a change will initiate
a token and pass it in the network to resume VPoD, similar to
the initialization phase of VPoD. VPoD does not require any
landmark or perimeter node and uses no flooding. Every node
in the network runs the same VPoD protocol. The duration of
a J period depends on the time for executing the MDT join
protocol. When MDT join finishes, a J period stops. The length
of an A4 period depends on message delivery times. For our
experiments on wireless networks, the duration of an 4 period
was set to 20 s. If the 4 period is too short, nodes may not able
to receive enough information to adjust their coordinates. If it
is too long, the convergence will be delayed.

We ran VPoD for the 121-node grid network in Fig. 2. The
results are shown in Fig. 5. Note that the initial node positions
are quite arbitrary. After 10 adjustment periods, the topology in
the virtual space looks similar to that in the physical space. After
20 adjustment periods, all local and global relationships are pre-
served; compare Fig. 5(c) to Fig. 2 where nodes are numbered.
Note that adjustment periods for VPoD and 2-hop Vivaldi are
defined differently. Experimental results in Fig. 16 (to be pre-
sented) show that 2-hop Vivaldi uses much more storage and
communication costs per adjustment period than VPoD.

B. MDT Extensions to Support VPoD

If a DT neighbor of w is not a physical neighbor, it
is said to be a multihop DT neighbor. In MDT proto-
cols, each entry in u’s forwarding table I, is a 4-tuple,
(source, pred, succ, dest), where dest may be a physical or
DT neighbor. To meet the requirements of VPoD, each entry
in MDT protocols used by VPoD is extended to a 6-tuple
(source, pred, suce, dest, cost, error), where error is the
estimated position error of the dest node. If dest is a physical
neighbor of u, cost is the link cost to dest. If dest is a multihop
DT neighbor, cost is the routing cost to dest. In tuples where
dest is neither a physical nor DT neighbor, both cost and error
are empty.

Additionally, during execution of the MDT protocols,
every pair of DT neighbors exchange two messages,
Neighbor_Set Request and Neighbor Set Reply. Each of these
messages carries its source node’s position error and is also
used to record the routing cost of the reverse path from its desti-
nation node to its source node. When the MDT protocols finish
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Fig. 5. Virtual positions constructed by VPoD. (a) Initial positions. (b) After
10 adjustment periods. (¢) After 20 adjustment periods.

execution, every node knows the cost and error values of each
of its DT neighbors. Also, a path from the node to each of its
DT neighbors has been stored in forwarding tables of nodes
along the path. The error values of physical neighbors that
are not DT neighbors are exchanged by link-layer keep-alive
messages.

Experimental results [12] show that MDT protocols construct
a correct multihop DT very quickly at system initialization. The
protocols are highly resilient to churn, i.e., frequent and dy-
namic topology changes due to addition and deletion of nodes
and links. They are also communication efficient because nodes
use an efficient iterative search to find multihop DT neighbors
(without flooding).

C. Adjustment Algorithm

During each execution of the adjustment algorithm (see pseu-
docode in Fig. 6 with notation defined in Table I), a node
may change its position multiple times to find a position in
the virtual space with less prediction error. Before algorithm
execution, node u first computes its distances ﬁ(u, v} to its
physical and DT neighbors using their current virtual positions.
Then, u updates its position (executes lines 4—7 of pseudocode)
with respect to every multihop DT neighbor and some physical
neighbors. Specifically, for a physical neighbor v, u updates its
position with respect to v if u’s distance to v is larger than u’s
routing cost to =, that is, D(u, v) > D(u,v) (see line 3 of pseu-
docode). At the end of algorithm execution, node u sends its
updated position and position error to all of its physical and DT
neighbors.

When node u makes a position adjustment with respect to v,
it moves its position in the direction of [D(u, v) — D(u,v)] X
a(x, — x,), where z,, and x,, are position vectors, and 4 (x, —
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Ad ustment():

1. egm <« 0; // summed error of this adjustment, initialized to 0;
2. forallvinP,UN,do

3. if e P, and ﬁ(u,v) >D(u,v))or veN, P,then

4. t < tuple in F, such that r.dest v;

5. e, < terror;

6. f—eJ/(e, e); !/ confidence of this update

7. Xy X+ XX [D, v)  D(u,v)1xu(x, —x,);

// i(x, —x,) isaunit vector in the direction of x, - x,

8. €sum < €sum |D(u, V) D(M,V) I /D(u,v) 5

// add the error of this sample
9. end if
10. end for

11. epew < esun/|P,UN,|; // average error
12. €y eux(l Ce) + €new XCe}
13. Send the updated x, and e, to all nodes in P,UN,;

Fig. 6. Pseudocode of the VPoD adjustment algorithm at node .

TABLE 1
NOTATION
P, physical neighbor set of node u
N, DT neighbor set of node u
F, forwarding table of node u
Ty, virtual position of node u, a vector
ey estimated position error of node u
. Euclidean distance between the virtual posi-
D(v,1) tions of v and ¢
c(u,v) cost of the link from u to v
D(v,t) routing cost from node v to node ¢
Ay adjustment interval value of node u
Ce, Ce tuning parameters to control the amounts of
change in node position and position error

Z,) is a unit vector in the direction of x, — z,. The mag-
nitude of the movement is proportional to the magnitude of
D(u,v) — D(u,v), where D(u,v) is routing cost from u to v
and D(u,v) is distance between them. If D(u,v) < D(u,v),
u moves toward v; if D(u,v) > D(u,v), u moves away from
v. Note that u and v being physical neighbors usually implies
a short network distance. Hence when their virtual distance is
large, the protocol should move v toward v. When their vir-
tual distance is always short, the protocol should allow them
some range of movement and not force them to keep the exact
distance.

The magnitude of the movement is also proportional to the
confidence value f of this adjustment computed as follows.
If v has a large position error, the position error of v may
propagate to u. To mitigate such error propagation, neighbors
with large position errors should have less influence in position
updates than those with small errors. Similar to Vivaldi, each
node u maintains a local variable e, for its estimated position
error. The confidence value f of the adjustment is defined to
be f = euir“ev.

The update rule for each neighbor v that causes a position
change is

Ty = Ty + o X f X [D(u,v) — D(u,v)] X 0z, — )
where ¢, is a tuning parameter to be determined (see
Section VI-E). The value of D(u,v) is available to u in the
cost field of the tuple in F,, whose dest field is v. Note that



QIAN AND LAM: GREEDY ROUTING BY NETWORK DISTANCE EMBEDDING

for a multihop DT neighbor 2, the cost field does not always
store the minimum routing cost from u to v because the path in
the multihop DT may not be the shortest one. However, since
the main goal of adjusting with a multihop DT neighbor v is
to move « away from v, we found that an overestimate of the
routing cost works effectively (because if D(u,v) > D(u,v),
u moves away from v).

After updating its position, node u also needs to update its
estimated position error. For each update caused by neighbor v,
u computes the prediction error €, by

&y = |D(u,v) — D(u,v)|/D(u,v).

If v does not cause an update, é, = 0. After checking all neigh-
bors, u computes the average over all of its physical and DT
neighbors

Enew — Z év/|Pu U Nu|

The position error of node u is then updated by a moving
average

ey =€y X (1 = ¢.) + enew X Ce

where ¢, is another tuning parameter in the range (0, 1). The

initial value of ¢,, is 1. We use ¢. = 0.25 in our experiments.
At the end of the adjustment algorithm, node » sends the up-

dated values of x,, and e,, to all physical and DT neighbors.

D. Adaptive Adjustment Interval

The number of Adjustment() executions for node u during
an adjustment period is determined by [g—i], where T, is the
duration of the adjustment period and A, is the adjustment
interval of node u, controlled by a timeout timer. One chal-
lenge is the choice of a proper value of A,, at different stages
of the virtual position construction process. At the beginning
of an A period, using small intervals can help nodes rapidly
find approximate positions. When node positions are relatively
stable, the positions should be refined slowly for them to con-
verge. Also the multihop DT constructed in the previous J pe-
riod needs to be updated after several Adjustment() execu-
tions. If Adjustment() is executed too frequently with an out-
dated multihop DT, node positions may oscillate and do not
converge.

We use an adaptive interval technique to achieve fast and ac-
curate convergence. The initial interval A, is set to a small
value, e.g., 2 s. After that, each node calculates the average po-
sition error of its physical and DT neighbors, denoted by &. The
interval is then changed to

A, =min{A,y/8,T,}.

Note that position errors are initialized to 1 and will decrease
with time. When the virtual positions converge and become
relatively stable, & trends toward 0 and results in a large A,,.
Experimental results for different values of the adjustment in-
terval are presented in Section VI-C.

V. GDV ROUTING

Using GDV, each node performs greedy forwarding in the
multihop DT constructed by VPoD. When node u has a packet
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GDV(u, 1)
1. For each physical neighbor y,

R, c(u,y)+ D(y,1):
2. For each multi-hop DT neighbor y,
Ry = D(, )+ D(y,1);
3. Let v be the neighbor that minimizes R,;
4.if R,< D(u,f) then
send the packet to v directly or by the
multi-hop path;
S. else

MDT _greedy(u, £); /MDT forwarding
6. end if

Fig. 7. GDV pseudocode at node u to destination .

to forward, it uses the virtual positions of its physical and mul-
tihop DT neighbors and the destination ¢ to compute estimated
routing costs, D(y,t). For each physical neighbor y, node u
computes the estimated routing cost viay tot by R, = c(u, y)+
D(y,t) (line 1 in Fig. 7). For every multihop DT neighbor 7,
node u computes the estimated routing cost via i to ¢ by R, =
D(u,y) + D(y,t) (line 2 in Fig. 7).

Node u selects the node v such that B, = min R, (line 3

yeEPLUN,
in Fig. 7). If R, < D(u,t), u sends the packet to v directly
if v is a physical neighbor or by the virtual link to v if v is
a multihop DT neighbor (line 4 Fig. 7). If R, < D(u,t) is
not satisfied, node u runs MDT-greedy using virtual positions
of nodes without any consideration of routing costs (line 5 in
Fig. 7).

When a node, say w, receives a packet that is being forwarded
in a virtual link and w is not the virtual link’s destination, it
skips lines 1-4 in the GDV pseudocode and runs MDT-greedy.
(This detail is omitted in Fig. 7.) Since executing line 4 in the
GDV pseudocode strictly reduces a packet’s distance to its des-
tination in the virtual space, it is straightforward to prove that
GDV provides guaranteed delivery because MDT-greedy pro-
vides guaranteed delivery.

GDV can use any routing metric that DV uses, such as hop
count, latency, ETX, ETT, energy consumption, and propaga-
tion distance, etc. Both GDV and DV require a metric m that is
positive and additive. The metric, however, may be asymmetric,
namely, it is not required that m(u, v) = m(v, u) for two phys-
ical neighbors, u and v.

The following example illustrates GDV’s requirement of ad-
ditivity and nonrequirement of symmetry. In MDT protocols,
when node a sends a Neighbor Set Request message to node b
along the path a-z-y-b, the message’s routing cost field is ini-
tialized to zero at node a. Then, node z adds ¢(z,a) to the
field. Later, node y adds c(y, x) to the field. Finally, node b adds
e(b,y) to the field. The cumulative value provides node b, the
destination of the message, its routing cost back to node a. Sub-
sequently, node & sends a Neighbor Set Reply message to a
along the reverse path and node a obtains from the message its
routing cost to b. Note that the costs of b-a and a-b paths may
be different.

When a routing metric captures more network and link char-
acteristics (such as link quality by ETX [4] and both link quality
and capacity by ETT [7]), the metric can be used to provide
higher throughput for shortest-path routing. GDV is a greedy
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routing protocol designed to take advantage of such routing met-
rics. We found that even when hop count is used as the routing
metric, GDV has better routing stretch performance than prior
geographic routing protocols. This is because the distance in
virtual space is better than the geographic distance in physical
space for predicting routing cost in hop count.

Note that a location service is necessary for the sender
to know the destination coordinates before executing GDV
routing. We have designed a location lookup service for GDV,
presented in another paper [21]. The data packet header of
GDV requires space to store the coordinates and node ID of
the destination. GDV uses 4 B per dimension for storing des-
tination coordinates and 2 B for its ID. Hence for a 3D virtual
space, the packet header requires 14 B. It is known that the EEE
802.15.4-compliant CC2420 radio used by many sensor nodes
supports packets up to 127 B [34]. Hence, there is sufficient
remaining space to store data.

VI. EVALUATION ON WIRELESS NETWORKS

A. Methodology

We evaluate the performance of GDV for both real
GreenOrbs network topologies and synthetic wireless topolo-
gies generated by a packet-level discrete-event simulator [26].
In Section VII, we will evaluate its performance on wireline
network topologies. Queuing delays are not simulated because
we do not evaluate performance metrics that depend on conges-
tion, e.g., end-to-end throughput and latency. Instead, random
message delivery times from one node to another are sampled
from a uniform distribution over a specified time interval
[10 ms, 20 ms].

Performance Criteria: GDV works for any routing metric
that is positive and additive. For this paper, we used two
common metrics in our experiments, namely, hop count and
ETX. When using hop count as the metric, we evaluate the
routing stretch of each protocol. The routing stretch value
between a pair of source and destination nodes is defined to be
the ratio of the hop count in the selected route to the hop count
in the shortest route in the connectivity graph. When using E7X
as the metric, we evaluate the average number of transmissions
used to deliver a packet from a source node to a destination
node. The routing stretch and number of transmissions shown
in the figures are the average values over all source—destina-
tion pairs in the network. Using hop count as the metric, we
compare GDV to MDT-greedy. Using ETX as the metric, we
compare GDV to NADV [14]. To give an advantage to NADV
and MDT-greedy in the comparisons, we used accurate node
locations for NADV and MDT-greedy in our experiments. We
also compare GDV to PSVC [34], a recently proposed virtual
coordinate system for wireless networks. Similar to most virtual
coordinate protocols for wireless networks [3], [8], [16], [18],
[24], [25], [29], [30], [33], PSVC only deals with hop count
and cannot embed link costs into network distances.

MDT-greedy is used as the representative of geographic
routing protocols because it has been shown [12] to provide
the lowest routing stretch, for nodes with accurate or inac-
curate coordinates, when compared to several well-known
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Fig. 8. Routing performance of GDV and MDT-greedy on GreenOrbs.

geographic protocols, i.e., GPSR running on GG, RNG, and
CLDP graphs [2], [10], [11] and GDSTR [15].

We measure the storage cost of a routing protocol by counting
the number of distinct nodes a node needs to know (and store)
to perform forwarding and by computing the average value over
all nodes. This represents the storage cost of a node’s minimum
required knowledge of other nodes. It has been validated that
the overall storage cost for forwarding is linearly proportional
to the number of distinct nodes stored [12]. This metric, unlike
counting bytes, requires no implementation assumptions that
may cause bias when different routing protocols are compared.

Creating General Connectivity Graphs and ETX Values: We
used the link-layer simulator developed by the authors of [26] to
create connectivity graphs and link costs (ETX values). Initially,
N nodes are randomly placed in a 2D space. The packet recep-
tion rate (PRR) between two nodes is computed as a function
of the distance, node density, and other parameters including
path loss exponent, shadowing standard deviation, modulation
and encoding schemes, output power, noise floor, preamble and
frame lengths, and randomness. We used the default values for
all parameters [26]. If the packet reception rate between two
nodes is greater than 0.1, a physical link is placed between the
two nodes in the connectivity graph. This threshold is set to 0.33
in experiments for sparse networks. The ETX value of the link
(in each direction) is the inverse of the PRR value.

For some experiments, we also randomly placed some large
obstacles in the 2D space. Nodes are not placed in space occu-
pied by obstacles. Also, if the line between two nodes intersects
any obstacle, there is no physical link between the nodes.

B. Greenorbs Results

We first compare GDV to MDT-greedy for the two
GreenOrbs networks whose average node degrees are 9.2
and 8.9. MDT-greedy uses physical locations of sensor nodes
obtained by GPS. GDV uses no location information. In Fig. 8,
the routing stretch of MDT-greedy on physical locations is
1.6802 for Network1. The routing stretch is improved by GDV
to 1.3965 on VPoD in 2D, and to 1.2847 on VPoD in 3D.
For Network?2, the routing stretch of MDT-greedy on physical
locations is 1.5534. The routing stretch is improved by GDV
to 1.4291 on VPoD in 2D, and to 1.2520 on VPoD in 3D. Note
that GDV in 3D provides better routing stretch than GDV in
2D. We will discuss the choice of dimensionality in more detail
in Section VI-D. In this set of experiments, VPoD stops after
20 J periods and 20 A periods.
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C. Adaptive Adjustment Interval

We conducted many experiments for different values of ad-
justment interval. We show representative results for a synthetic
200-node network in Fig. 9. Nodes are in a 100 x 100-m? 2D
physical space. The average number of physical neighbors per
node is 14.5. VPoD assigns node positions in a 3D virtual space.
Routing performance versus adjustment period number (which
represents time) is presented for hop count used as the metric in
Fig. 9(a) and for ETX used as the metric in Fig. 9(b). The dura-
tion of an adjustment period is 7, = 20 s. Note that when the
adjustment interval is a small value (2 s), nodes can find their ap-
proximate positions after two periods. However, the routing per-
formance keeps oscillating after that. On the other hand, using
a large adjustment interval (10 s) slows down the convergence.
Adaptive interval is the best strategy. Using adaptive interval,
the convergence is as fast as using a small interval, and the
quality of virtual positions after convergence is similar to that
from using a large interval. We used adaptive interval for all
other experiments to be presented in this paper.

D. Choice of Dimensionality

We use Principal Component Analysis (PCA) to determine
whether a low-dimensional space can be used to effectively
model routing costs of multihop networks. We then use it to
find an appropriate dimensionality to use, and we present ex-
perimental results to validate the PCA results.

PCA relies on Singular Value Decomposition (SVD). The
input of SVD is an N x N matrix M, where each element m;;

is the routing cost from node ¢ to node j. SVD factors M into
the product of three matrices: M = U - S - VT, where S is
a diagonal matrix with nonnegative elements s;. The diagonal
elements are called singular values of M, which are ordered
nonincreasingly.

From M = U -S-VT, we have m;; = Zi\;l SkUivjk. I
singular values s1, . . . , 84 are much larger than the rest, we may
approximate m;; by m;; ~ Zi:l 81Uk k. This means that
the routing cost matrix A/ can be embedded in a d-dimensional
Euclidean space with low errors.

Fig. 10 shows our experimental results for networks of 200,
600, and 1000 nodes. Each data point represents the average re-
sult from 20 different networks. The routing costs in the input
matrix are measured in hop count for experiments in Fig. 10(a),
and in ETX for experiments in Fig. 10(b). The singular values
shown are normalized. The first three singular values are much
larger than the remaining ones. Also, as the network size in-
creases, the third singular value increases in magnitude, which
implies that the third dimension is more important for a larger
network size.

We have performed many experiments for different networks
embedded in 2D, 3D, and 4D virtual spaces. Fig. 11 shows rep-
resentative results of routing performance for 2D, 3D, and 4D,
using the same 200-node network for experiments in Fig. 9.
After 10 adjustment periods, the routing performance of GDV is
better than MDT-greedy and NADYV for all three virtual spaces.
For 4D, the routing performance is close to the converged value
after just one or two adjustment periods. 2D requires many more
adjustment periods to converge. Note that the converged values
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of 4D are not much better than those of 3D. This observation is
consistent with the PCA results in Fig. 10.

From the PCA and experimental results, 2D or 3D are good
choices. This is because both the storage and communication
costs of VPoD in 4D are significantly higher than those in 2D
or 3D (to be shown in Section VI-I).

E. Impact of Tuning Parameter

The tuning parameter ¢, controls the size of movement in po-
sition updates. We tried different values of ¢. using the same
network used for experiments shown in Fig. 9. A 3D virtual
space is used for VPoD. Fig. 12 shows that a smaller value
(¢. = 0.02) causes slower convergence in the first few adjust-
ment periods, but its convergence is still quite fast and accurate.
When a large value (¢. = 0.3) is used, the convergence is fast at
the beginning, but there are oscillations in the ETX experiments
[see Fig. 12(b)]. VPoD with ¢. = 0.3 still finds good virtual po-
sitions after 20 adjustment periods. Empirically, VPoD is quite
robust to different values of ¢, because VPoD uses two other
adaptive values to control adjustments, i.e., confidence and ad-
justment interval. We used ¢. = 0.1 for all other experiments
presented in this paper.

F. Impact of Obstacles

The physical space of practical wireless networks may in-
clude large obstacles that block wireless transmissions. Thus,
we also evaluated GDV for networks with obstacles. In these
experiments, each obstacle is a 10 x 10-m? square. We varied
the number of obstacles from 0 to 10 in the 100 x 100-m? phys-
ical space for 200-node networks. The average node degree is
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metric is hop count, (b) metric is ETX.

reduced. The results are shown in Fig. 13. Each data point is the
average value of 20 simulation runs for 20 different networks.
For comparison, we also show the optimal values of shortest
path routing using ETX as the metric in Fig. 13(b). In the same
figure, the average number of transmissions of NADYV increases
by 71.1% from 7.44 (0 obstacle) to 12.73 (10 obstacles), while
that of GDV on VPoD (3D) increases by 23.7% from 5.31 (0 ob-
stacle) to 6.57 (10 obstacles). Note that the routing performance
of GDV on VPoD is fairly close to that of optimal routing.

G. Routing Performance for Sparse Networks

We also evaluated GDV on another set of sparse networks,
in which the average degree is 8 and two nodes are considered
neighbors if the PRR is over 0.33. As shown in Fig. 14, GDV in
2D, 3D, and 4D still has better routing performance compared to
MDT. Compared to Fig. 11, the routing improvement of GDV
becomes more significant because greedy routing using physical
locations may encounter more local minima and thus perform
poorly on sparse networks.

H. Comparison to Vivaldi and PSVC

We compare the routing performance of GDV on VPoD to
Vivaldi [6] and PSVC [34]. In Fig. 15, we measure the average
routing stretch (for the hop count metric) and average number
of transmissions per delivery (for the ETX metric) to compare
GDV on VPoD, GDV on Vivaldi, and PSVC. Fig. 15(a) shows
that GDV on VPoD outperforms GDV on Vivaldi by a very
large margin. MDT on actual locations and PSVC have similar
routing stretch; both of them are close to GDV on VPoD (2D)
after convergence. GDV on VPoD (3D) can achieve slightly
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Fig. 15. Routing performance compared to Vivaldi and PSVC: (a) metric is hop count, (b) metric is ETX.

lower routing stretch than PSVC. However, when ETX is used
as the metric [Fig. 15(b)], since PSVC has no ability to incorpo-
rate link costs, GDV on VPoD is significantly better than PSVC
in the average number of transmissions per delivery.

1. Storage and Communication Costs

A multihop DT requires extra storage for multihop DT
neighbors. The amount of extra storage varies during the course
of the VPoD construction. At the beginning, most DT neigh-
bors are not physical neighbors because the initial positions
are fairly arbitrary. When VPoD has converged, the physical
and DT neighbor sets have a large overlap. We evaluated both
storage and communication costs using the same 200-node
network for experiments in Fig. 9. Fig. 16(a) shows storage
cost over time. The two curves of GDV on VPoD start from
high values and then drop after two adjustment periods. The
storage cost of VPoD in 2D after convergence is very close to

those of MDT-greedy and NADV on actual locations. Vivaldi
requires much higher storage cost than VPoD. The storage cost
of PSVC lies between those of VPoD in 2D and 3D. NADV
requires each node to store physical neighbors only and has the
lowest storage cost.

The average number of control messages sent per node in
each adjustment period for constructing virtual positions is
shown in Fig. 16(b) for VPoD and Vivaldi. The message cost
of VPoD includes both the multihop DT construction and
adjustment update messages. The routing metric is hop count.
(Results for the ETX metric are similar and not shown.) VPoD
in 2D has the lowest message cost. After convergence, the mes-
sage costs of VPoD in 2D and 3D are about 20 and 60 messages,
respectively, per join-and-adjustment period. Two-hop Vivaldi
requires many more messages. We do not show message costs
for MDT-greedy and NADV on actual locations as well as
PSVC. Given location information, MDT-greedy and NADV
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Fig. 17. Routing performance versus N: (a) metric is hop count, (b) metric is ETX.

use one-time constructions with low message costs. However,
they require localization methods that have message and other
costs to provide accurate location information. PSVC uses a
one-time construction of coordinates, and the average number
of messages sent per node was 1735, which is higher than the
cumulative number of messages used by VPoD at period 15
(543 messages per node for 2D and 1240 messages per node
for 3D). Note that VPoD typically converges in 15 adjustment
periods.

J. Varying the Number of Nodes

We evaluate the performance of GDV for network size (V)
from 100 to 1000 nodes. For 200-node experiments, the size of
the physical space is 100 x 100 m2. For a smaller (or larger)
number of nodes, the size of the physical space is scaled down
(or up) proportionally such that the average number of physical
neighbors per node is kept at 14.5. No obstacles are placed. Each
data point shown is the average value of 20 simulation runs for
20 different networks. In these experiments, VPoD stops after
15 adjustment periods.

Fig. 17(a) shows routing stretch versus N. GDV on VPoD
performs better than MDT-greedy on actual locations. PSVC’s
routing stretch is close to GDV on VPoD (2D), lower than
MDT-greedy on actual locations, and higher than GDV on
VPoD (3D). The routing stretch values of GDV, PSVC and
MDT-greedy remain low as N increases.

Fig. 17(b) shows that the average number of transmissions
increases with /N for all protocols (including optimal routing).
NADYV increases a lot more than GDV. For N = 1000, the

average number of transmissions of GDV is only half of that
of NADV. Since PSVC cannot incorporate link cost in virtual
coordinates, its routing performance using ETX is similar to
NADV and much worse than GDV.

Fig. 18(a) shows storage cost versus N. NADYV has the lowest
cost, followed in order by MDT-greedy, GDV on VPoD (2D),
PSVC, and GDV on VPoD (3D). The storage costs for all pro-
tocols remain low as N increases.

Fig. 18(b) shows the routing success rates of different proto-
cols. GDV, PSVC, and MDT-greedy all provide guaranteed de-
livery (the routing success rate was 100% in every experiment).
The routing success rate of NADV is below 100% and decreases
with NV because NADV’s recovery method from local minima
does not work well for general connectivity graphs used in the
experiments.

K. Resilience to Dynamic Topology Changes

GDV and VPoD are highly resilient to dynamic network
topology changes (churn) because they use MDT protocols
which are highly resilient. For the same 200-node network used
for the experiments in Fig. 11, we introduced node churn at
the beginning of the 11th join period. At the same time, 150
nodes (out of 200 nodes) failed and 150 new nodes joined.
Each failed node became silent. Each new node chose its
position in the virtual space to be the center of the positions
of its physical neighbors that have a position error less than 1.
Fig. 19(a) shows the routing performance of GDV using VPoD
in 2D, 3D, and 4D. Note that the routing stretch becomes worse
immediately after churn. However, it quickly converges to a
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Fig. 20. Normalized singular values for Rocketfuel topologies.

low value after several adjustment periods (just 2—3 periods for
3D). The routing stretch after 20 periods in total is as good as
the performance shown in Fig. 11 for experiments with a static
topology. We also show the control message cost to maintain
VPoD during the churn in Fig. 19(b). Similarly, the message
cost increases during churn and also quickly converges to
the normal value. In another set of experiments shown in
Fig. 19(c), churn happens continuously from the 10th period
to 20th period. From the 10th to 15th period, the churn rate is
15 nodes per minute, and from 15th to 20th period, the churn
rate is 30 nodes per minute. Results show that continuous churn
has no significant impact on the routing stretch of GDV.

These and similar results from other churn experiments show
that GDV and VPoD are very resilient to dynamic topology
changes.
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Fig. 21. Routing stretch on AS1755 topology.

VII. EVALUATION ON WIRELINE NETWORKS

GDYV has minimal assumptions: a connected graph and bidi-
rectional links. Hence, GDV can also be applied to wireline net-
works for intradomain or layer-2 routing. In this section, we
evaluate the performance of GDV using real and synthetic wire-
line network topologies. For wireline experiments, message de-
livery times from one node to another are sampled from a uni-
form distribution over the interval [50 ps, 150 us].

We studied three router-level topologies of three autonomous
systems (ASs) collected by the Rocketfuel project [28]. We
observed that a real router-level topology usually contains some
nodes that have only one or two neighbors, e.g., edge routers.
Maintaining a multihop DT for a network including these
nodes is very inefficient. This is because most DT neighbors
of these nodes are multihop neighbors, incurring both high
communication and storage cost. Furthermore, these nodes do
not have enough physical neighbors for position adjustment.
To address these problems, we designed two optimization
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techniques, pruning and two-hop neighbor support, to improve
the performance of GDV and VPoD on network topologies
with many low-degree nodes (any node with degree < 3 in
our experiments). When a node discovers that it is a low-de-
gree node, it initiates the optimization techniques by sending
protocol messages to its physical neighbors.

These optimization techniques can also be used by low-de-
gree nodes in wireless networks. We ran our protocol suite in-
cluding these optimization techniques on wireless topologies in
Section VI. We observed no improvement in GDV and VPoD
performance, which is expected, because the number of low-de-
gree nodes in these wireless topologies is zero or insignificant.

A. Pruning

A node with one physical neighbor does not need to par-
ticipate in the multihop DT because it has only one link to
other nodes. Before starting VPoD, each of these nodes sends a
PRUNED message to its parent, i.e., its only physical neighbor.
The PRUNED message indicates that the sender declines to par-
ticipate in the multihop DT, and will simply use the parent’s po-
sition as its own position for receiving data messages. When
a node finds that there is only one physical neighbor that is
not pruned, it also sends a PRUNED message to the physical
neighbor. In this way, any tree subgraph attached to the re-
maining network topology will be pruned, and only the root
participates in the multihop DT. Every node in the tree uses the
root’s virtual position. A data message whose destination is in
the tree will be routed to the root and then forwarded. The node-
to-node connectivity is guaranteed after pruning because nodes
in the tree-like subgraphs are still reachable. Pruning scales to
large networks because it is performed in a local area.

B. Two-Hop Neighbor Support

For nodes that do not have enough physical neighbors (< 3
in the current design) to perform position adjustment, they
will select four random two-hop neighbors and include them
in their physical neighbor sets. For each two-hop neighbor
w stored by node u, the “link cost” c(u, w) is assigned to be

min  ¢(u, v)+e(v, w). The suce field in the corresponding
vEP () Pu
tuple is the physical neighbor that minimizes ¢(u, v) + ¢(v, w).
A two-hop neighbor can be considered the same as a physical
neighbor in protocol execution.
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We show in Fig. 20 the normalized singular values of the
routing cost matrices, after pruning, of AS1755, AS3967, and
AS6461. The first two or three singular values are much larger
than the remaining ones for all three topologies. From the re-
sults, VPoD in low dimensions (2D—4D) is good for Rocketfuel
topologies.

Fig. 21 shows the GDV routing stretch on the AS1755
network in 2D and 3D, with and without pruning and two-hop
neighbor support. The original GDV on VPoD has relatively
high routing stretch. The converged routing stretch values are
about 2.5 and 1.8 for 2D and 3D, respectively. The reason
might be that some nodes with few physical neighbors are not
able to determine their proper positions. However, pruning and
two-hop neighbor support significantly improve the routing
stretch. After applying these schemes, the converged values
are 1.27 and 1.15 for 2D and 3D, respectively. Experiments on
AS3967 and AS6461 topologies show similar results.

We then conduct experiments on synthetic router-level
topologies generated by the BRITE internet topology gener-
ator [19] to evaluate the performance of GDV for networks
with different values of /N. Each data point shown is the
average value of 10 simulation runs for 10 different networks.
In these experiments, VPoD stops after 15 adjustment periods.
Fig. 22(a) shows routing stretch versus NV, and Fig. 22(b) shows
storage cost versus V. Similar to the results of GDV on wireless
topologies, the routing stretch and storage cost remain low as
N increases, for both 2D and 3D.

VIII. CONCLUSION

GDV is the first greedy routing protocol designed to optimize
end-to-end path costs using any additive routing metric, such as
latency, ETX, and ETT, which capture network and link char-
acteristics. GDV provides guaranteed delivery and much better
routing performance than existing geographic routing protocols
that use accurate location information. As a greedy routing pro-
tocol, GDV’s storage cost per node remains low as network size
increases.

GDV uses virtual positions of nodes provided by a new vir-
tual positioning protocol, VPoD, which assumes that each node
can measure its routing costs to directly-connected neighbors
only. GDV and VPoD are designed for both wireline and wire-
less layer-2 networks without location information. Therefore,
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no localization protocol is needed. Unlike prior virtual posi-
tioning systems designed for hosts with Internet routing sup-
port (e.g., Vivaldi and GNP), VPoD does not require routing
cost measurements to distant nodes or landmarks. VPoD is also
communication-efficient because it does not use flooding. GDV
and VPoD are highly resilient to network topology changes.
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