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The Issue of Data Drifting in PPO

Qiang Liu

In general, proximal point updates of policy optimization can be written as

m(als)

max B, g0 qonref(|s) [A(s,a) we(s,a) — B d(wr(s,a))], with  wr(s,a) = W’

TEA

where A is the set of valid policy distributions, w,(s,a) is the density ratio, and ¢: [0,+00) — R is a
penalty function that attains a unique minimum at w = 1, thereby encouraging uniform density ratios.
The common case of a KL, divergence penalty is recovered by setting

dxu(w) = wlogw —w + 1,
since
KL((:s) || 77 (+]5)) = Eqmprei(.)s) [wr (s, @) log we (s, a)]

= Eqpret(.[s) [Wr (8, a) logwr(s,a) — wr(s,a) +1].

In the KL case, the optimal policy has a closed form:

T (a]s) = Z?S)wref(as) - exp <A(2’ a)> )

where Z(s) = >, 7 (als) - exp (#) is the normalization constant.

For a general strictly convex function ¢ with minimum at w = 1, the optimal policy satisfies

wy+(5,a) = max <(v¢)—1 (A(Sa)_)‘(s)> : 0) :

B
where (V¢)~! denotes the inverse function of V¢, and A(s) is chosen to enforce the normalization condition
>, Wa(s,a)7 (a | s) = 1. This constraint corresponds to the Lagrange multiplier associated with

Y om(a]s) =1 in the optimization.

However, in practice, data drift often occurs: the data used to train models may not be generated by 7"f.
It may be drawn from a mixture of different models or come from human annotators, whose distributions
may be unknown or lack analytic form.

Let 7982 denote the actual distribution of the training data. Then the objective we are effectively
optimizing is

gleaKEswdo,awwdataHS) [A(Sa a) wﬂ'(sa (l) - B ¢(wﬂ(5a a))] ’ (1)

where the density ratio w(s,a) = er(f‘z[f')s) is still defined relative to 7"f, but the data distribution 7data
differs.
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What is the effect of using different t9%* and 7' 2

data

As it turns out, the discrepancy between 7w and 7" introduces a subtle bias in the solution. One can

show that the optimal solution to (1) is

7 als) = 7 als) - max { (76) (5 | 4G5, - A(s)”mf(“’ﬂ) X @)

E 7 als)

where the density ratio of data vs reference, wyet/data(s, @) =
A(s).

ﬂ'YEf(a‘S)

<t (g[5)) APpears in the Lagrangian term

In particular, the KL penalty yields

1
2 a ] 9) = 7 (a ) exp (5 (A050) ~ vrgjaua (0N )
How does this discrepancy bias the solution?

It depends on the sign of the Lagrange multiplier A(s). If A(s) > 0, the term —A(s)Wref/data(8,a) in the
exponent acts as a penalty on actions where w,¢ /data(s, a) is large (i.e., actions that are rare in the data
relative to the reference). Consequently, the resulting policy 7"V is systematically biased toward actions
that are more common in the data distribution mwdata,

This condition (A(s) > 0) is indeed the typical case. It holds whenever the unnormalized partition function

satisfies A
Zﬂ'ref(a | s)exp <(ZG)> > 1.

Assume the advantage function A(s,a) is centered such that E, et [A(s, @)] = 0, Jensen’s inequality
guarantees that

Eq et (]s) [exp (A(;,a))} > exp <Ea,\,ﬂ.ref(,s) [A(; a)]) = exp(0) = 1.

Is it possible to eliminate this bias?

Yes. As shown by the proof below, the bias arises from the normalization constraint ), 7(a | s) = 1. We

can eliminate it by making w unconstrained. This can be achieved by introducing a scalar function V:
m(a|s)

7I-1ref(a | S) '

3)

where V' is optimized in the set of all functions of s. This removes the normalization constraint on w,

yielding
w*(s,a) = max {(w)l <A(‘;“)> : o} : (4)

ﬂerﬁa‘;(evEswdmaNﬂrcst) [A(s,a) wr v (s,a) — Bo(way(s,a))], with  wr v (s,a) =V (s)

and therefore:

V(| 5) = Vis)wref(a | Syw*(s,a),  V(s)=> m(a]s)w*(s,a). (5)

Here, V plays the role of a value function. Therefore, we jointly learn the policy and value function.
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1 Proofs

Theorem 1.1. Assume ¢: [0,00) — R is strictly convex and differentiable. The solution of (1) satisfies
the condition in (2).

Proof. Let w(s,a) = mals)  The optimization problem with respect to w is:

qrref (a‘s)

e do () (als) [AGs, s, 0) — Bo(w(s, )

subject to the constraints:

w(s,a) >0, and Zw(s,a)wref(a\s) =1.
The Lagrangian for this problem is:

Zd 74482 a)s) | [A(s, a)w(s, a) — Bd(w(s,a))] — Ms)(Y w(s,a)n™ (als) — 1)

a
Taking the derivative with respect to w(s,a):

oL

m = do(s)(ﬂdat%a‘s)A(s,a) — ﬂﬁdata(a\s)v¢(w(s,a)) YO ref(a’ ).

Setting the derivative to zero for the optimal solution w* (assuming an interior solution w* > 0):
BT (als)Vo(w* (s, a)) = 79 (a|s) A(s, a) — A(s)m" (als).
Dividing by Sn92t2(qa|s) (assuming 7922 (a|s) > 0):
* | 7l (als)
Vo(w™(s,a)) = 3 (A(Sva) - A(S)wdata(cds)> :

Inverting V¢ and applying the non-negativity constraint gives:

w*(s,a) = max {(w))l (; [A(s, a) — A(s)ﬁf(“"s))]) ,o} .

7I-da‘ca(a|s

Finally, substituting w* (s, a) back into 7"V (a|s) = w*(s, a)m™ (a|s) yields the result. O
Theorem 1.2. Assume ¢: [0,00) — R is strictly convez. The solution of (3) is given by (4)-(5).

Proof. In the unconstrained formulation defined in (3), we optimize over both m and V. Note that the

term wy v (s,a) = V(s) Ffe(f(zfll) can be treated as a free optimization variable for each (s, a), denoted simply

as w(s,a), because V(s) absorbs the normalization constant. Specifically, for any non-negative function
ref
w(s,a), we can recover a valid 7 and V by setting V(s) = >, w(s,a)m*!(als) and 7(als) = w

Thus, the optimization decouples for each (s,a) under the reference distribution:

max Zdo(s)ﬂ'data(a | ) [A(s,a)w(s,a) — Bo(w(s,a))].
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Taking the derivative with respect to w(s,a) and setting it to zero:

A(s, a).

A(s,a) = BVo(w*(s,a)) =0 = Vo(w'(s,a)) = 3

Inverting V¢ gives:

wina) = (vo)t (252),

Applying the non-negativity constraint yields Eq. (4). The expressions for 7"V and V in Eq. (5) follow
immediately from the definition of wy v . O
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