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DiffusionNF'T as Taylor Approximation

Qiang Liu

Abstract

We show that DiffusionNFT [1] can be interpreted as a first-order Taylor approximation to sampling
from a reward-reweighted target distribution, under a particular choice of wrapper functions.

DiffusionNFT [1] was proposed to incorporate reward signing into diffusion and flow models by contrasting
positive and negative velocity directions specified by the reward. Let vQ(z) = E[X; — X | X; = z] be
a pretrained velocity field trained on pairs (X, X1) ~ my x 71, with the standard linear interpolation
X; = (1 —1)Xo+tX1. Assume we have an additional reward r(x) > 0, and we are interested in steering
vY to reflect the preference of r.

DiffusionNFT introduces a learnable field p;(-) and forms two symmetric perturbations around v}:

pi (a) = 0P (@) + B(p(x) — v (), py (x) =0 (@) = Bp(x) — o) (),
where 8 > 0. Then it fits p by a reward-weighted regression:
L(p) := E[r(Xn 1 (Xe) = (X1 = Xo)||* + (1 = r(X0)) ||y (Xe) — (X1 — Xo)!ﬂ. (1)

Here the expectation is over (X, X1) ~ 7 (a coupling of 7y and 1) and over ¢ ~ p(t) supported on [0, 1],
with X; = (1 — ¢)Xo + tX;. Intuitively, high-reward samples pull the policy toward vt+ , while low-reward
samples pull it toward v, .

Let v} be the minimum of L(u), and v} * the corresponding perturbations. After training, we may sample

from either v} or the positive perturbation v; ™.

DiffusionNFT as Extrapolation As show in the paper, we can rewrite DiffusionNFT into

0 (@) = o @) + 1 (2) (8] () — o (), v () = v} (@) £ 20w (2) (07 () — v} (2)),

g

where

. E[r(X1)(X1 — Xo) | Xt = 7] .
0y () = , my(x) = E[r(X71) | X; = z].
t( ) E[T(Xl) ‘Xt:x] t( ) [ ( 1) ‘ t ]
Here 97 is the rectified flow vector field of the reward-weighted distribution:

i) = 1 7 [ @,

where we reweight the density by r(z) (not exponential tilting that we have below).

Here, v} and v} * are extrapolation of the original v{ and the ¢}, with a magnitude weighted by . Note
that my (z) = E[r(X1) | Xy = z] is the conditional expected reward at the bridge state X; = x.

However, it is unclear what distribution does DiffusionNFT sample from. There is generally no closed-
form expression for the resulting distributions, and the learned velocity field does not correspond exactly
to the rectified-flow (RF) field of an explicit tilted target distribution.
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DiffusionNFT as Taylor Approximation But we can show that it is a kind of Taylor approximation
to the exponential-tilted distribution. Let us consider the exponential-tilted distribution:

() = mi(2) e?(ar(m))7 Zo = /m(:c) exp(ar(z))dz.

Here o € R is a scalar inverse temperature; as o changes from 0 to 1, the distribution 7{* changes from

70 = 71 to 71. This exponential tilting differs from the r-reweighted distribution #; o< 7.

Let v be the RF velocity field associated with 7{'. As shown in Theorem 1.3 below, we can express the
derivative of vf* w.r.t. a as a conditional covariance:

8@?(95) |a:0 = COV(Xl — Xo,T(Xl) ’ Xt = SU)

= 1 () (07 (x) — v} (x))-

Hence, v; and v} *+ can be viewed as Taylor approximating vg from a = 0:
2
g

v (2) = ) (2) £ 20677 (x) lamo ~ 7 (2).

i (2) = 0)(2) + 2060 () |amo ~ 7 (),

Assume r(z) is sufficiently close to a constant, when the Taylor approximation is accurate, then the

X, drawn from Z; = vy (Z) would approximately follow ﬁf/ p , and X; drawn from Z, = v} j[(Z,g) would

approximately follow 7~T1i2.

In addition, note that
2

exp(ar(z)) =1+ ar(z) + Oir(ac)2 +-e

2
The DiffusionNFT results should also be close to the distribution reweighted by the polynomial rewards
1+ ar(xz)+ %oﬂr(m)Q +---. See Figure 2 for a toy demonstration where we can see the samples from Dif-

fusionNFT approiximates closely the predicted distributions. In this toy, it seems that the Diffusic;nNFT
results matches most closely to the result of the second order approximation ®(r(z)) = 1+ar(z)+%r(z)?.

Given this approximate interpolation, one thing that is unclear is why should not we directly train the
velocity field for the corredsponding reward weighted distributions using weighted losses.

In particular, let ®(r(z)) is a function of the reward. The velocity field of 7®(z) = 71 () - ®(r(x))/Z can
be written as

() — BRI — Xo) | X, =]
f B@((X) | Xe=a]

which can be obtained by solving

min E[®(r(X1)) o (Xe) — (X1 = Xo)|[]. (2)

Comparing (1) and (2), it is not immediately clear what additional benefit (1) provides. For example,
taking ®(r(x)) = 1+ 2r(x) where r is properly scaled (e.g., r € [0,1]), they should have comparable
empirical variances.
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(a) Target Distribution m:

(b) Reward Function r(x)

(c) DiffusionNFT vs. Target Distributions
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Figure 1: Illustration of Taylor approximation for DiffusionNFT. (a) Original target distribution 7 (z)
(mixture of two Gaussians). (b) Reward function r(z) (Gaussian centered at x = 2). (c) Histogram
of DiffusionNFT samples (blue) overlaid with theoretical distributions: 7 - exp(2r)/Z (purple solid, full
exponential), 71 - (1 +2r)/Z (orange dashed, first-order), and 7y - (1 +2r + 2r?)/Z (green dotted, second-
order). The DiffusionNFT samples closely match the full exponential distribution, demonstrating the
accuracy of the Taylor approximation approach.

Caveat In the implementation of [1], an adaptive weighting schedule is used, which breaks the theoretical
connection. See code here. The loss used in the code is effectively

L) = E[r(X0) € (Xe) = (X1 = Xo) + (1 = r(X0)) €y (Xe) = (X1 = X)),

2
[yl

where /£ is defined as £(y)

(a) Wrapper: exp(2r)

iy

(b) Wrapper: 1 + 2r

(c) Wrapper: 1 + 2r + 2r?
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Figure 2: Results from RF of different reward weighted distributions obtained by minimizing the weighted

loss (2).


https://github.com/NVlabs/DiffusionNFT/blob/8e7b13758ead290a620acebe7b3cbb332b8fb6c3/scripts/train_nft_sd3.py#L940C17-L948C6
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1 Proofs

1.1 Formula of DiffusionNFT Solution

Theorem 1.1. Following the set up above, and assume v (x) = E[X1—Xo|X; = x]. We have the following

equivalent expressions of vy (x) from DiffusionNFT:

“(z) = v? gm’"x or(z) — v (z
vy (z) = t+ﬁ( ¢ () (0f (z) ¢ (2)))

=)(2) + ;cov(r(Xl),Xl —Xo | Xy =2)

2 ~a
= vf(z) + 3 0ot ()], o,

Similar expression holds for vi*(x) if% is replaced by +2.

Proof. Using Lemma 1.2 below, we can rewrite the loss L(u) as:
2
L(p) = E[||Bue(Xe) = B0 (Xy) = (2r(X1) = 1)(X1 — Xo — v (X0))||] + const.
Hence, the optimal solution is

vi (2) = v)(2) + ;E[@T(Xl) = 1)(X1 = Xo — v} (X)) | X = al.

Plugging v{(z) = E[X; — Xo|X; = z] into the above yields

vi(z) = v (z) + lIE{(27"(X1) — 1)(X1 = Xo — E[X; — Xo|X; = z]) | X; = 2]

5
= 0(z) + ; (E[r(X0) (X1 — Xo) | X; = 2] — E[r(X:) | X, = 2]E[X; — XolX; = «])
— 0+ §<mz<w><@:<x> —0(2))

= U?(l’) + gCOV(Q?“(AX'I) — 1,X1 — X() ‘ Xt = .CL‘)

2
=v}(2) + 3 D07 ()]

a=0’

where we used Theorem 1.3.

Plugging v;*(z) = v (x) & 20,98 () |a=o into the above yields the formula for v;=(x).

Lemma 1.2. Let p* = p+ B(p—v), and

W) =r |l =y + Q=) | =y,
where p,v,y € R, r € R. Then, we can rewrite £(11) into

U(n) = [|1Bp = Bo = (2r = 1)(y — v)||* + const,
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where const is a term that does not depend on p.

Hence, the minimum of £(n) is achieved at

Proof. Expand the loss:

() =7t =y + @ =) [l —y
=r|(1=Bv+Bu—yl*+ @ —r) L+ B)v—Bu—y|?
= B%1* +2Bu(r(1 = B)v —ry + (1 = r)y — (1 = r)(1 + B)v) + const
= B2u% 4 2Bu(—Bv + (1 — 2r)(y — v)) + const
= |81 — B — (2r — 1)(y — v)|* + const.

Hence, the minimum is achieved at

i = ;wv (-2 —v) = v+ ;<2r —1)(y - ).

1.2 Derivative of RF Velocity Field

We give the formula for the derivative d,vf(x) of the RF velocity field vf*(z) w.r.t. a general parameter
« of the target distribution.

Let Xy ~ m be a base distribution and X; ~ 7{* be a target distribution depending on a scalar parameter
a. Define the linear interpolation X; = (1 —¢) Xy + tX1, and the rectified flow velocity field

U?(:U) = E(XO,Xl)NWO‘ [Xl - Xy | Xy = ZE], t e [0, 1),

where (Xo,X7) is a coupling of my and 7§ with a joint density v*(zo,z1) that is differentiable in .
Typically, (Xo, X1) is the independent coupling 7 (zo, z1) = mo(x) x 7§ (z).

Theorem 1.3 (Derivative of the RF velocity via conditional score). Assume log~y® is differentiable in «
and differentiation can be exchanged with integration and conditioning. Then

Oavf () = COV,Ya<X1 — Xo, O0qlogvy*(Xo, X1) ‘ X = 33)
In particular, in the case of independent coupling v*(zo,x1) = mo(zo)7§ (1), we have
Ouvf(x) = Covaa( X1 = Xo, Dulogf (X1) | X = o).

Further, for the exponential-tilted family 7§ (x) = M with Zo = [ m1(x) exp(ar(x)) dz, and the
corresponding RF wvelocity field vy under ¥*(xo, 1) = mo(x0)7(z1), we have

0a¥f (x) = Covaa(Xl — Xo, 7(X1) ’ X = x)

) )
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Proof. Fix t € [0,1) and z. Note

[0}

mi(z) —

v (x) = m(z) =E[X; | Xy = x].

1—t !

So it suffices to differentiate mg(x).

Note that

mi(e) = [ 219t a1 @) don

where pf*(z1 | ) denotes the conditional density of X given X; = x, defined in terms of the joint density

v*(xo,x1). By applying the change of variables X = x;ffl, we obtain

() t 1

-t - T —try

o |0 = =)= [ (R n) e
t

Differentiate under the integral:
Oami'(x) = /xl Oapf (1 | x)dz1 = /1”1 pi(x1 | ) On log p(z1 | ) dxy = E[Xl Op log p? (X1 | ) ’Xt = :E]

Now expand the conditional score. Up to an a-independent constant,

r —tx
1-—t

log pj* (21 | z) = 10g’)’a< ; 331) — log p{*(x) + const.

Hence ;
r — tx
o log pi(z1 | ) = Oa log7“< = tl

 @1) = Do log pf ().
Using the Fisher identity for the marginal pf(z),
Bo log p(z) = E[aa log v*(Xo, X1) ‘ X, = x} .

So
0o log p? (X1 | ) = O log v (X0, X1) — E{@a log v (Xo, X1) ‘Xt = :v}

Plugging back,
dami(x) = E[Xl <8a log v*(Xo, X1) — E[0a log v*(Xo, X1) | X¢ = w]) ‘ X; = x]

= Cov(Xl, Oq log v*(Xo, X1) ‘ Xt = l‘)

Hence,
(0% 1 «
davi'(x) = 1-¢ dami ()
1
=713 Cov(Xl, O log v (X0, X1) ) X, = :c)
X, —
= Cov( 11 ta:’ 0o log v*(Xo, X1) ‘ X = x)

= COV(X1 — Xo, Oqlogy*(Xo, X1) ’Xt = x)a
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Xi1—x

1= conditioned on X; = .

where we note that X7 — Xg =

Finally, for the exponential-tilted family 7{", we have
aa IOg'ﬁ-?(Xl) = T(Xl) - aa log Zoz-

Hence,

1 -
Oatii(@) = T— Cov(Xl, r(X1) — Oa log Za

- Cov(Xl ~ Xo, r(X1) ’Xt - :c)

Xt:.’E)

where 9, log Z,, is dropped as it is a deterministic constant and does not influence the conditional covari-

ance.
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