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Large multimodal models have become central for solving sequential decision-making
tasks, enabling improved learning in diverse areas such as home robotics and automated
software development. However, leveraging these models for sequential decision-making
requires robust action reasoning capabilities, which remain a significant challenge. This
thesis aims to improve and evaluate action reasoning in large multimodal models. First, we
introduce a method to improve the parsing of instructional texts into action sequences by
integrating external symbolic planners and planning domains during autoregressive language
model decoding. Next, we propose a method that leverages the compositional structure
of language instructions to improve generalization and sample efficiency of acquiring new
tasks with reinforcement learning. Last, we propose a new benchmark to evaluate the
understanding of dependencies between actions described in instructional texts. Future
work will focus on evaluating the world modeling limitations of frontier models. Current
models struggle to reason about the effects of actions in multimodal entity state tracking
tasks. We aim to extend entity state tracking evaluations to embodied domains. From this
benchmark we derive a post-training method for improving the entity-state reasoning abilities
of language models. Together these contributions enhance the understanding of how models
reason about actions and provide insights toward their improvement for real-world sequential

decision-making problems.
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Chapter 1: Introduction

The ability to reason about actions has been a longstanding challenge for building
arti cial intelligence systems that interact with the world (McCarthy, 1959; Sampat et al.,
2022; George , 1987; Ginsberg and Smith, 1988). Action reasoning involves understanding
how actions change environment states, what constraints govern their valid execution, and
how actions relate to each other and the goals of sequential decision-making tasks. This
capability is critical for decision-making agents, as it enables them to plan and act e ectively
even in previously unseen scenarios. This work aims to improve action reasoning abilities
using large multimodal models and o ers new ways to evaluate models' innate reasoning
abilities. Our ndings suggest there are both surprising strengths and limitations in the

ability of current multimodal models to reason about actions.

Sequential decision-making tasks require an agent to maximize its utility by acting
optimally in an environment. This problem formulation is found in a variety of important
applications of Al: from general purpose robots and self-driving vehicles to computer control
and strategic games. Progress in solving these tasks has accelerated in recent years; a key
driver is the integration of large multimodal models (LMMs) as pretrained representations for
decision-making agents. These pretrained models allow for more sample e cient learning
and improved generalization across a wide range of data modalities (Cohen et al., 2024,
Yang et al., 2023). These abilities are largely the product of training the LMMs on web-scale
corpora spanning diverse tasks, domains, and modalities, and provides general-purpose
representations for decision-making tasks. In many sequential decision-making tasks, goals
are speci ed in natural language commands. As such, the ability to reason about actions that

derive from natural language inputs is particularly important.



To understand execution constraints on action sequences, we propose to augment
pretrained autoregressive models with external knowledge in the form of classical symbolic
planners and planning domain de nitions. This external planning knowledge allows
pretrained models to accurately parse instructional texts to executable sequences of actions
that respect action preconditions and e ects. We utilize our method to improve the parsing
of instructional texts to formal symbolic plans and demonstrate increased executability and

quality with respect to ground-truth plans.

To improve reasoning about how actions relate to each other and compose to achieve
goals, we propose a technique for representing high-level instructions as the composition
of high-level actions represented as value functions. This work leverages the shared
compositional structure of language, actions, and goals, and the compositional reasoning
abilities of large language models, to improve the sample e ciency of language-reinforcement
learning tasks. We demonstrate zero-shot generalization to novel compositions of tasks and

enhanced sample e ciency over non-compositional baselines.

To evaluate understanding of action dependencies in instructional procedures, we
propose a method for assessing the ability of large language models to reason about
dependencies between actions in instructional texts. LLMs are tasked with predicting and
explaining precondition relationships between steps in instructional texts. We show that
frontier models lack the ability to robustly reason about action dependencies in cooking

recipes, and in many cases perform no better than random chance.

Many sequential decision-making tasks require reasoning about how actions and
environment processes change the state of entities in the environment, a capability also
referred to as world modeling. Understanding how actions change states across modalities is
a critical component of action reasoning. For future work, we propose a benchmark that
assesses the entity state tracking ability of LMMs across text and image modalities. We
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extend current work on entity state tracking in board games to embodied domains with
complicating factors like long context dependencies, distractors, and partial observability.
From this benchmark we plan to derive a novel training dataset for improving the entity state
tracking abilities of LMMs to improve their performance on sequential decision-making

tasks.



Chapter 2: Related Work

We review background information on reinforcement learning and sequential decision
making, symbolic planning, and large multimodal models. We then introduce related work

on our proposed methods for reasoning about actions.

2.1 Sequential Decision Making

Many important arti cial intelligence problems can be formulated ingkgquential
decision makingramework. At each step in a sequence, #gentmodel receives an
observation representing the state of ém@ironmentaind decides on what action to take.
The action a ects dransitionin the state of the environment and the cycle repeats until
a problem-dependent termination criterion is met. The goal of the agent is to produce a

sequence of actions which maximizes sauibty de ned by the domain.

In this proposal, we consider two standard frameworks for deciding what actions
the agent should take to maximize utility and thus solve sequential decision-making tasks:

symbolic task planning and reinforcement learning.

2.1.1 Symbolic Task Planning

A task planning domain de nes an environment, actions that modify the environment,
and a transition function specifying the e ect of actions on the environment (Ghallab et al.,
2016). The environment state is composed of a collection of Boolean values de ning
the existence and state of objects and planning actions are implemented as STRIPS-style
operators (Fikes and Nilsson, 1971). Each action has logical preconditions that must be

satis ed for its execution. An action is said to bgecutablef its preconditions are met. For



any state, the admissible or executable actions are all actions with satis ed preconditions.
Upon execution the action changes the values of the variables which de ne the environment.

A planning task is speci ed by an initial state and a goal state. The resulting plan (if it exists)
comprises a sequence of actions that can be taken to reach the goal state. These tasks are

solved by gplannerwhich searches for this sequence of actions.

2.1.2 Reinforcement Learning (RL)

In reinforcement learning, the agent receives a learning signal from the environment
in the form of a scalar reward at each step. It must learn to maximize the utility represented
by the temporally-discounted cumulative reward over all steps (Sutton and Barto, 2018).
RL formalizes the environment as a Markov decision process (MDP) represented as a tuple
hS; A; p; ri, whereSis the state space of the environment &ndre the actions available
to the agent. The transition functigsys; a) speci es the probability of the environment
entering statsCafter actiona in states. The reward learning signa(s; a; s is the reward

for executingain s.

Acting in an MDP:  There are two primary approaches to solving an MDP. The rstis to
learn an optimal policy :S! A that directly maps states to actions. The optimal policy

is that which obtains the greatest expected return at each $tatés) = max V (s)
for all s 2 S, where the value function of policy is given byV (s) = E [P tl=o r(sy; &)l
and represents the expected return after executiingm s. The second approach is to learn
an optimal value function and derive a policy from these value estimates. Closely related to
the state-value function is the action-value functiQn(s; a), which represents the expected

return obtained by executirggfrom s, and thereafter following . The optimal action-value

function is given byQ (s;a)=max Q (s;a)forall(s;a)2 S A.



2.1.2.1 Compositional Action Representations

Many tasks have underlying compositional structure. Learning representations
which match this compositional structure enables better generalization and more sample
e cient learning (Andreas et al., 2016; Hu et al., 2018). In MDPs, high-level actions can
be implemented as low-level policies (Sutton et al., 1999). These low-level policies can be
implemented as compositional value functions (Todorov, 2007; Van Niekerk et al., 2019;
Haarnoja et al., 2018; Hunt et al., 2019) which enable the representation of high-level actions
as the composition of low-level value functions. Nangue Tasse et al. (2020) extend these to
provably zero-shot optimal compositions for logical operators in stochastic shortest path
problems. BabyAl (Chevalier-Boisvert et al., 2019) provides a large number of language-RL

tasks suitable for evaluating compositional action representations.

2.2 Large Multimodal Models (LMMs)

Many recent advances in arti cial intelligence have been enabled by training
transformer-based models with large parameters counts (Vaswani et al., 2017) on data
scraped from the internet (Radford et al., 2018; Devlin et al., 2019). These models learn
general purpose representations that are capable of solving diverse tasks across domains,
even for domains and tasks that are not explicitly represented in the training data (Radford
et al., 2019). Recent work has extended these text-based models to multimodal data which
may combine images, text, audio, video, and actions from sequential decision-making

environments, among other modalities (Li et al., 2023).

2.2.0.1 In-Context Learning

In-context learning allows pretrained models to perform tasks with a small number

of input-output pairs Brown et al. (2020). These examples are provided to condition the
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language model to produce more performant outputs. Typically these examples are drawn
from the training split of a dataset and prepended to a test example to condition further

autoregressive generation.

2.3 Action Reasoning

Reasoning about actions is fundamental to arti cial intelligence systems that interact
with and transform their environments. This involves understanding how actions change
environment states, what constraints govern their valid execution, and how actions relate to
each other and goals in sequential decision-making tasks. We focus on techniques which

utilize large multimodal models to implement these types of reasoning.

2.3.1 Mapping Language Instructions to Actions

There are a variety of techniques for learning a mapping from instructional texts to
symbolic action representations suitable for sequential decision-making tasks. These include
supervised machine translation (Wong and Mooney, 2006), reinforcement learning-based
methods (Branavan et al., 2009, 2010), deep-learning methods (Papadopoulos et al., 2022),
and recent few-shot semantic parsing (Shin et al., 2021; Shin and Van Durme, 2021; Chen
et al., 2021). Other recent work uses few-shot learning and large language models to
map single commands (Huang et al., 2022; Anderson et al., 2018; Blukis et al., 2020;
Chapilot et al., 2018) and short sequences of commands (Brohan et al., 2022) to actions.
However these works lack explicit compositionality and thus struggle to generalize to novel
commands. These methods also lack guarantees about the executability of generated action
sequences. Other approaches leverage compositionality by mapping to a compositional
symbolic representation and then planning over the symbols (Dzifcak et al., 2009; Williams

et al., 2018; Gopalan et al., 2018); however, these methods do not learn the semantics of
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these symbols. Our completed work goes beyond these limitations by incorporating external
symbolic planning domains into the instruction-action mapping function to simultaneously
optimize the executability, and separately, by leveraging compositional high-level actions to

enable systemic generalization to novel instructions.

2.3.2 Understanding Action Dependencies and E ects

Actions have certaiprecondition dependencigbat must be satis ed for their
execution angbost-condition e ectsvhich are changes in the state of the environment. In
symbolic planning, these preconditions and post-conditions are represented explicitly and
precisely in terms of formal logic. But actions have dependencies and e ects which must
be reasoned about regardless of whether they can be represented formally. Understanding
and modeling these dependencies is critical for accurately interpreting instructional texts.
Various techniques have been proposed for evaluating reasoning about action dependencies
including (Kiddon et al., 2015; Zhang et al., 2023; Dalvi et al., 2019) but there is not one
speci cally focused on evaluating the ability of LMMs to reason and explain dependencies

between actions in instructional texts.

Likewise, recent works assess whether (Toshniwal et al., 2022; Kim and Schuster,
2023) and how (Lietal., 2025a, 2021; Long et al., 2016) models track changes in environment
state due to the e ects of actions. But these are limited to text-based evaluations. We extend
the evaluation of the state tracking to multimodal domains; and we seek to go beyond recent
netuning and prompting-based methods Yoneda et al. (2024) for improving state tracking

by leveraging recent advances in reinforcement learning for reasoning.
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Chapter 3. Completed Work

3.1 Using Planning to Improve Semantic Parsing of Instructional Texts

Presented at the Workshop on Natural Language Reasoning and Structured Explanations

(NLRSE), Association for Computational Linguistics (ACL) 2023.

3.1.1 Introduction

One challenging task that requires action-reasoning is the ability to parse long-form
instructional texts to plans, which are sequences of executable, formal actions. An e ective
method should produce plans that both capture the semantics of the input instructions while
also forming executable sequences of actions in the environment. Each successive action
should have its preconditions satis ed before execution. We improve the ability of large
language models to reason about actions using external planning domain information and
a symbolic planner. Parsing of instructional texts di ers from many commonly studied
semantic parsing tasks that have relatively short context dependencies, input natural language
strings, and output parses. Semantic parsing of long-form instructional texts, like the recipe
datasets we evaluate, can require processing inputs of hundreds of words, and producing
tens of steps, each with multiple arguments and complex syntax. In Cohen and Mooney
(2023), we propose a novel semantic parsing method to map instructional texts to formal
action sequences. We validate our method on two recipe semantic-parsing datasets (Bollini

et al., 2013; Tasse and Smith, 2008).

3.1.2 Approach Overview

Building on work from Shin et al. (2021), we investigate semantic parsing in the
few-shot setting using OpenAl's Codex language and code LLM Chen et al. (2021); Shin
12



and Van Durme (2021). Learning occurs in-context, by prompting the LLM with a few

input-output task examples.

To address the highlighted challenges with long instructional-text parsing, we propose
Planning-Augmented Semantic Parsi@ur method leverages a formal symbolic planning
representation to rank and correct candidate plans. Plans are corrected by searching for
sequences of actions that satisfy the preconditions of all output actions. Ranking selects
plans which best meet the domain's planning and syntactic constraints by ranking plans
highly if they have fewer inadmissible actions, require fewer additional actions to correct, and
have fewer steps with invalid syntax. After ranking, planning errors are xed using symbolic
planning methods. The result is an e ective neuro-symbolic approach that combines the

strengths of deep-learned LLMs and classical Al planning.

3.1.3 Methods

We use Davinci Codex (Chen et al., 2021) based on the GPT-3 architecture (Brown
et al., 2020). Like GPT-3, the model was trained on a large web-sourced text corpus, but
also includes code in the dataset. While OpenAl does not publish the sizes of the Codex
models available through their API, Gao (2021) empirically estimate the size of text-only

Davinci at 175B parameters.

Datasets We evaluate our method on two recipe semantic parsing datasets Tasse and
Smith (2008) and Bollini et al. (2013). Tasse and Smith (2008) contains 260 recipes
with corresponding semantic parses in the Minimal Instruction Language for the Kitchen
(MILK) syntax. Each statement in the language corresponds to a plan step with an action
and arguments. Some plan steps produce new variables (ingredients or tools) which are

consumed by subsequent steps. The recipes in this dataset cover a wide range of cuisines,
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ingredients, techniques, and tools. Each step also contains an optional human-readable
description of the step. The 60 recipes of Bollini et al. (2013) were selected to be executed
by a cooking robot. The recipes are mainly limited to baking and contain a small xed set

of tools and actions. This dataset also contains planning domain de nitions in the form of

STRIPS-style operator actions (Fikes and Nilsson, 1971).

Planning Domains Bollini et al. (2013) contains planning domain de nitions that specify

the state of the kitchen, ingredients, and tools used in each recipe. These were developed to
facilitate recipe execution on a real-world cooking robot. The Tasse and Smith (2008) dataset
does not provide planning de nitions. We construct planning de nitions where the existence
of ingredients and tools are the only predicates and transitions in the environment involve
either creating or destroying these objects. Actions are considered valid if their objects have

been instantiated by prior steps; otherwise, their preconditions are considered unsatis ed.

Prompt Design To generate a plan for a test example using few-shot learning, we prompt
the model with sample recipes and parses taken from the held-out examples. Following Liu
et al. (2021), prompt examples are selected using nearest-neighbor search using the cosine
distance between their embeddings as computed by a text embedding model, speci cally the
all-mpnet-base-v2 model from the SentenceTransformers library (Reimers and Gurevych,
2019) based on the MPNet model (Song et al., 2020). The selection of few-shot training
examples reduces to Equation 3.1, whaie a training exampleX denotes the set of

held-out examples, arig represents the recipe embedding function.

P(a) = ar%ZrQinfcos_sim(E(x); E(a))g (3.1)
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Planning-Augmented Decoding Due to utilization limits of the Codex API, our method
samples a xed number of plan completions for each recipe. For sampling next tokens, we
use nucleus sampling introduced by Holtzman et al. (2020), which o ers improvements
over other sampling methods. These are then ranked using a scoring function based on the
generation probability and@anning scorevhich factors in the number of precondition

errors and syntax errors in the plan and the sequence probability of the plan.

The planning score is calculated by combining measures of plan executability: the
number of precondition errors, syntax errors, and additional planning steps. Precondition
errors occur when a plan step's preconditions are not satis ed. For example, when the step
references non-existent ingredients or the world state does not allow the action to occur.
Syntax errors occur when the plan contains malformed steps that cannot be parsed by the plan
interpreter. The syntax error scoi®K) is the number of plan steps which contain syntax
violations. The precondition error scoe ) is the number of plan steps which cannot be
executed because their preconditions are not satis ed. FinAl§) {s the number of steps
added to the plan by planning in order to maximize the number of plan steps with valid
preconditions. Steps with errors are counted as opposed to counting all errors in each step.
This allows for computation of a score in the interf@&l1] to match the sequence probability
score. In general, identifying multiple syntax errors in a given step is not possible, as the

presence of even a single syntax error may result in an unde ned grammatical context.

These counts are normalized by the plan length $0 as not to penalize longer
plans. The natural log is taken to re-scale the planning score for addition with the sequence
log-probability, adding to avoid taking the logarithm of zero in cases where the plan
contains no errors and requires no additional steps to be valid. The planning score is added to
the mean log-probability of the token sequence representing the plan. This scoring function

results in plans with a higher sequence probability and fewer planning errors being selected.
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Algorithm 1: The planning algorithm inserts steps before actions with unmet
preconditions.
Input: A starting stateS, desired actiod\, transition functionl' , and search
depthN.
Output: The shortest sequence of actidghsvhich ends in actioi or null if
none exists.
sequences = successors(S, T, depth=N);
best = null;
for s in sequencedo
if Aiinsthen
[* truncate the plan until the action A or false if no
such prefix exists */
plan = pre x(s, A);
if plan && length(plan)< length(best}hen
| best=plan;
end
end
end

SE + PE + AS 1 X
N + +? In Py (3.2)

t=1

score=In 1.0

The plan that maximizes theeore function is passed to a planning module. For
each inadmissible step where the preconditions are not satis ed, it searches for sequences of
admissible actions to insert into the plan, such that those actions lead to valid preconditions
for that step. To limit the search space, the planning module only searches in the space of

plans that can be inserted before an existing inadmissible plan step.

Correcting Plans While the ranking procedure ensures that high probability and low-error
plans will be surfaced, these plans may still contain precondition errors. The planning domain
information and a planning algorithm together form a planning module that can attempt to
correct these precondition errors. The ranking procedure incorporates this planning module

16



to calculate the additional stepsS that can be inserted into a plan to x precondition errors.
These steps are also included in the total number of dlepeherefore, xable plans will

receive a better planning score.

Algorithm 1 describes the procedure for nding steps to insert into a plan to ensure
that each step's preconditions are satis ed. As input, it takes the world state after executing
some number of plan steps, and computes the sequence of actions needed to ensure the
preconditions of the next plan stépare met. The algorithm returns the shortest number
of actions required to satisfy the step's preconditions. Aside from producing more valid
plans, this method should produce plans which correspond more closely to the ground
truth semantic parse annotations. However, because the planning module only inserts steps
into a plan before an inadmissible step, and does not change the existing steps, it cannot
necessarily x all precondition errors in a plan. Utilizing planning and likelihood-based
decoding balances the desire for plans with valid preconditions while ensuring that plans
contain relevant steps to the recipe. These two requirements may compete in some cases. In
the simplest case, an empty plan, there are no potential precondition errors, but the plan also
contains no relevant plan steps. In practice there exists a trade-o between plan executability

and correctness of semantic parsing as noted by Huang et al. (2022).

3.1.4 Experiments

Baselines We evaluate baseline and ablated versions of our methods for ranking the
generated plan®Rank (Prob) andRank Our full ranking method with partial planning is
denotedRank + Plan Rank (Prob)selects the plan with the lowest perplexity (Prob) (the
highest sequence probability), providing a baseline where no planning domain information
is utilized. Finally,Rankranks the plans by the scoring function in Equation 3.2, but does

not correct precondition errors through planning liKan + Rank

17



Longest Common Subsequence (LCS) Prior work evaluates plan correctness in terms

of the LCS between generated and ground truth plans (Puig et al., 2018). We normalized
LCS by the length of the longer plan. LCS evaluates the textual overlap between plans;
computing common subsequences which may contain interwoven unequal sequences. It does
not strongly penalize erroneous injected subsequences. This metric rang¢@ dmd]

where0:0 indicates no sequence overlap dn@dindicates identical plans.

Plan Steps F1 LCS re ects the order and content of the generated plan steps compared to
the ground truth. We also report an F1 measure (the harmonic mean of precision and recall)

that quanti es the quality of the individual plan steps without regard to their sequencing.

Precondition and Syntax Errors (PE & SE) The previous metrics assess similarity to the
ground truth plan and do not explicitly re ect the executability of generated plans. Therefore,
we also measure the frequency of precondition and syntax errors in plans. Errors are counted
on a per-step basis. If a step contains more than one error or more than one type of error

these are quanti ed as a single error and type for the step.

Our method improves plan executability as measured by the mean number of
precondition errors, syntax errors, and accuracy of steps returned (F1) in each plan. LCS
remains fairly constant across our evaluations and ablations. The LCS metric re ects both the
content of planning steps and their sequencing. By contrast, F1 only assesses the accuracy of
steps in the generated plans. Of all the metrics considered, our method results in the largest
reduction in the number of precondition errors (PE). We achieve these improvements without
signi cant reductions in LCS and with an increase in F1. This is an important validation for
our method, as Huang et al. (2022) nds that there exists a trade-o between the executability

and semantic correctness (measured by LCS) of generated plans. It is straightforward to
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Models

Bollini et al. (2013)

LCS" PE# SE# Fi"
Rank (Prob)
Davinci Codex, E=1  0:897 0:008 Q0962 0:685 0042 0008 Q784 0:004
Davinci Codex, E=5  0:949 0:005 Q198 0:009 Q002 0:004 0863 0:003
Rank
Davinci Codex, E=1  0:901 0:008 0382 0:037 Q025 0:008 Q798 0:002
Davinci Codex, E=5 0:952 0:005 Q120 0:015 Q002 0:004 0:868 0:002
Plan + Rank
Davinci Codex, E=1  0:903 0:008 Q143 0:033 Q025 0:008 Q807 0:002
Davinci Codex, E=5 0:952 0:005 0:033 0:000 0:002 0:004 0:870 0:002

Table 3.1: Results and ablations for the Bollini et al. (2013) dataset, reported as means
over the leave-one-out cross validatid®b% con dence intervals are computed using a
t-distribution over ten trials. Results using one (E=1) and ve (E=5) training examples in
each prompt are shown. All plans are generated using a nucleus sampling top-p \@hie of

Models Tasse and Smith (2008)
LCS" PEH SE# F1"
Rank (Prob)
Davinci Codex, E=1  0:692 0:003 0827 0:086 Q875 0:199 Q443 0:002
Rank
Davinci Codex, E=1  0:695 0:004 Q293 0:016 0:226 0:024 0446 0:.001
Plan + Rank

Davinci Codex, E=1  0:695

0:003

0:000 0:000 0:237 0:018 0446 0:001

Table 3.2: Results and ablations for the Tasse and Smith (2008) dataset, reported as means
over the leave-one-out cross validatid®b% con dence intervals are computed using a
t-distribution over ten trials. Results using one (E=1) training example in each prompt are
shown. All plans are generated using a nucleus sampling top-p valu®. of

increase executability (fewer precondition errors) by ignoring the instructional text content

and only outputting valid actions. For any downstream applications, plans must be executable

while also re ecting the content of the instructions.

19



3.1.5 Conclusion

We develop an approach to semantic parsing for long-form instructional texts that
leverages planning domain information to generate more valid plans in a low-data, few-shot
setting. Our method signi cantly reduces the number of precondition errors present in
semantically parsed plans for two recipe datasets. These results highlight the bene t of a
neuro-symbolic approach that utilizes the state-of-the-art code-generation LLM Codex to
produce relevant steps for recipe execution and re nes these plans using classical symbolic
planning. Our approach generates plans that re ect the relevant steps of the natural language
recipe. The symbolic planning component corrects precondition errors that arise from omitted
or implied instructional steps and the challenges of learning with long context-dependencies

from limited examples.
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3.2 Compositional Instruction Following with Language Models and
Reinforcement Learning
Presented at the Reinforcement Learning Conference (RLC) 2025.

Transactions on Machine Learning Research (TMLR) 2024.

3.2.1 Introduction

While Section 3.1 leveraged xed action de nitions from classical planning do-
mains to parse instructions, many tasks require agents to discover action-outcome re-
lationships through environmental interaction. Learning these mappings for multiple
language-conditioned tasks poses a sample e ciency challenge: without structure, agents
must learn each task independently through extensive exploration. We address this challenge
by exploiting the compositionality of both language and actions. Our method represents
policies as compositions of reusable skill components, enabling e cient learning and

zero-shot generalization to novel language-speci ed tasks.

In Cohen et al. (2025), we introduce a novel instruction following method: the
compositionally-enabled reinforcement learning language agent (CERLLA). Our approach
enables compositional learning of RL tasks speci ed using language, where the policies
for the tasks are represented as conjunctions, disjunctions, and negations of pretrained
compositional value functions. We combine in-context learning with feedback from
environment rollouts to improve the semantic parsing capabilities of an LLM. We solve
162unique tasks within an augmented MiniGrid-BabyAl domain (Chevalier-Boisvert et al.,
2023, 2019). Our method signi cantly outperforms the previous best non-compositional

baseline in terms of sample complexity.
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Figure 3.1: Pipeline diagram of the learning process for the CERLLA agent. The agent
takes in a BabyAl language mission command and a s&d of-context examples that are
selected using the BM25 search retrieval algorithm (Robertson et al., 2009). The agent
produceslOcandidate Boolean expressions. These expressions specify the composition of
the base compositional value functions. Each compositional value function is instantiated in
the environment and the policy it de nes is evaluated dM@@rollouts. If the success rate

in reaching the goal is greater th82% the expression is considered a valid parse of the
language instruction and is added to the set of in-context examples.

Figure 3.2: Example of a task in the BabyAl domain (Chevalier-Boisvert et al., 2019). The
agent (red triangle) needs to complete the mission pick up the red key . Solving this task
with compositional value functions requires using the conjunction opitiaup red object

and key value functions.

3.2.2 Background

BabyAl To evaluate our method, we select the BabyAl MiniGrid domain (Chevalier-
Boisvert et al., 2019), an easily extensible test-bed for compositional language-RL tasks

used in many recent language-RL works including (Carta et al., 2022; Li et al., 2022). It has
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language commands, image-state observations, a discrete action space, and objects with both
color and type attributes. We augment BabyAl wis?2 compositional tasks speci ed using
intersection, disjunction, and negation. The appendix provides a full list of task attributes
available in the environment and the grammar of the Boolean expressions. The environment

is initialized with one or more goal objects and distractor objects that are randomly placed.

World Value Functions Recent work (Nangue Tasse et al., 2020, 2022) has demonstrated
how logical operators such as conjunctidy),(disjunction () and negation:() can be
applied to value functions to solve semantically meaningful tasks compositionally with no
further learning. To achieve this, the reward function is extended to penalize the agent for

attaining goals it did not intend to:

(
I'MmIN |f96326

. (3.3)
r(s;a otherwise

r(s;g;a =

whereryn is alarge negative penalty. The agent receives the unmodi ed rawsyd)
for all steps except where it reaches a di erent goal state than intenglegl:s 2 G
Givenr, the related value function, termeebrld value function (WVFE)can be written as:
Q(s;g;d = r(s;g;a + RSV (2 9p(sTs: )<, whereV (sig)= E [ o (s g; @)

These value functions are intrinsicatlgmpositionalsince if a task can be written as a
logical expression over previous tasks, then the optimal value function can be similarly derived
by composing the learned WVF's. For example, considePilckUpObject environment
shown in Figure 3.1. Assume the agent has separately learned the task of collecting red
objects (tasiR) and keys (taskK ). Using these value functions, the agent can immediately
solve the tasks de ned by their unioR (_ K), intersectionR * K), and negation:(R)

as follows: Qg ¢ = Qg _ Q¢ = maxfQr; Qg Qrax = Qr " Q¢ =mInfQg;Qx g,

andQ. . = : Qr = Quax * Quin Qgr, WhereQy,x andQ,,y are the world value
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functions for themaximumandminimumtasks respectively.

3.2.3 Methods

Table 3.3: The prompting strategy for the CERLLA semantic parsing module.

Role Content

System We are going to map sentences to Boolean expressions. The Boolean
expression variable Symbols are numbered 0 to 8, &ygnbol 0, Symbol 1...
The operators are and : &, or : |, not : ~. | will now give a new sentence and

you will come up with an expression. Now wait for a new sentence command.
Respond with a list of 10 candidate Boolean expressions. Respond only with
the list of Boolean expressions. Never say anything else.

User (Example)  pick up a red ball
Assistant Symbol 0 &Symbol 7

[Additional in-context examples]

User (Command) pick up a red object that is not a ball
Assistant Symbol 0 & Symbol 1&  Symbol 2
Symbol 3&  Symbol 4
Symbol 5 & Symbol 6 &  Symbol 7
[Additional candidate expressions]

We propose a two-step process for training an RL agent to solve Boolean compositional
tasks with language. During an initial pretraining phase, a set of WVFs are learned which
can later be composed to solve new tasks in the environment. This set forms a task basis
that can express any task which can be written as a Boolean algebraic expression using the

WVFs.

In a second phase, an LLM learns to semantically parse language instructions into
the Boolean compositions of WVFs using RL and in-context learning. The parser learns this

mapping from abstract symbols to WVFs using RL by observing language instructions and

1The maximum task is de ned by the reward functior ryax for all G. Similarly, the minimum task has
reward functiorr = ryN for all G
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interacting with the environment. Notably, our method does not require the semantic parser
to have access to any knowledge of the underlying basis tasks that the WVFs represent,
and instead regards the WVFs as abstract symbols which can be composed to solve tasks.
Since the semantic parser does not have access to any information about what task a WVF

represents, our method can be applied in principle to any basis of tasks.

Tasks like pick up the red key can be represented by taking the intersection of the
WVFs for picking up red objects and key objects: red” key. Our method also supports
negation and disjunction we can specify tasks like pick up a red object that is not a ball :

red”: ball.

3.2.4 Experiments

Figure 3.3: Results for learning dlb2tasks simultaneously. The mean episode success
rate is plotted against the number of environment steps. Learning curves are presented
for CERLLA and the non-compositional baseline agents. The Oracle agent is given the
ground-truth Boolean expressions and upper bounds the attainable success rate in the
environment, denoted by the dashed lin®@2f Our method is initialized at9 million

steps to re ect the number of training steps used in pretraining the compositional value
functions. Note the change in steps scalé@mnillion steps. Means an@s%con dence
intervals are reported ovéotrials, 5 trials for the LM Baseline.

We conduct experiments across four agent types and two settings. The rstexperiment

evaluates sample complexity (Figure 3.3). We leari@ftasks simultaneously and plot
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Figure 3.4: Generalization performance for learnind@mandomly selected tasks (train)

and evaluating on the held-o81 tasks (test). Learning curves are presented for our method
and the baseline agents. The dashed and solid lines represent performance on the training and
test sets respectively. Theaxis represents the fraction of the total training steps completed:

1 million for the CERLLA and21 million for the LM Baseline agent. The dashed line
denotes the success rate for considering the environment sol92étaMeans an®5%

con dence intervals are reported ovEs trials, 5 trials for the LM Baseline.

the mean success rate against the number of environment steps. The second experiment
divides the task set in half, and measures the ability of the agents to generalize to held-out

tasks while learning from a xed set of tasks (Figure 3.4).

We evaluate our method implemented using both GPT-4 and GPT-3.5. We compare
our method to the baseline agents, but penalize our method by the number of environment
steps required to learn the pretrained WVFs. As an upper limit on the performance of our
method, we compare to an Oracle Agent which has a perfect semantic parsing module. It
has access to the ground-truth mappings from language to Boolean expressions and its
performance is limited only by the accuracy of the pretrained policies and randomness in the

environment.

Simultaneous Learning of 162 Tasks In this experiment, at each episode a random task

is sampled from the set df62language tasks. The baseline agents lear@Tanillion steps,
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and CERLLA learns foR million steps. Because our agent pretrains the WVFs, we penalize
our agent by starting it &@t9 million steps (Figure 3.3). Note that this disadvantages our
method, as the WVF pretraining phase does not include language information and its only
exposure to language-task data is over the following two million steps. Our method therefore
has access to less information about the tasks' structure than the baseline agents during the
rst 19million steps. For CERLLA, due to the latency and cost of invoking the LLM, we
only evaluate on one randomly selected task ege®pOenvironment steps, computing the
average performance ovEd0episodes. For the baseline agents we evaluafbaliasks

every50, 000timesteps. This results in higher variance for our method in the plots.

Held-out Task Generalization This experiment (Figure 3.4) measures the generalization
performance of each method on held-out tasks. We compare the performance of CERLLA
to the baseline agents. In this setting, the set of tasks is randomly split into two halves at
the start of training. At each episode, a random task from the rst set is selected. During
evaluation of our agent, one random task from each set is selected and the agent is evaluated

over100episodes. The baseline agents are evaluated ot &lkks in each set.

Baselines The baseline is a joint language and vision model which learns a single action-
value function for all tasks based on the architecture used in the original BabyAl paper
(Chevalier-Boisvert et al., 2019). We explore two baseline versions: an LM Baseline that
utilizes pretrained language representations for embedding mission commands from a frozen
all-mpnet-base-v2 model from the SentenceTransformers library (Reimers and Gurevych,
2019) based on the MPNet model (Song et al., 2020) and an ablated Baseline which does
not use pretrained language representations. This pretrained sentence embedding model is

trained on diverse corpora of sentence embedding tasks.
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3.2.5 Conclusion

This work introduces a novel approach for solving reinforcement learning tasks
speci ed through natural language. We represent task policies as logical compositions of
pretrained compositional value functions. By integrating in-context learning with feedback
from environment rollouts, we enhance the semantic parsing capabilities of large language
models; to the best of our knowledge, this is the rst method to learn a semantic parser solely
through in-context through environment feedback. Our approach successfully 5elves
unique tasks within the augmented MiniGrid-BabyAl domain (Chevalier-Boisvert et al.,
2023, 2019), marking the largest collection of simultaneously learned vision-language RL
tasks. Moreover, our compositional model achieves substantial improvements in sample
e ciency, attaining a success rate matching the oracle policy's upper-bound performance of
92% whereas the strongest non-compositional baseline reache8@lynder equivalent

training conditions.
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Figure 3.5: We use step-pair dependency annotations to €aat&ench, a question-driven
evaluation framework for plan-based reasoning. Questions in this benchmark elicit reasoning
about di erent causal relations such as preconditions, e ects and step independence.

3.3 CaT-Bench: Benchmarking Language Model Understanding of
Causal and Temporal Dependencies in Plans

Presented at Empirical Methods in Natural Language Processing (EMNLP) 2024.

3.3.1 Introduction

Section 3.1 shows how augmenting LLMs with external planning knowledge can
improve their performance on instructional text-understanding tasks. For many applications,
this external domain knowledge for understanding action preconditions might not be available.
In Lal et al. (2024), we construct a benchmark for directly assessing the limitations of frontier
models for reasoning about action precondition-dependencies in instructional texts. We focus
on understanding the causal and temporal precondition relationships between plan steps.

We modify the Recipe Flow Graph Corpus Yamakata et al. (2020), containing recipes with
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sub-step procedure dependencies, to construct a new question-based dependency benchmark.

CaT-Bench contains 4260 questions about causal dependencies spanning 57 unique plans.

3.3.2 Approach Overview

Understanding plans requires reasoning about how di erent actions in a plan relate
to each other. In this work, we focus on the ability to recognéraporal dependencies
between steps i.e., deciding if a steypisthappen before another. Typically, stepust
happen before a stgpf the e ects (outcomes) of stepsatisfy one or more preconditions
necessary for the proper execution of gtepr if the e ects of steg aggregate or modify
the e ects of step in service of accomplishing a (sub-)goal. Examples of the types of tasks
in CaT-Benchare shown in Figure 3.5. Thus, recognizing such dependencies requires the
ability to infer many important logical connections such as preconditions, causes, sub-goals,
and e ects of the steps. This suggests that a simple test of whether a step must happen
before another step (or after) can be an e ective test of reasoning about the various logical

dependencies between the steps in a plan.

We build on this idea to creatéaT-Bench, a new dataset of causal dependency
guestions de ned over cooking recipes. Speci cally, we make use of the Recipe Flow Graph
Corpus (Yamakata et al., 2020) containing 300 English language cooking recipes annotated
with substep procedure dependencies. For each recipe, this dataset provides a directed
acyclic graph (DAG), in which the nodes are steps and directed edges indicate the temporal
edge between those steps. If the nodes corresponding to two steps are not connected by a
directed path, then they can be performed in any order (with respect to themselves) without
changing the recipe result. In other words, two steps are temporally dependent if and only if

there is a directed path from one to the other, and independent otherwise.
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Dep NonDep Macro Avg
P \ R \ F P \ R \ F P \ R \ F
(A) 0.62| 0.50| 0.55| 0.58 | 0.69| 0.63| 0.60 | 0.60 | 0.59

(A+E) | 0.56 | 0.71| 0.63| 0.61| 0.45| 0.52| 0.58| 0.58 | 0.57
(A) |057/081|0.67|0.67|0.39|0.49| 0.62| 0.60| 0.58

gpt-3.5-turbo

gpt-4-turbo (A+E) | 0.66| 0.79] 0.72| 0.74| 0.59| 0.66 | 0.70 | 0.69 | 0.69
Pt (A) [053]092]067]071]0.19] 0.30] 0.62| 0.55| 0.49
(A+E) | 0.66 | 0.86| 0.75| 0.80| 0.57 | 0.66 | 0.73| 0.71| 0.70
Spt-do-min (A) | 053/0.88]0.76| 0.64| 0.22] 0.33| 0.59| 0.55| 0.50
(A+E) | 0.62| 0.78| 0.69| 0.70| 0.52 | 0.59| 0.66 | 0.65 | 0.64
agE (A) | 052|0.84]064] 059] 0.23| 0.33] 0.56 | 0.54 | 0.49
(A+E) | 0.53| 0.82| 0.64| 0.59| 0.26 | 0.36 | 0.56 | 0.54 | 0.50
qemini-L.0-pro (A) | 057]0.45]0.50] 0.55| 0.66| 0.60 | 0.56| 0.55| 0.55
(A+E) | 0.56 | 0.65| 0.60| 0.59 | 0.50 | 0.54| 0.58 | 0.57 | 0.57
Jemini-L5-pro (A) | 055|0.77] 0.64] 0.61| 0.37| 0.46| 0.58| 0.57| 0.55

(A+E) | 0.67| 0.93| 0.78| 0.89| 0.54| 0.67 | 0.78| 0.74 | 0.73
(A) | 055|069 061|058 0.43]0.49| 0.56| 0.56| 0.55
(A+E) | 0.54| 0.75| 0.63 | 0.59 | 0.37| 0.46 | 0.57 | 0.56 | 0.54
(A) | 058|0.76]| 0.66| 0.65| 0.46 | 0.54| 0.62| 0.61] 0.60
(A+E) | 0.63| 0.97 | 0.76 | 0.93| 0.44| 0.60| 0.78 | 0.70 | 0.68

gemini-1.5-flash

claude-3.5-sonnet

Table 3.4: Performance of all models on Step Order Prediction when just providing an
answer (A) and when also explaining that answer (A+E). We report per-label as well as
macro average precision, recall and F1 score.

3.3.3 Experiments

How Good Are Model Predictions? Table 3.4 presents the performance of all the models
in di erent settings on Step Order Prediction. We present per-claep &ndNonDep
precision, recall and F1 score as well as macro average metrics on the class balanced

CaT-Bench. We make three main observations.

Models Struggle at Predicting Step Order In the zero-shot answer-only setting (A),
claude-3.5-sonnet records the highest F1 score overall of 0.@fpt-3.5-turbo  and

gpt-4-turbo are close behind with 0.59 and 0.58 respectively. Surprisiggih4o, the
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most recent frontier model, fares signi cantly worse at 0.49 F1. Its less powerful ver-
sion, gpt-40-mini , also performs similarly. All three Gemini modelgpt-3.5-turbo
gemini-1.0-pro , and gemini-1.5-flash ) also only manage an F1 of around 0.55.
Llama3-8Balso fares poorly with an F1 of 0.49. Most models are comparable or barely
better than a random baseline F1 of 0.5 on this balanced dataset showing that they are not

able to directly answer the dependence question.

Generating Explanations Improves Performance Results for adding explanations to
answers is shown in the (A + E) rows in Table 3.4. Seven of the nine mayteS,. 5-turbo
andgemini-1.5-flash  being the exceptions, have higher performance when also generating
explanations. The biggest improvement in F1 is seggpirdo (+0.21). With explanations,

the best result is the 0.73 F1 when usgemini-1.5-pro . While this is substantially better

than a random baseline, there is still signi cant room for improvement.

Models are Biased Towards Predicting DependenceMost models exhibit a higher recall

for the Dep set and signi cantly lower recall for th&lonDepset. This is particularly

true for the answer only setting ((A) rows), the exceptions bgpg3.5-turbo and
gemini-1.0-pro . Coupled with the substantially lower precision values ordbpset, this
suggests that most models exhibit a bias towards predicting dependence between any given
pair of steps. We hypothesize that they use temporal order of steps as a heuristic i.e, if a step
appears before another step it is more likely to be dependent than not, and thus becoming

biased towards predicting dependencies.

As noted earlier, using explanations improves the overall performance, translating to
more balanced precision/recall values@epthan when predicting answers alone. Since

the bias toward®epnecessarily means bias agaiNsnDep reduction in bias towardSep
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also translates to a more balanced performance onbeplandNonDepsets. However,
even with explanations, the bias towards predicting dependence still remains to some extent
for all models. Explanations improgpt-40 performance the most (+0.36) dionDep

guestions. They do not help smaller modélstna3-8B identify dependencies better.

Temporal Consistency For a pair of stepgstep;step), the answer to musitep

happen beforstep should be the same as the answer to nstesy happen aftestep
regardless of question type. For Table 3.5, we make two main observations: (i) Even the
most consistent modetgpt-40, gemini-1.5-pro andclaude-3.5-sonnet change their
answers to the before and after versions of questions in 20+% of the cases. The rest are far
more inconsistent witgemini-1.5-flash  changing its answers for more than 55% of the
guestions; (ii) Surprisingly, adding explanations reduces answer consistency for most models,
with gemini-1.5-pro (+24%), gpt-4-turbo (+14%) andclaude-3.5-sonnet (+31%)

being the only exceptions showing improved consistency upon generating explanations.

Chain-of-Thought Struggles In the experiments thus far, we have asked models to generate
explanations for their answers. In contrast, the standard Chain-of-Thought (CoT) prompting
strategy (Wei et al., 2022) can be seen as an explain-then-answer approach (E + A), where
we ask the model to generate reasoning or explanation that leads to its answer. In practice,
this step-by-step reasoning can be seen as allowing the use of intermediate decoding tokens
(like a scratchpad) in service to coming up with a possibly more accurate nal answer for
many tasks. Table 3.6 compares performance of CoT pronfi(ing A) to rst predicting

the answer and then explaining it (A + E) and simply providing an answer (A), all in the

zero-shot setting when usimggpt-40 .

2\We tried multiple CoT prompts, all wittemp = 0, but it had little e ect on performance.
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Model TC %

gpt-3.5-turbo  (A) 52.39
gpt-3.5-turbo  (A+E) 49.23
gpt-4-turbo  (A) 48.87
gpt-4-turbo (A+E) 55.00
gpt-40 (A) 79.86
gpt-40 (A+E) 67.46
gpt-4o0-mini  (A) 70.56
gpt-4o0-mini  (A+E) 57.54
Llama3-8B(A) 60.42
Llama3-8B(A+E) 55.77
gemini-1.0-pro (A) 53.38
gemini-1.0-pro (A+E) 49.79
gemini-1.5-pro (A) 55.14
gemini-1.5-pro (A+E) 79.65
gemini-1.5-flash (A) 45.92

gemini-1.5-flash (A+E) 43.10
claude-3.5-sonnet (A) 45.14
claude-3.5-sonnet (A+E) 76.83

Table 3.5: Robustness of di erent models on the temporal consistency me@jc (
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P R F1 TC%

(A) 062 055 049 79.86
(E+A) 0.77 0.65 0.6 83.66
(A+E) 0.73 0.71 0.7 67.46

Table 3.6: Performance gjfpt-40 on the Step Order Prediction task when just predicting the
dependency (A) vs predicting and explaining the judgment (A+E) vs using chain-of-thought
prompting (E+A).

While chain-of-thought (E + A) results in an improvement over the answer-only
setting (A), its performance is far below its counterpart (A + E). This contradicts the
expectation that it is better to use CoT for intermediate reasoning rather than answering
and then generating explanations. An emerging body of work has demonstrated similar
performance drops when using CoT (Liu et al., 2025). However, we note that (E + A) does
lead to the highest temporal consistency among all approaches. Looking closer, Table 3.7
shows the performance of these method®epquestions. CoT (E + A) has a higher bias

towards predicting dependencies compared to both (A) and (A + E).

P R F1

(A) 053 0.92 0.67
(E+A) 0.59 0.98 0.74
(A+E) 0.66 0.86 0.75

Table 3.7: Performance gjfpt-40 on the Step Order Prediction task when just predicting the
dependency (A) vs predicting and explaining the judgment (A+E) vs using chain-of-thought
prompting (E+A) orDep

Further manual analysis of the explanations shows that (E + A) generates more
vacuous explanations (e.g. just stating that a pair of steps are independent without digging
deeper into what makes them independent). Additionally, (E + A) makes errors by
misunderstanding entity states for a step. Unsurprisingly, both settings su er from some
hallucinations, sometimes missing the content of the steps being asked about. We present
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Goal: lightly spiced tomato and red lentil soup
Steps:

1. Heat the oil in a saucepan.

2. Add onion and cook over low heat for 7-8 mins...
3. Stir in celery and carrot and cook for 3 mins...

9. Blend the soup using hand-held blender.
10. Check the consistency.
11. Season to taste.

Question: Explain why or why not Step 10 must happen after Step 3.

Model Answer: Step 10 does not need to happen after Step 3 because the eggplant needs to be
cooked before blending.

Human Score: 1.0

Figure 3.6: Example of hallucinations produced®yT-4in the (E + A) setting.

an example of such hallucinations in Figure 3.6. These results are further indicators of

brittleness and inconsistencies in models' reasoning about step dependencies.

We also include zero-shot results wih-preview, which was released just before
the time of publicationol-preview uses search over chain-of-thought explanations as part
of its inference processOn CaT-Bench, this model achieves state-of-the-art performance
scoring 0.80 F1. This is better than both zero- and few-shot performance of any other model,
and even achieves the b8t at 85%. However, even this powerful model shows a bias
towards predicting dependence (F1 of 0.83) between steps more than their non-dependence

(F1 of 0.76).

3.3.4 Conclusion

Understanding plans requires reasoning about their di erent aspects such as precon-

ditions and e ects. This paper introduc€aT-Bench, a new benchmark to evaluate the

Shttps://openai.com/index/introducing-openai-ol-preview/
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causal and temporal reasoning abilities about plans. Despite the remarkable strength of
current SOTALLM s, we nd that none of them are very good at understanding whether
one step in a plan must precede (or succeed) another. Particularly, they are much worse at
knowing when there iaota dependency between steps. We also nd tha¥l predictions

are not robust as measured by two metrics of consistency. PronyitMg to provide an
answer and then to explain it improves performance signi cantly, and surprisingly performs

better than chain-of-thought prompting.
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Chapter 4: Future Work

Figure 4.1: In the multimodal entity tracking benchmark (MET-Bench), a vision-language
model (VLM) predicts the nal entity state from the initial state and actions which update
the entity state. The initial entity state is provided as text and the actions are given as images
or as text. The predicted nal state is a text representation of the entity state.

We present proposals for immediate work based on completing MET-Bench (Cohen

and Mooney, 2025) and conclude with a discussion of long-term research directions.

4.1 Short-Term Proposals and Current Work

The short-term proposal is the completion of our ongoing work on MET-Bench by
building evaluations for the embodied domain Minecraft. This domain o ers a realistic
setting for evaluating the limitations of frontier models for action reasoning and world
modeling more broadly. We review in-progress work on MET-Bench and then detail how to

extend this benchmark to embodied domains.
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4.1.1 Multimodal Entity State Tracking

Entity state tracking is a fundamental challenge for arti cial intelligence systems
and an important component of reasoning about actions. Agent actions lead to changes
in the states of entities in the environment. Reasoning about these entity state changes
is critical for building e ective decision-making agents. While recent work has assessed
entity tracking performance in text for Chess (Toshniwal et al., 2022; Kim and Schuster,
2023), these evaluations do not address the capabilities of multimodal models which power

sequential decision-making agents in real-world tasks (Cohen et al., 2024).

To address these limitations, we propose MET-Bench (Cohen and Mooney, 2025)
which extends traditional text-only entity tracking to the multimodal image and text setting
for two domains:multimodal ChesandShell Gameas shown in Figure 4.1. In MET-Bench
we formulate multimodal entity tracking as a sequential state estimation task. An agent must
infer the nal state of the environment given an initial state and a series of observed changes

to the state in the form of actions on the state. At each timetstiye environment is in

agent receives observatioAs corresponding to each action, which may be textdafy)

or visual A ["%9). The objective is to infer the nal state,

wheref is the function modeling entity state updates.

41.1.1 Results

We nd that current models, despite strong performance on pure text tasks, struggle
to maintain accurate entity representations when processing mixed text and image inputs

as seen in Figures 4.2 and 4.3. In the image modality, the performance of most models is
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no better than random on relatively short image sequences. These shortcomings do not
stem primarily from perceptual limitations, as our evaluations show that the models can
accurately perceive MET-Bench tasks but fail to reason about changes in entity state as
shown in Table 4.1. We also nd that models trained explicitly for reasoning like Gemini
2.5 Pro (DeepMind, 2024) and Claude 3.7 Thinking (Anthropic, 2025) perform better on
MET-Bench in both modalities.

(a) Chess accuracy with text actions. (b) Chess accuracy with image actions.

Figure 4.2: In the text action setting, the reasoning models Claude 3.7 Sonnet Thinking
and Gemini 2.5 Pro, maintain the highest accuracy at longer sequence lengths. All models
struggle to maintain accurate board representations in the image action setting, with Claude
3.7 Sonnet Thinking performing the best. 95% con dence intervals.

4.1.2 Embodied MET-Bench

Our current results on MET-Bench evidence the limitations of LMMs for entity
state tracking; however, while the domains explored enable straightforward and scalable

evaluation, they are of limited realism.

We propose extending MET-Bench to Minecraft, which has become a widely used
embodied domain for testing the limitations of frontier models for decision making (Fan
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(a) Shell Game accuracy with text actions. (b) Shell Game accuracy with image actions.

Figure 4.3: In the text action setting, the reasoning models Claude 3.7 Sonnet Thinking and
Gemini 2.5 Pro achieve the highest performance over long action sequences. In the image
action setting, the accuracy of all models except Gemini 2.5 Pro decreases to rand0m by
actions. 95% con dence intervals.

et al., 2022; Wang et al., 2025; Li et al., 2025b; Hafner et al., 2025b). Minecraft's popularity
stems from its high degree of di culty for current decision-making agents and diversity

of open-ended tasks. While recent work has led to impressive performance in some of the
game's challenging subtasks (e.g. mining diamonds (Hafner et al., 2025a)) nishing the
main portion of the game and building generally capable agents remains a grand challenge

for Al (Wang et al., 2025).

4.1.2.1 Evaluation

The evaluation contains two components. In the automatic component, the model
must correctly predict the states of entities in the world after sequences of actions. We
propose to utilize demonstrations from the existing Minecraft demonstration dataset BEDD
and MineRL (Milani et al., 2023; Guss et al., 2019). These contain human demonstrations of

various Minecraft tasks including challenging tasks Ilik#ain diamondsvhich take skilled
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Model Start (%) End (%) Overall (%)

Chess

GPT-40-mini 67.260.9 57.4+1.0 46.4+ 1.0
GPT-40 96.4£ 0.4 98.6+0.2 95.2+ 0.4
Shell Game

GPT-40-mini 100.0-0.2 100.0-0.2 100.0-0.2
GPT-40 100.0-0.2 100.0-0.2 100.0-0.2

Table 4.1: Percent image-action classi cation accuracy (with 95% CI) for various models.
We report the accuracy of predicting the action start (e.g. e2), end (e.g. e4), and overall/UCI
action (e.g. e2e4) for both Chess and Shell Gam&Gd00image actions.

players on the order of tens of minutes to complete. The datasets have paired sequences of

images, symbolic actions, and symbolic representations of agent state.

We propose augmenting these tasks with human-provided questions and answers
from the annotation platform Amazon Mechanical Turk about the state of other entities in the
demonstrations. For example, the presence and absence of entities produced and consumed
during the tasks, keeping track of the number of entities observed in certain demonstrations,

and the positions of entities.

Each question about entity state will be paired with one or more perceptual questions
to disambiguate the e ects of low perceptual acuity in LMMs (Sharma et al., 2024). We
divide the embodied MET-Bench tasks into two types:

Perception: The model must accurately describe the objects and events in image observations
of the game-world.

World State Modeling: The model must reason about a sequence of image observations,
text actions, and symbolic entity states to predict the state of entities in the game-world at

the current time step.

As in our current work on MET-Bench, these models are scored using accuracy
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Figure 4.4: In the embodied extension of MET-Bench, we evaluate the LMMs on tasks
related to perception and reasoning about world state changes in Minecraft. Frontier models
Gemini 2.5 Pro and GPT-5 struggle with the example tasks.

against ground-truth answers. This leaves open the question of why models fail on certain
entity-state tracking tasks. One potential method for understanding model failures is to
inspect the reasoning chains-of-thought (Wei et al., 2022) they produce when solving

MET-Bench tasks.

4.1.2.2 Qualitative Reasoning Evaluation

Current MET-Bench results show that reasoning-based methods improve entity
tracking performance. We propose having human raters evaluate model-generated reasoning

for correctness and collecting ground-truth human-annotated chains of thought for the
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