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Abstract
Optimizing over complex functionals evaluated on geometric objects can be very difficult,
especially when the objects are biological molecules that require atomic-level resolution. At this
scale, minor fluctuations in atomic position or small minor angle perturbations can result in a
drastically different solution. Performing accurate calculations for quantities of interest (QOIs)
is essential for drug design, biological reasoning, etc. While much attention has been paid to fast
and efficient computations of these QOIs, the uncertainty of the underlying biological objects
is typically ignored. Proteins are usually assumed to be static and accurate, of which both
assumptions are almost always violated, whether due to natural breathing of protein molecules
or averages over multiple possible conformations. Sometimes the error can be ignored, but just
as often cascading errors lead to a completely unreliable solution. Better than reporting a single
statistic for specific QOIs is to report a range of possible values with confidence intervals.
The goal of this research is to quantify the uncertainty (through confidence intervals) that
exists in two critical structure-related QOIs: template-based homology modeling and proteinligand docking. To perform this uncertainty quantification, the first contribution of this research will be to provide a probabilistic graphical model for protein molecules that correctly
incorporates uncertainty arising both naturally and from technological limitations. The next
contribution of this research will be to efficiently draw samples from this graphical model, with
efficiency deriving both from number of samples and total coverage of the potential problem
domain. From these samples, it will be possible to calculate distributions and confidence intervals or tail bounds similar to Chebyshev or Chernoff bounds. These tail bounds will not only be
important for evaluating individual proteins, but for evaluating the sensitivity of certain QOIs
to small perturbations in the input.
One of the motivations of this research is to provide a comprehensive, accurate model of the
human voltage-gated sodium (NaV ) channel, which has only partially been done in the past.
The major impetus for the work surrounds the binding of small, naturally-occurring toxins (from
pufferfish, shellfish, poison frogs, and scorpions—to name a few) that completely disrupt the
conducting properties of these channels. By using the pipeline developed in this research, I will
be able to create a computational model of the human NaV channel, complete with confidence
intervals on important QOIs.
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Introduction

The field of drug design is a laborious and often drawn-out process. First, because the search
space is vast (estimates vary from 1013 to 10180 , with reasonable estimates at around 1033 [1]);
and second, because it takes many years to get from a potentially-beneficial drug to one that
is actually FDA approved. There are two general methods for drug discovery: experimental
high-throughput screening and virtual screening.
In the high-throughput experimental screening method, a micro array (a plate with n × m
wells, each big enough for a single molecule) is bound with millions of potential drug compounds
[2]. The protein of interest is washed over this plate, visually illuminating cells into which the
protein binds to the compound, thereby creating a set of chemical leads (potential structures
that could potentially lead to a usable drug). The benefit of using experimental screening arrays
is that, once a lead has been found, it is known that the compound can be created, and that
the protein of interest does, in fact, bind to the drug. However, the major drawback is that,
even under the best of circumstances, the total number of chemical compounds available on
screening arrays is still several orders of magnitude away from the total number of potential
drug compounds. Additionally, even once a lead is determined, the task still remains to provide
the mechanism of binding action, the active sites on the protein, and the binding affinity, each
of these processes which can lead to serious delays in the completion of a drug discovery project
[3, 4].
For this reason, virtual drug screening has been used. In virtual drug screening, computational models of the protein are used, and binding affinities of the protein to many different
drugs are calculated. As long as protein model is sufficiently accurate and the correct computational models are used (energy calculations, sampling techniques, etc), the search space can
effectively be traversed. However, unless these simulations accurately model what is happening
in the wet-lab, they will not produce results that are biologically relevant. Protein docking is
one area of computational drug design that has been studied extensively. In this method, the
interactions between a given drug (the ligand) and larger protein (the receptor) are simulated.
Each simulated interaction (docking) is scored computationally, and these scores are used to
infer how well a drug binds to its host protein.
The exact process of modeling a biological system such as drug docking is a difficult one, and
there are many assumptions that must be made. When representing a given receptor or ligand
protein, for example, one must decide with what granularity the protein will be represented. At
too high of granularity, it will be impossible to determine even the basic shape complimentarily
between two possible drug ligands and the desired protein receptor. On the other hand, requiring
the protein model to be too exact by specifying the location of every electron for every atom, for
example, would not be able to capture the natural breathing and movements of the molecule.
Furthermore, even the most advanced X-ray crystallography or electron microscopy have a
limited precision, as low as 1 or 2Å. When not handled correctly, this unknown error can
propagate to future steps, and in some cases, negatively affect the final prediction.

1.1

Ion Channel Drug Discovery

For many proteins of interest, high-resolution 3-dimensional structures are not easy to come
by. Ion channels play a very important part in the human subsystem, everything from sending
electrical impulses to muscles instructing their contraction or expansion; controlling hormonal
release and uptake; and even determining pain transmission and response [5]. In addition, drugs
that target ion channels play a significant part in the pharmaceutical world, with upwards of
$24 billion in annual expenditures [6].
However, creating a sufficiently-accurate computer model for ion channels—especially for
human or other vertebrate hosts—is not a trivial task. Typical methods for 3D model construction like X-ray crystallography or cryo-EM are difficult to use. Not only is it difficult to express
them in a host cell such as E. coli—largely because of their complexity and the post-translational
modifications that take place in the human host—but it is extremely difficult to capture them
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in their native environment, i.e. the lipid bilayer [7].
The task, then, of drug discovery for ion channels becomes slightly more difficult. The first
step is to create a confident model of the channel. This can be done by using homology modeling
of a similar channel (for example, using the bacterial NaV channel as a template for the human
NaV channel). Once the structure of the channel has been confidently determined, the drug
discovery process can continue. Even when the protein 3D structure is determined via X-ray
crystallography, for example, there are some uncertainties. Bounding these uncertainties and
determining their impact on later stages of the drug-discovery pipeline is extremely important.

1.2

Specific Aims

This research will focus on the computational drug discovery process, specifically for the human
NaV channel. The major contributions of this work will be twofold:
• create a model of the NaV channel that is supported by existing biological requirements,
and
• determine and quantify the uncertainty of the model, especially as it propagates to further
steps in the drug-discovery pipeline.
Obviously, the steps listed above cannot be performed independently, but each will contribute
to the success of the other. For this research, a pipeline will be developed to generate confident
structures of receptor-ligand pairs. At each step of the pipeline, the biological requirements will
be evaluated, and the uncertainty—and what will be propagated to the further steps—will be
quantified. This pipeline can be broken into three independent steps, which can be generalized
to the computational drug discovery problem for other receptor-ligand pairs. This research will
focus mainly on the first two items, however, the relevancy and efficacy of the work will be
observable through application of the third step.
1. Develop and implement a methodology to “complete” the structural model of the NaV
channel in the specific binding regions of the toxins, and quantify the uncertainty of the
model as a whole.
2. Computationally elucidate the structure-function relationship based off changes in the
toxin binding affinity for the NaV channel with different primary amino acid sequences.
Determine and quantify the uncertainty generated both during this step and the uncertainty propagated from the previous step.
3. Improve the scoring function observed when docking to be able to provide a relationship
between computationally-determined change in free energy and experimentally-determined
binding affinity.
This work will focus mainly on the protein-drug complex formed by the human sodium channel and the toxins tetrodotoxin (TTX) from pufferfish and saxitoxin (STX) from shellfish. While
the tools developed here will also be applicable to other ligand-receptor complexes (especially
small-molecule ones), the final goal of this research will be to create an accurate, comprehensive,
and atomistic-resolution model of the NaV channel.
An important part of this work will be to quantify the uncertainty in the model, and determine how this propagates to future steps in the protein-docking pipeline. Since even the
slightest change in the amino acid sequence of the protein can potentially have drastic effects on
the binding affinity of toxins, it is important to understand—and quantify—how atomic-level
changes in the computationally-derived model effect the toxin binding site predictions and eventually binding affinity. Thus, uncertainty quantification and error propagation will be pervasive
throughout my research.
Section 2 will give the necessary background on sodium channels, homology modeling, and
protein-ligand docking; and Section 3 will give a detailed description of the prior work in the
field of probabilistic models, including Markov random fields and uncertainty quantificatio.
Finally, Section 4 will provide some preliminary results, and Section 5 will describe in detail my
approach.

2
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Background and Significance

As early as the 1950’s when the Hodgkin-Huxley model was published [8], researchers have been
interested in understanding how cellular nerve signaling works. The Hodgkin-Huxley model gave
explicit formulas describing not only how a single cell polarity changed, but how a given signal
was propagated to distant cells. Their work on the squid giant axon garnered them a Nobel Prize
in 1963. Crucial to this work was the specification of how signaling works: At resting potential,
sodium and potassium ions are pumped across the cell membrane and into the surrounding
fluids in order to maintain the proper polarity. Then, the cell excitation involves two parts, first
the opening of sodium channels, which allow only sodium ions to flow from the outside of the cell
to the inside (causing a depolarization), followed by the opening of potassium channels, which
allows only potassium ions to flow back out of the cell (leading to a re-polarization). When the
cell finally returns back to its resting potential, the sodium/potassium pumps are activated, and
the sodium/potassium concentration is returned to normal.
This research on the squid giant axon—which was selected because the axon was so large—
has lead to studying much smaller pieces of cell signaling, such as the sodium channels themselves. At this finely-grained level, there are many questions to answer. For example, the
voltage-gated sodium channel (NaV ), responsible for cell signaling, has the ability to select
Na+ ions over any other atom by several orders of magnitude [9]. However, in spite of its very
high selectivity, the rate of flow of sodium ions through the channel is almost near that of
diffusion [10].
At the atomistic level, there are even more interesting questions. There are only 9 different
NaV genes that are expressed across mammals, all of which are relatively similar at the sequence
level. However, small changes at key locations in the channel sequence create radical differences
in the expressed phenotype of the channel. For example, pufferfishes naturally secrete a toxin,
tetrodotoxin (TTX), that is extremely dangerous to humans. This toxin binds extremely well
to the sodium channel, completely preventing sodium ions from passing through. This prevents
any electrical signaling from happening which eventually can lead to complete paralysis for the
victim. As an essential building block of life, Pufferfishes also must have sodium channels in
their cells, but somehow, these channels are completely resistant to the toxin. Not only do
pufferfish sodium channels have different resistances to this toxin, but even different sodium
channel genes in the human body have different susceptibility to the toxins. Further research
has shown that it is only a very few, select amino acids in the pufferfish NaV gene that creates
this resistance.
It is for this purpose that scientists have sought to create a better model of the NaV protein.
With a complete understanding of the model properties—and why different channels are more
or less susceptible to toxins—one can understand more fully the why behind channel properties.
Some of the first insights into the general structure of the NaV protein were gained when it
was realized that charged toxins like tetrodotoxin (TTX) and saxitoxin (STX) competed with
Na+ ions, effectively preventing them from passing through the pore [11]. Even today, the
binding affinity of these toxins has contributed to the confidence of models.

2.1

Protein Synthesis

The process of empirically determining a protein sequence is extremely important not just to
this work, but to the work of understanding proteins in general. As such, it has been around
for many years. Currently, there are two general methods for sequencing proteins: the Edman
method, and mass spectrometry (MS) and its flavors. Since the primary sequence is the starting
point for creating an accurate assessment of the uncertainty in a protein, I will briefly describe
each of these methods here.
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2.1.1

Edman Method

The Edman method, named after Pehr Edman’s method published in 1950 [12], consists of
determining the protein sequence mainly by chemical degradation. The typical scenario consists
of the following steps:
1. Determine the relative count of each peptide in the sequence. This is performed by hydrolysis with HCl as a catalyst, breaking the peptide bonds that hold each amino acid together.
The hydrolyzed elements are then subjected to ion chromatography, giving a quantitative
count of each amino acid. However, care must be taken because not all peptides degrade
at the same rate, and the HCl hydrolysis entirely destroys tryptophan [13].
2. The next step uses Edman degradation to strip off and label one amino acid at a time. The
chemistry takes advantage of the final NH3 on the N-terminus end of the protein chain.
3. However, the above process will quickly degrade the entire protein, so it can only be
performed on peptide chains 30–50 in length. To circumvent this process, a “shotgun” approach is used to break the original protein into smaller pieces, determine its constituents,
then piece them all back together again.

2.1.2

Massively Parallel MS/MS

Today, most of the methods for determining a protein sequence involves tandem mass spectrometry (MS/MS), in a method known as shotgun proteomics. When MS/MS was first applied to
protein determination, the major benefit was that it could “identify >100 proteins in a single
run” [14]. Today, several improvements and adaptations have been applied to MS/MS, for an
array of different target experiments. For a more in-depth review of these methods (including
top-down, bottom-up, and middle-down methods), see [15] or [16].
The idea behind MS/MS is somewhat similar to that of the Edman method. Each protein
is broken into small pieces, and the pieces are measured by a mass spectrometer, which gives
a mass/charge output for each fragment. The spectrometer is capable of reading up to 105
components with an error of <1ppm [17], leading to the highly parallel nature of MS/MS.
These fragments are compared against a database of existing fragments, and the protein is
assembled piece by piece.
Because the mass spectrometer has such high accuracy, the uncertainty introduced in the
system will be negligible. However, the most studied part of determining protein constituents
arises in existing database search. The mass of similar proteins is roughly the same, so they will
likely have a similar footprint. Unfortunately, very different proteins can also have the same
fingerprint, which would lead to a very poor classification of a single protein. It is for this reason
that the error in the input protein sequence must necessarily be quantified. Since obtaining a
correct protein sequence is very important, the false-positive rate of these database searches
has been studied thoroughly, typically being able to identify between correct targets and decoys
[18, 19].

2.1.3

Recent Improvements to MS/MS

There has been a lot of work in determining the accuracy of MS/MS, both on the technological
side and the database search side. Keller et al. looked at several different methods of MS/MS
used to determine the quantity of protein in a sample, and calculated the correlation between
the predicted and realized counts [16].
There have been several methods to increase the accuracy of the database search method.
The earliest methods used EM to compute probabilities for a given peptide assignment based
off properties of the database [20]. Recent methods have used decoys (false proteins present in
the database) to reduce the overall number of false positive matches [21, 22]. When combined
together, the number of false positives drops even further [23]. Methods such as these can be
used to create an accurate error profile for an input protein sequence.
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Figure 1: The structure of the NaV channel, including one α and two β subunits. Within the α subunit
are shown the four repetitive domains, each having 6 transmembrane segments. Also highlighted are
the positively-charged residues on segment S4 and the pore loop between segments S5 and S6. Image
from [31].

2.2

On the Voltage-Gated Sodium (NaV ) Channel

The first mammalian sodium channel proteins were isolated in 1978 from the eel electric organs,
specifically Electrophorus electricus [24]. Because of the high binding affinity between TTX
and the NaV channel, the toxin could be used as a selecting agent to differentiate between
NaV proteins and other proteins, thereby isolating the channel for further study. Over the
next decade, the technology for describing proteins increased, and in 1984, scientists were able
to not only isolate the channel, but determine its protein sequence by analyzing the cDNA
(complementary DNA cloned from the NaV mRNA) from the same eel organs [25]. Soon after,
the same group isolated cDNA for two distinct rat NaV proteins, and found that despite their
relatively high sequence homology (about 87% between rat channels and 60% between rat an
eel), there were slight differences, especially in relation to toxin binding.
The tertiary structure of the sodium channel consists of a heterotetramer (four repeats)
joined together to form a central pore through which the Na+ ions pass. Each of these domains
consist of 6 segments, one of which contains highly-charged residues (see Figure 1). This was
determined using a graphical matrix-similarity algorithm developed by [26], in which a given
protein sequence was aligned with itself, and filled cells in the matrix represent regions of the
protein that have similar amino acids (where similarity is determined based off properties of
each amino acid). Large bands in the matrix were then visible, and, in the case of the eel NaV
channel isolated by [25], showed the 4 regions that later were labeled “repeats.” This work was
replicated by [27] for two rat brain channels, by [28] for a third rat brain channel, by [29] for a
fourth, and by [30] for a rat skeletal channel. Today, there are 9 identified NaV channels, each
with slightly different sequence homology (but no more than 50% difference), slightly different
toxin susceptibility, and typically found in different regions of the body [31].
The goal of this research is to identify how the sequence differences between these 9 different
NaV genes (and differences between species or even specific strains) lead to structural differences
and varied toxin binding affinities. In addition, there are even small sequence differences among
species that express the same gene. This research will attempt to describe which amino acids
are crucial to NaV performance, and which changes are benign.

5

Table 1: Some statistics about different NaV channel genes [31, 32]. The channels are expressed in
different locations, have different activation and inactivation potential energies, and have different
responses to toxins like TTX. NaV genes 1.5, 1.8, and 1.9 are insensitive to TTX, whereas 1.1, 1.2, 1.3
are especially susceptible.

gene
NaV 1.1
NaV 1.2
NaV 1.3
NaV 1.4

location
neuron
neuron
neuron
skeletal muscle

activation (Va )
-33mV
-24mV
-23 to -26mV
-26 to -30mV

inactivation (Vh )
-72mV
-53mV
-65 to -69mV
-50.1mV

NaV 1.5
NaV 1.6

cardiac
brain

-47mV
-8.8mV

-84mV
-55mV

NaV 1.7

neuron

-31mV

-60.5mV

NaV 1.8
NaV 1.9

dorsal root ganglion
peripheral sensory
neurons

-16 to -21mV
-47 to -54mV

≈-30mV
-44 to -54mV

2.3

TTX EC50
6nM
12nM
4nM
5nM in rat,
25nM in human
Kd =1-2nM
1nM in rat,
6nM in mouse
4nM in rat,
25nM in human
60mM
40mM

On Selecting the Region of Interest

As can be seen in Figure 1, the entire NaV channel consists of both a α and β subunits. Golden
et al were able to express a functioning NaV channel from the rat brain (NaV 1.4) in Xenopus
oocytes (complete with TTX and voltage sensitivity) with just the α subunit [33], so an accurate
model need not incorporate the β. This region of interest can further be narrowed down to just
the pore region, for three reasons.

2.3.1

Electronegativity of adjacent residues

First, previous work on the voltage-gated potassium channel (KV ) showed that small changes in
the electronegativity of the residues surrounding the pore significantly altered the conductance
of the channel. Using this as a template, the first studies of the pore region identified similar
residues in the NaV channel that greatly reduced the channel conductance, whereas the adjacent
residues did not [34]. In addition, it was noticed that most of the pore residues were negatively
charged, and that changing them to decrease net negativity showed “a marked decrease in
channel conductance” [35]. It was further shown that these residues were not important to the
pore just by reason of electrostatic attraction, but possibly formed ion-specific binding sites
[36]. Even the selectivity of the channel toward Na+ , K+ , and Ca2+ was shown to change when
each of the four pore residues were modified [37]. Perhaps more importantly, it was shown
that by only changing two residues in the NaChBac (the Bacillus halodurans NaV channel)
pore region, the channel could be changed from preferring Na+ to preferring Ca2+ [38]. Finally,
using these studies and some additional knowledge of the required conformational state of the
protein, Benitah et al. used energy minimization techniques to computationally reconstruct the
pore region, showing that the backbone must not be rigid as the pore opens and closes [9].

2.3.2

Binding of toxins

The second reason for selecting only the pore region as the region of interest is that the toxins
that completely block the channel are only affected by changes in the pore. One of the more
extensive studies on the pore channel used the binding affinity of TTX with over several different
genera and nearly 30 species of pufferfishes (which naturally contain high levels of TTX) [39].
In previous studies, it was shown that TTX blocks Na+ ions from entering the pore, so the
authors sought to identify which evolutionary changes developed this resistance in pufferfishes.
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A phylogenetic tree was constructed from the protein sequences of each species, including several TTX-sensitive out-groups to identify a possible group of pore mutations that caused the
inheritance. With this set of pore mutations, the authors used mutagenesis to express a NaV
channel in Xenopus oocytes with each corresponding change. They then washed the channels
with a solution of TTX to determine channel sensitivity.
In the end, the authors identified several (at least one from each of the four repeats) different
mutations that caused as large as a 3,000-fold resistance to TTX. One of the more surprising
findings was that several of the mutations occurred in a region that is typically very highly
conserved in NaV channel genes. While some of the mutations caused a decrease in channel
performance, among other things this study helped identify which pore residues were essential
to channel function.

2.3.3

Similarity of pore across channels

The third, and perhaps most significant reason for focusing on the pore region is the abundance
of similar crystal structures that can be used. The first sodium channel to be crystalized was
NaV Ab, the NaV channel belonging to Arcobacter butzleri, a strain of bacteria [40]. At this point
in time, the human potassium channel had already been crystalized [41], and while the primary
sequence of the two channels was not identical, the pore structure shared many similarities. By
focusing on just the pore region, we can use a greater number of existing crystal structures as
templates for the sodium channel structure.

2.4

On Using Mutagenesis to Create a Confident Model

As can be seen in Table 2, it is often useful to create multiple structures of the same channel.
Sometimes, the differences of the 3D structure are in properties of the channel themselves, such
as the closed and potentially inactivated states of NaV Ab. Just as important is the comparison
between wild-type (wt) and mutant organisms, as is also seen with the NaV Ab channel. It has
already been discussed that very small changes in the primary sequence can cause drastically
different phenotypic differences. A good measure of our understanding of the sodium channels
is the ability to use one, confident structure to predict a second structure that differs only in
one or two places.
In biology, this is referred to as site-directed mutagenesis, a process by which an original
protein sequence is modified in a few locations, and then inserted into a simple organism (usually
in E. coli or Xenopus oocytes) and expressed biologically. Once it can be certain the new protein
is present, experimental measurements can be calculated and compared against the original
molecule.

2.4.1

IC50

One of the measurements that is often taken with drug discovery is the IC50 value. This quantity
is, simply, the concentration of toxin or drug that is required to inhibit a biological process by
50%. For sodium channels, the biological process is channel conductance and the toxin is TTX
or STX. This amount can be calculated experimentally by recording the change in voltage inside
the cell without the toxin present, and then steadily increasing the toxin until the voltage change
is reduced by half. For small concentrations of toxin, IC50 can be computed according to [42]
by:
Itoxin /Imax
(1)
IC50 = [toxin]
1 − (Itoxin /Imax )
where Itoxin is the current seen when the toxin is present, Imax is the maximum current (without
toxin presence), and [toxin] is the concentration of the toxin.
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This IC50 value can then be used to produce the inhibition constant, KI , by the following
Cheng-Prusoff equation [43] (see also [44]):
KI =

IC50
1 + [toxin]

(2)

Km

where Km is the Michaelis constant, which is defined as the ligand concentration at which the
velocity of receptor-ligand binding is half max [45].
Finally, we can compute the change in free energy (∆G) by the following rate law equation:
∆G = −RT ln KI

(3)

A detailed discussion on the methods for calculating ∆G for a molecule or the change in ∆G
from bound to unbound form (∆∆G) of the ligand-receptor complex is beyond the scope of this
work. It is sufficient to say that the correct method for approximating ∆G are numerous and
varied, and is certainly a non-trivial task. However, it will be within the scope of this work to
determine which of these methods are best able to calculate values for ∆G that can relate to
the changes in IC50 under different mutagenesis models.
Finally, it is important to note that IC50 values have been determined biologically for many
different NaV channels [42, 46–49]. Often, these NaV channels are created by mutagenesis.
This gives us a view into the physical structure of the channel: by changing a single residue to
cause it to be less electronegative, does this increase or decrease the binding of TTX and other
toxins? When the conductance of the channel without the presence of toxins is also included,
the structure of the model is doubly confirmed.

2.4.2

Phylogenetic Analysis

The ability to mutate and express a sodium channel in a controlled experiment is much different
from determining which channels actually occur in the wild. Even though it may be possible to
express a mutated channel in E. coli, it might not be functional in a vertebrate host. However,
nature itself has a procedure for mutagenesis in natural selection. For example, bark scorpion
toxin activates NaV 1.7 and induces a pain response in many organisms. However, the grasshopper mouse has evolved a unique immunity to this poison: the gene to express NaV 1.8 has been
changed so the toxin binds especially well to this channel, thus preventing the pain response
from being transmitted to their brain–inducing a sort of analgesia [5].
Many other papers have looked at how natural selection has caused other similar patterns
in vertebrate animals. Jost et al. examined how resistance to guanidium neurotoxins evolved
separately in several different pufferfishes, and although these channels evolved independently,
the resistance to toxins was often conferred under identical mutations [39]. Bosmans et al. looked
at the sequence similarity among many different kinds of toxins, and determined whether they
affected the Na+ , K+ or Ca2+ channels [50]. Together, these phylogenetic studies can give more
insight into what types of mutations are conducive to small-ligand binding. Not only will this
lead to a confident model of the sodium channel, but it can also provide direction toward a more
efficient drug-discovery process.

2.5 Temperature Factors, Ramachandran Plots, and Other Measures
of Uncertainty
Even if the resolution of the crystal structure were to be 1.5Å there will always be some inherent
uncertainty: the molecules themselves are not stationary. Atoms can vibrate, electron clouds
can shift, and the final crystal structure is an averaged atomistic position—another source of
uncertainty (see Figures 2a and 2b). In order to model this uncertainty, most structures in the
PDB have a B-value or temperature factor associated with each atom. Low temperature factors
(under 10) indicate that the atom is not moving very much, and there is high confidence in the
position. High temperature factors (greater than 50) indicate a very low confidence: there is
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so much movement in the atom or protein chain that its precise location cannot reasonably be
determined.
This temperature factor, sometimes called the Debye-Waller factor (after the first authors
to formally describe and solve the X-ray diffraction problem [51, 52] and described in great
detail by [53]), comes in two forms: isotropic and anisotropic. Isotropic energy factors are are
represented by a single parameter corresponding to the radius on each atom in the PDB file.
Anisotropic temperature factors incorporate more information, such as different conformations
in different cells of the crystal lattice, vibrations within the molecules, lattice defects, and lattice
vibrations on the whole. These factors are described by six parameters, the unique elements of
a symmetric 3x3 matrix describing the 3-dimensional movement of a molecule [54, 55].
Simply stated, B-factors are a measure of the error in the match and fit of specific atoms
within the electron density cloud constrained by the protein’s primary, secondary and tertiary
structure and inter-atom biochemical/biophysical forces. B-factors are derived from structure
factors, which are based on the Fourier transform of the average density of the scattering matter.
The structure factor, F (~h), for a given reflection vector, ~h, is the sum of the optimized parameters
for each atom type j, and position x~j and as defined by the following equation:




X
1 ~ t~
~
fj exp − Bj h h exp 2πi~h t x~j ,
F (h) =
4
j
where fj is the scattering factor, Bj is the B-factor for atom j, and x~j is the 3-dimensional
position of each atom [54].
If we assume that the static atomic electron densities have spherical symmetry (or, more
specifically defined by a trivariate Gaussian, ~u), this can be converted into the anisotropic
temperature factor commonly used, T (~h) [56]:
h
i
T (~h) = exp −2π 2 h(~h · ~u)2 i ,
where the univariate Gaussian form (needing not the direction of ~h, but only its magnitude) is
described by:


T (|~h|) = exp −8π 2 hu2 i(sin2 θ)/λ2 .
2

2

(4)
2

Finally, the B-factor is defined as B = 8π hu i, and a B-factor of 20, 80, or 180Å corresponds
to a mean positional displacement error of 0.5, 1, and 1.5Å, respectively.
In addition to individual atomistic uncertainty, there are also global measures of a crystal
structure’s accuracy. One of these such values is the R-factor, which can be computed as [57]:
P
h,k,y ||Fobs | − |Fcalc ||
P
R=
,
(5)
h,k,y |Fobs |
where h, k, and y are the coordinates in the frequency space, and Fobs and Fcalc are the observed
and calculated frequencies, respectively. A lower value of R suggests a better-fitting model, and
therefore a better structure.

Free R-value From Equation 5, it is obvious to see that the R-value can be made arbitrarily
small by including more frequencies, or a more densely packed frequency space (more values of
h, k, and l). To overcome this, the free R-value was introduced by [58]. The free-r value is
calculated by dividing the values in the frequency space into two disjoint sets, T and A, and
using one set, A, to calculate all frequencies, Fcalc , and use the other set, T , to calculate the
free-R value, as thus:
P
h,k,y∈T ||Fobs | − |k||Fcalc ||
f ree
P
,
(6)
RT =
h,k,y∈T |Fobs |
Brunger et al. [58] suggest to use 10% of the data points in the construction of T , shows that
RTf ree > R, and suggests that the difference between RTf ree and R is uniformly distributed and
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(a)

(b)

Figure 2: (a) Temperature factors for receptor of PDB 1OPH. The surface regions with shades of
green represents areas with small temperature factors (low variability) and red color represents large
temperature factors. (b) The space of possible surfaces that explain the experimental temperature
factors. Dark gray colored surface shows the mean molecular surface (given in the PDB). The red
colored density map shows the distribution of surfaces generated by sampling coordinates based on
temperature factor.

is actually a function of the resolution. The R-free value is now used as a primary value for
each protein in the PDB.

2.5.1

Ramachandran Plots

During the early years of describing protein conformation, it was determined that an entire
polypeptide could be described by only two (or three) torsion angles (the line of intersection
between two planes; defined by four atoms in sequence). Further, Ramachandran et al.[59] found
that, when considered together, there are entire regions of the combined angle space that are
completely prevented by the van der Waals interactions between different atom types. Further,
these regions could be categorized according to the secondary structure of the protein chain for
many different secondary structure types.
The same procedure can also be done with the side-chain torsion angles, and similar patterns emerge. A sequence of possible side-chain assignments becomes a rotamer. Since not
all rotamers are possible, traditional rotamer libraries will remove low-occuring conformations.
The most popular backbone-dependent rotamer library is developed by the Dunbrack lab [60],
which provides Pr(ri |φ, ψ), the conditional probability of seeing an individual rotamer given the
assignment of two backbone angles. Further rotamer libraries have been developed that provide
the probability of seeing a particular torsion conformation based on the surrounding torsion
angles, or Pr(φi , ψi |φi−1 , ψi−1 , φi+1 , ψi+1 ).

2.6

Existing Crystal Structures

There are many different crystal structures that can be used as a template for the vertebrate
NaV channel. Many of these can be found in Table 2.
The abundance and varying quality of potential template structures presents an important
source of uncertainty to be quantified. The resolution of a crystal structure gives an insight into
the confidence of the model. At 4Å resolution, it is only possible to see α-helices and β sheets.
At 3.7Å resolution, it becomes possible to make out the main chain with some clarity, and at
3.5Å the confirmation of some aromatic side-chains can be determined. It is not until 2.9Å or
lower that the conformation for all side-chains becomes visible, and it is not until 1.5Å that
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Figure 3: Original Ramachandran plot, described in [59]. Solid lines represent the “normally allowed”
range for φ and ψ torsion angles, and dotted lines represent “outer limit” of allowed angles. Regions
are labeled according to secondary structure: α and Lα (left-handed) helices, β sheets, and 310 and
polyproline (poly P) helices. Source: “Ramachandran plot original outlines” by Dcrjsr - Own work.
Licensed under CC BY 3.0 via Commons

Table 2: Selection of NaV and KV crystal structures. For a more complete list, including crystal models
from several other channels, see [7].

Name
NaV Ab

Species
Acrobacter butzleri

PDB
4EKW

NaV Rh
KV chim

Alphaproteobacterium
HIMB114
Rattus norvegicus

KV 1.2

Rattus norvegicus

KV AP

Aeropyrum pernix

2A79
3LUT
1ORQ

KcsA

Streptomyces lividans

1BL8

TRPA1

Homo sapiens

3J9P

3RVY
4DXW
2R9R
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Notes
wild-type; 2 potentially
inactivated states
Ile217Cys mutant; closed
wild-type

Res
3.2 Å

Ref
[61]

2.7 Å
3.1 Å

[40]
[62]

chimera between KV 1.2
and KV 2.1
open
fully resolved
complex with an Fab, includes voltage-sensing
domain
only has two transmembrane segments
cryo-EM of the human
TRPA1 ion channel

2.4 Å

[41]

2.9 Å
2.9 Å
3.2 Å

[63]
[64]
[65]

3.2 Å

[66]

4.4 Å

[67]

individual atoms can be resolved [68]. Quantifying this uncertainty and determining what kinds
of affects it will have on further steps of the pipeline is crucial to creating a confident model.
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3

Related Work for Specific Aims

Drug discovery and design has been well-studied for many years. However, because the field is
so vast and varied, it is not possible to create a single tool that will work for every protein-drug
pair. In this section, I will describe some of the existing research that has been done in related
fields. Some of this will be possible to use directly in this work, but others will require significant
alterations before they can be adapted. Part of the proposed research will be to determine what
and how much is needed to change.

3.1
3.1.1

Creating a Confident Structure
Temperature Factors and Protein Mobility

For an extensive list of B-factor citations related to this work, see [69].
In this research, I will be studying the link between structural certainty and the mobility of
the protein. The idea is not a novel one. Altman et al. postulated that there are two (nonmutually exclusive) explanations for high B-factors: motion within the protein, or multiple
conformations of the protein that have been averaged [70, 71]. Much of the research has either
surrounded determining the correlation between temperature factors and additional features,
such as buried or non-buried secondary structure [72], amino acid residue type [72], or mobility
(larger values imply higher mobility) [73].
The other class of study focuses on using information from electron density clouds to predict
alternative structures. Lang et al. sampled the electron density cloud around side-chain dihedral angles in an attempt to find additional conformations that could explain the data equally
well. They found that a significant number of proteins have unreported alternate conformations
[74]. Burnley et al. created a translation/libration/screw (TLS) model to encode movement in
proteins, largely based off of B-factors. They used this to model the “intra-molecular breathing
or domain shifts” and create a collection of models to describe the one protein [75].
Finally, there has been some interest in creating a more “accurate” B-factor statistic—one
that more represents the uncertainty in the actual proteins. Kuzmanic et al. tried to correlate the crystalized B-factors with experimental “B-factors” determined by molecular dynamics
simulations. They did not find a high correlation between these numbers, and suggested that
this could be due to improper conformational averaging [76, 77]. Touw and Vriend also noticed
that B-factors can differ across PDB files, so they created BDB, a databank of PDB files with
consistent B-factors [69].

3.2

Homology Modeling and Structure Generation

From even the earliest crystal structure models, it can be observed that even if two proteins are
evolutionarily related, the amino acid sequence could vary significantly while the 3-dimensional
structure remains basically the same. For example, globins are proteins responsible for transporting and storing oxygen, and are crucial for life in a variety of different organisms. A study
performed by Lesk and Chothia examined the sequence and structure homology from 9 of these
different globins. They found that, even though the sequence identity was relatively low (only 16
to 88% pairwise similarity) the structural homology was surprisingly high—especially in critical
regions [78].
This is the key insight to homology modeling. If related proteins have the same 3-dimensional
structure even though their amino acid sequences are fairly different, then it must be possible
to align the sequences and postulate that the similar regions also had similar structure. This
was the approach taken in one of the earliest homology modeling projects, where a physical
structure of hen egg-white lysozyme was constructed with wire and plastic elements, and then
changed by hand to create bovine α-lactalbumin [79].
Today, the potential of homology modeling is somewhat debated. On the one hand, several
authors have suggested that “the protein-folding problem can in principle be solved based on the
current PDB library” [80], or even that the entire space of possible three-dimensional structures
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is covered by templates in the PDB [81]. However, there are still structures that remain to
be solved, especially for proteins that span the cell membrane or are heavily influenced by
quaternary structure (the structure from several different proteins).
Homology modeling, in essence, is the process by which one, known structure is used as a
template for another, unknown (target) structure. The basic protocol, first outlined by [82, 83]
and still followed by most modeling software today, are the following:
1. Identify a template structure (or template structures), and align the target sequence to
the template sequence,
2. For well-conserved parts of the target/template pair, copy the template backbone structure
according to the alignment,
3. For segments that are not well-conserved, build the target structure by some sort of predictive method based upon existing knowledge, and
4. Add side chains to the backbone, using the template structure whenever possible.
I will describe these steps here.

3.2.1

Sequence Alignment

It is possible to use the template because there is high sequence similarity between the two
proteins, which would suggest that there would also be high structural similarity. However,
this leads to the first homology-modeling-based source of uncertainty: determining sequence
similarity.
Several methods have been used to determine the similarity between two sequences. The
first, most naive method, is simply the Hamming or edit distance [84] between two sequences x
and y, H(x, y), which is frequently used in string comparisons. This is defined as:
min(|x|,|y|)

H(x, y) =

X

I(xi , yi ),

(7)

i=1

where I(a, b) is an indicator function that is 0 if a is the same character as b and a positive
number if it is not. Two sequences that have the same characters and the same length have a
distance of 0. For DNA/RNA and protein sequences, this is typically changed to a Hamming
score, where mismatched characters are assigned a score of 0 and matching characters have some
positive score. In this case, well-matching sequences have higher scores.
The benefits of using the Hamming score is that the running time is O(min(|x|, |y|)), or
linear in the length of the shortest sequence. However, the Hamming score performs very poorly
under insertions or deletions (gaps). For example, given two sequences, x and x0 , where x0 is
the sequence ax (the concatenation of some character a with sequence x). Intuitively, the edit
distance between these two sequences would only be the addition of character a (and would
have a score nearly identical to H(x, x)), but in practice, the score between the two sequences
can be very high.
For this reason, it is necessary to allow for the introduction of insertions and deletions into
one or the other sequence. If insertions and deletions are allowed, it then becomes necessary to
determine whether a global or local alignment is desired. In the case of the global alignment,
a dynamic programming algorithm such as the Needleman-Wunsch [85] is typically used. The
alignment score for two sequences, x with length n and y with length m, with gap score g and
alignment score between two characters s(a, b), is calculated by using the dp-matrix, N W . Let
N W be a (n + 1) × (m + 1) matrix, computed as follows:
1. Initialization: Set N Wi,0 = i ∗ g for i = 0, . . . , n and N W0,j = j ∗ g for j = 0, . . . , m.
2. Recursion: For i = 1, . . . , n and j = 1, . . . , m:

 N Wi−1,j + g
N Wi−1,j−1 + s(xi , yj )
N Wi,j = max
(8)

N Wi,j−1 + g
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The Needleman-Wunsch score for the optimal alignment of the two sequences is N Wn,m .
A final pairwise alignment can be created between two sequences, x and y, with the traceback
algorithm in Algorithm 1. At each step, the algorithm will either output match (characters xi
and yj should be aligned in the output), insertion (character yj should be aligned to nothing
in x), or deletion (character xi should be aligned to nothing in y. For example, let x be
P GGKIGIAV and let y be P IGGV IAV , then the final alignment will be:
P-GGKIGIAV
| ||| |||
PIGGV--IAV
where a vertical bar represents an alignment between two characters (even if they don’t match,
as is the case with the K in x and the V in y), and a dash in a sequence represents a gap
inserted.

Algorithm 1 The traceback algorithm for the Needleman-Wunsch algorithm. The algorithm will
output symbols for either match, insertion, or deletion.
Set i and j to 1
while i < n & j < m do
if N Wi,j = N Wi−1,j−1 + s(xi , yj ) then
Output match
Set i to i − 1 and set j to j − 1
else if N Wi,j = N Wi−1,j + g then
Output insertion
Set i to i − 1
else
Output deletion
Set j to j − 1
Over time, several adaptations of the Needleman-Wunsch algorithm that have become popular in various fields. The Smith-Waterman algorithm [86] finds the optimal local alignment,
by adding the value 0 into the max operator. This prevents penalizing long stretches of gaps
followed by significant stretches of matches. In addition, the optimal alignment score is not
always located at N Wn,m , but an additional search for the maximum cell must be performed
after the alignment. Affine gap costs, as introduced by Altschul and Erikson [87], allow for
separate gap penalties for the initial and subsequent gaps. Instead of having a constant, g,
be the gap score, a function g(k) is used, where k is the current number of gaps having been
inserted. g can be a linear function, or just apply a constant score for open and extend gap
scores. When applying sequence alignment to protein sequences, it is even more important to
not have a constant match/mismatch score for the scoring function s(a, b). Instead, matrices of
match/mismatch penalties have been created from typical evolutionary probabilities, called the
PAM [88] or BLOSUM [89] matrices.

Types of Alignment Generally speaking, there are five different alignment types for protein sequences, ranging in input from a single amino acid sequence to multiple protein structures.
I will describe each of these here.

Sequence-Sequence Alignment A sequence-sequence alignment is the most straightforward and common alignment. The inputs used in this method are just the DNA nucleotides or
amino acid sequence of the protein. If the input is DNA nucleotides, most alignment algorithms
will translate these into amino acids before aligning, as the latter are more robust to single
point mutations that do not have an impact on the final protein structure. Common algorithms
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used are Needleman-Wunsch [85] or Smith-Waterman [86], both of which are implemented in a
variety of packages, including ClustalW [90].
One of the major observations that leads to better alignments is that the structure of a
protein may be conserved even if the sequence is not. The following higher-order algorithms
leverage this fact in different ways.

Sequence-Based Sequence-Profile Alignment A sequence-profile alignment seeks
to leverage conserved protein structures to improve the alignment. The sequence-based profile
consists of a position-specific scoring matrix (PSSM), where each position in the alignment is a
different vector containing the frequency of each amino acid at that position. These frequencies
are derived from aligning multiple sequences, typically from related or highly-similar sequences
found by programs like PSI-BLAST [91], a specialized version of BLAST [92] that uses iterative
PSSMs to improve the number of sequences found. Note that these sequences don’t need to be
related biologically, only at the primary sequence level.
Multiple Sequence Alignment (MSA) A multiple sequence alignment (MSA) is an
extension of the sequence-profile alignment described above, used when multiple target sequences
are available. The general motivation behind MSA is that evolution between two distantlyrelated species may be large and therefore hard to find a good alignment of the sequences, but
if enough species are selected, eventually a short-step path from one sequence to the other may
be identified. Naively, the running time of MSA is O(M L ), where M is the number of sequences
and L is the length of each sequence, but progressive refinement (Muscle [93] and T-Coffee [94])
and divide-and-conquer [95] strategies have been used to significantly reduce the running time.
MSA alignments align all target and template sequences together to find a global alignment,
instead of aligning each separately.
Structure-Based Profile-Profile Alignment Structure-based profile-profile alignments include secondary or tertiary information to further improve the alignment accuracy.
Secondary information such as helices, sheets, or loops can be predicted with relatively high accuracy from the target sequence, and tertiary information can be extracted from the template(s)
structure(s). Structure-based profile-profile alignments typically perform best in homologymodeling experiments [96]. For a thorough listing of profile-profile programs and their efficiency,
see [97, 98].
Structure-Based Alignment Structure-based alignments are the “gold standard” of
alignment. If the structure for the target and template are both known, then the structures are
aligned (with RMSD-based algorithms like TM Align [99] or SKA [100]) and the corresponding
sequence alignment is then extracted. Alignments generated by one of the methods above are
then evaluated against this alignment as the percentage of correctly-aligned positions divided
by the number of non-gapped positions in the structure-based alignment [96].
Graphical Models and the PHMM Graphical models have been applied to sequence
alignment in the form of pairwise hidden Markov models (pair-HMMs) [102, 103]. These HMMs
have three hidden states, M , Gx , and Gy , corresponding to a match in the sequences, a gap in
the x sequence, and a gap in the y sequence (see Figure 4). The advantage of using pair-HMMs
is the ability to calculate the posterior probability, P (xi  yj ∈ a∗ |x, y), or the probability that
positions xi and yj will be matched in an alignment, a∗ , generated by the model. In the case
in which one sequence is stipulated as a reference sequence, Clement et al. used pair-HMMs
to calculate marginal probabilities, or the total probability of aligning a single character in the
reference sequence to any position in the sequence of interest [101]. Do et al. used pair-HMMs
to generated better multiple sequence alignments (MSA), using a Viterbi approach to calculate
both the state transitions probabilities and the best possible alignment [103].
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Figure 4: A pairwise alignment (top) and pair-HMM (bottom) alignment of two DNA sequences.
On the pairwise alignment, identical characters have a vertical line between them. Gaps that are
inserted into either sequence to create the optimal alignment are also designated. For the pair-HMM
alignment, transitions are shown between the M , Gx , and Gy states. Specific state probabilities (PXY ,
the probability of matching an X with a Y and staying in the M state) and transition probabilities
(TXY , the probability of transitioning from state X to Y ) are also shown. Image from [101].

The MSA HMM will generate a probability matrix, Pxy , where Pxy [i, j] = P(xi yj ∈ a∗ |x, y),
or the probability that letters xi and yi are aligned under alignment a∗ [103]. The alignment
a∗ is the maximizer of the expectation-maximization algorithm, where the maximization is over
all possible alignments:
X
1
Ea∗ (accuracy(a, a∗ )|x, y) =
P(xi  yj ∈ a∗ |x, y).
(9)
min{|x|, |y|} x ∼y ∈a
i

j

∗

The solution to this maximization (a ) will be used to update the posterior probability of seeing
each pair of aligned amino acids, as follows:
1 XX
zk P(xi  zk ∈ a∗ |x, z)P(zk  yj ∈ a∗ |z, y).
(10)
P(xi  yj ∈ a∗ |x, y) ←
|S|
z∈S

Repeated expectation-maximization steps will be performed until the algorithm converges on
an optimal alignment.
The importance of the alignment in homology modeling cannot be understated. Forrest et.
al looked at the effect of alignment types on the homology modeled result in channel proteins.
They observed that a profile-to-profile alignment with the native BLOSUM62 matrix performed
the best [96].

3.2.2

Piecing Together: Homology Modeling vs Threading

As a general rule, any method that uses an existing, template, structure to solve for an unknown
protein target can be referred to homology modeling. However, in the minutia, it is important to
distinguish homology modeling, specifically, from threading, a different form of template-based
modeling.
The main strength of homology modeling as a tool is that, when a template protein with a
highly-similar sequence to the target can be found, creating a new structure from the template
is quite easy. Because of the sequence =⇒ structure relationship, a high global similarity in the
sequence leads quite easily to a high global similarity in the structure.
However, what is to be done when there are no global matches for homology modeling? This
is where threading is useful. Assume that each protein can be broken into smaller subunits,
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often called “folds” or “domains,” for which a conserved 3-dimensional structure can be derived.
Then, a map can be created, with the consensus sequence and corresponding structure form
the key-value pair. Furthermore, the “sequence” need not be composed of only 1-D elements
(just the amino acid sequence), but can instead consist of a 3-D profile: the secondary structure
assigned to the sequence, whether the amino acid is buried or exposed, or even evolutionary
information. The target sequence is then “threaded” by pieces through the database, with
corresponding structures being assigned at the best matching location.
The idea behind threading, then, is that even if the global sequence is not highly similar
between the target and existing templates, local folding can still be conserved. To date, there
exist two main protein fold databases, CATH [104] and SCOP [105, 106], which categorize each
fold based on a hierarchical structure (family, superfamily, fold, etc.). Identifying correct “local
folds” is not a trivial task, however, and the correctness and completion of a database can be
debated. However, even though the PDB has grown substantially over the past several years,
the size of the fold databases has remained largely the same [80, 81, 107], which suggests that
at least at a high level, these databases are complete.

Scoring As early as 1963, it was found that proteins tend to have consistent properties—
such as Φ and Ψ torsion angles from the Ramachandran plot [59]. Today, most of the homology
modeling software employ similar methods, but these are instead based off of vast libraries with
thousands of proteins, such as a list of bond parameters [108]; the backbone-dependent rotamer
library by the Dunbrack lab [60]; Pro-Check [109] or What-Check [110] that check internal
structure of proteins; or MolProbity [111, 112], which checks and reports on an extensive list of
inter-atom and geometric properties.

Homology Modeling Software As defined above, homology modeling algorithms are
those that largely use existing protein structures as templates. There are many homology
modeleres, but among the most popular are Swiss-Model and Rosetta. We will describe each of
these here.
Swiss-Model The Swiss-Model modeling suite [113, 114] is one of the more popular modeling suites, and the current version allows the user to define multiple protein structures as input
templates. Swiss-Model is a homology The scoring criteria for Swiss-Model is a modification of
the QMEAN score [115, 116]. Under this scoring scheme, geometric features such as pairwise
atomic distances, torsion angles, and solvent accessibility, are compared to expected values, and
a score similar to a Z-score is produced. An overall Z-score which includes both the match of
the templates to the target and the expected geometric features is also produces as an overall
assessment of accuracy.
Rosetta Rosetta [117–119] (and the online server Robetta) starts by breaking the protein
into smaller domains can be matched to existing structures from Pfam. The matches are used
as templates to create thousands of decoys, or slightly modified proteins that don’t actually
(but possibly could) exist in nature. These decoys are clustered according to similarity, and
used to create a final model with an associated confidence score. This confidence score is based
upon the likelihood of finding similar matching templates among all possible decoys, the time
to convergence with decoy clusters, and the length of the protein [120].
Threading Software For the threading variety of homology modeling software, there are
two different types of algorithms: database-oriented, where databases of previous protein sequences and their corresponding 3-dimensional structures are used during the threading procedure; and cluster-based, where large sets of similar proteins (decoys) are generated, modeled,
and the resulting structures are clustered. Three programs that exemplify these classes are
described here.
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RaptorX The original Raptor program [121, 122] showed the potential of threading algorithms when no significant template match could be found. This threading paradigm first
started by scoring the target sequence according to homology similarity (the score between a
specific target segment and the best-matching potential template). When the homology score
(called the NEFF score) is large, the template structures are followed more closely. When the
NEFF score is low, the threading software relies more heavily on a nonlinear scoring function
(a regression tree constructed trained on large amounts of data) based on structural aspects of
the target. RaptorX [123] provides a web-based server and several optimizations to accuracy
and speed.
Modeler The goal of Modeler [124], is to optimize spatial restraints of the target protein.
These spatial restraints can include anything from Cα − Cα distances to main-chain and sidechain dihedral angles, and are represented as PDFs. The restraints also include angles and
bond parameters from the template structures, which are generated from averaged statistics of
both large databases and closely-related homologous proteins. Modeler uses the DOPE score
(Discrete Optimized Protein Energy) [125], an atomic, distant-dependent statistical potential
that takes into account existing structures and sequences.
I-Tasser I-Tasser [126–128] is similar to Rosetta in that it creates and clusters many
decoys; however, these decoys are the result of running a series of 7 threading programs specified
by LOMETS [129]. The results of I-Tasser are ranked by a confidence score called the C-score,
which is defined as:
)
(
7
1 X Z(i)
1
M
×
,
(11)
×
C-score = ln
Mtot
hRM SDi 7 i=1 Z0 (i)
where M is the number of structure decoys for the particular structure, Mtot is the total decoys
for all clusters, hRM SDi is the average RMSD to cluster centroid, Z(i) is the z-score generated
by the ith LOMETS threading application, and Z0 (i) is a scaling factor for the ith threading
application. This C-score is typically between -5 and 2, and higher values suggest a more
favorable model.

3.2.3

Side Chain Packing

An important aspect of homology modeling is the ability to place the side-chain atoms once the
backbone atoms have been placed. This is a process known as “side-chain packing.” The goal
of side-chain packing is to maximize the energy of an assignment of n side-chain atoms, E(A)
[130]:
n
X
X
E(A) =
S(Ai ) +
P (Ai , Aj ),
(12)
i

i6=j

where S(Ai ) is the singleton probability of a particular side-chain occuring independent of all
other side-chains, and P (Ai , Aj ) the pairwise probability of a side-chain assignment occuring in
its environment. One of the major hurdles of the side-chain packing problem is that, potentially,
each atom in the protein could have an interaction with every other atom, causing a naive
O(N N ) optimization algorithm. In addition, without applying strict constraints to the location
of individual side-chain atoms, the high-dimensional product space is difficult to effectively
sample from.
Typically, the second limitation is solved first, by discretizing each side-chain into a possible
set of rotamers, based off databases of probabilistic torsion angles such as that provided by
Dunbrack [60].
Second, the algorithms typically use a flavor of connected components to divide the space of
potential interacting atoms. If it is not possible for any atom in one component to interact with
any atom from another component, the two subsets of side chains can be optimized separately.

19

Recently, the work of Xu and Berger provided a guaranteed bounds for their algorithm, TreePack
[130]. They showed that, given an upper and lower bounds for the possible interaction distances
between two atoms, Dl and Du , the maximum number of possible interactions was
3

Du
.
∆= 1+
Dl

(13)

Then, they showed that, by using a tree decomposition technique, they could provide a guaranteed running time bounds of O(N ntw+1
rot ), where N is the number of residues in the protein,
nrot is the average number of rotamers for each residue, and tw is the tree width, which can
further be guaranteed to be O(N 2/3 log N ). In practice, a heuristic approach can be used to
create trees that have a typical width of only 4 or 5.
SCWRL4 [131, 132], using the TreePack algorithm, is the de facto standard for side-chain
placement, providing a very fast and highly accurate (globally optimal according to the implemented energy function) side-chain packing algorithm.

Ranking In addition to internal scoring mechanisms, there are several third-party programs
that rank these software on a somewhat regular basis:

CAMEO At the end of every week, there is a lag of 5 days between when the PDB has
received its new protein models and when it posts them publicly. During this time, CAMEO
[133] submits each protein sequence to the list of active servers, and collects the predicted 3dimensional structure. When the PDB results are publicly available, CAMEO scores each server
based off the distance between predicted and actual C-α atoms.
CASP The Critical Assessment of protein Structure Prediction (CASP) [134] is a contest
held biannually Ê(most recently as CASP11 in 2014), and consists of a number of different
categories. Notably, this includes homology modeling, threading, and de novo protein structure
prediction.

3.3

Docking Programs

Note: A more thorough listing of docking programs can be found in [135]. This section will only
be using a subset of those that are available to highlight the main differences.
Docking programs can be categorized according to the approach taken to three general
problems:
• representation of the docking space,
• scoring function of docking poses, and
• flexibility of the input models.

3.3.1

Representation of the Docking Space

Since the natural space for protein docking is R3 space, it is important to represent the docking
procedure in a way that will both be consistent with nature and computationally feasible. There
are three general categories of methods that have been used to discretize this space logically:
systematic, stochastic, and deterministic.

Systematic search The systematic search algorithms typically begin by identifying a small
number of atoms in the ligand and the receptor that will be interacting in the final phase
of docking. Some algorithms require this information as input (FlexX [136, 137] or Haddock
[138]), and others use structural or energetic properties of the ligand and receptor such as surface
geometry pockets or energy minima (Glide [139] and DOCK [140]). The remainder of the ligand
is added in a way that will reduce clashes and provide for energetically-favorable bonds and
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interactions. Finally, each potential ligand location is scored, and the top-ranked locations are
reported to the user.
One of the major benefits of the systematic search methods is that the process more closely
resembles nature. The continuous R3 space can be discretized locally as needed, and, more
important, this procedure naturally leads to a straightforward method for implementing flexible
ligands—the protein can be broken into pieces (as in FlexX and DOCK), and each piece added
to the ligand in the most energetically favorable position. One of the major limitations of these
methods are that they relies heavily on the location of the original contact ligands, in the worst
case they either completely miss the correct starting location or tend to resemble something
brute-force.

Stochastic search Stochastic search methods use methods similar to gradient descent,
MCMC (such as MCDock [141]), or, when the change in energy of the docking system can be
bounded, bounded A* search [142]. One of the more widely used stochastic search paradigms is
genetic algorithms, employed by DOCK [140], GOLD [143, 144], and AutoDock [145–147]. In
these methods, the chromosomes are representations of torsion angles of all possible bonds (one
each for the ligand and receptor), and other characteristics such as possible hydrogen bonds.
The fitness function of each potential docking represents the energy of the system and ligand,
the strength of the hydrogen bonding network, and the interactions between the receptor-ligand
docking. This setup allows for the traditional use of genetic algorithms (crossover, mutation,
migration, etc) to be employed for protein-ligand docking.
The strengths of the stochastic search methods are that they are well-understood, wellbehaved, and well-described. MCMC, A* search and genetic algorithms have each been studied
extensively for other applications, and seem to prove a natural fit for ligand docking. However,
one of the major drawbacks to these methods is that they are frequently prone to local minima—
especially when the minima is in a steep valley. Frequently, this is the case with small ligands,
as small perturbations in torsion angles can have significant effects on global energy values. In
addition, stochastic searching methods can be time-consuming (the entire search space needs to
be explored), and their stochastic nature does not lead them to be reproducible.

Deterministic search Deterministic search methods include Fourier-based approaches and
energy minimizations. The former, typically used in protein-protein docking (such as F2Dock
[148, 149]), uses convolution in the Fourier space to simplify the operations that need to be
performed in R3 . Energy minimization techniques use steepest descent, conjugate gradient,
or (L-)BFGS until the energy forces on the system are zero. In addition, molecular dynamics
simulations can be used; however, these typically are very slow, and with current limitations of
only nanoscale resolution, do not do a good job of exploring the search space.
3.3.2

Scoring Functions

Arguably more important than the method for sampling the search space is the method by which
individual samples are scored. Several independent papers have shown that slight variations in
scoring functions can have drastic impact on the overall docking result [150, 151]. For this
reason, it is important to classify the types of scoring functions that are used.
Generally speaking, three different kinds of scoring functions are used for receptor-ligand
docking: forcefield-based, empirical, and knowledge-based. In addition, several methods have
tried a consensus-based approach, with varied success. I will describe prior work on each of
these here. While there has been a recent resurgence of scoring functions for covalent docking
[152, 153], there is minimal evidence for covalent bonding between various toxins and the NaV
channel, and while past research may have suggested the presence of a weak covalent bond
[154–157], most of the current research suggests an electronegative, rather than covalent bond
(see, for example [34, 158]). We will not discuss covalently-bonded scoring systems here.
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Forcefield-Based Forcefield scoring functions define the energy of a molecule to be the sum
of many forces, typically including the strength of van der Waals and electrostatic interactions.
For example, the AMBER [159] forcefield (used by DOCK [160], AutoDock [146], GOLD [144],
and others) is defined as:
X
X
KΘ (Θ − Θeq )2
Kr (r − req )2 +
Etotal =
angles
bonds
X
Vn
+
[1 + cos(nφ − γ)]
2
dihedrals
#
"
X Aij
Bij
qi qj
(14)
+
12 − R6 + R
Rij
ij
ij
i<j
where Kr and KΘ are scaling parameters, and req and Θeq are average bond length and
angles, respectively, learned from a training set. The final summation is of van der Waals and
electrostatic interactions, based upon the atom types and radii.
It can be noted that for rigid docking, the bonds, angles, and dihedrals of each molecule do
not change with docking poses, so the only energy terms that really differ are the van der Walls
and LJ interactions between the ligand and receptor. However, when using flexible ligands, the
first three terms become important again, as bond lengths and angles can change.
Additionally, since the AMBER energies are optimized for molecules with amino acids, the
energy of small, non-protein drugs or compounds will be unknown. In this case, Gasteiger
charges calculated with PEOE (Partial Equalization of Orbital Electronegativity) [161] are the
norm, and are very similar to the AMBER energies, only optimized for individual atoms.
The major advantage of forcefield-based functions is that they are concretely grounded in
physics, using quantum mechanical computations to determine an accurate score. The major
disadvantage, however, is that the cost of the accuracy is speed, making them much slower than
their empirical or knowledge-based counterparts.

Empirical Empirical scoring functions differ slightly from forcefield-based in that they do
not typically include the costly quantum mechanical optimizations. Instead, they include energetic values that have been determined to be important from scraping large datasets like the
PDB. While they have not been around as long as forcefield approaches (most of the ability to
select and optimize parameters requires huge databases and optimizing over large quantities of
data), their simplicity to implement make them a favorite of many docking algorithms. Four
of the requirements for empirical functions, as defined by Elridge et. al are accuracy, range of
applicability, robustness of regression, speed issues and appropriateness for docking, and physical interpretability [162]. Obviously, tradeoffs in importance can be made to increase speed or
accuracy.
One of the more common traditional empirical formulas is the Böhm free energy function
[163, 164], defined as:
X
X
∆Gbinding =∆G0 + ∆Gbb
f (∆R, ∆α) + ∆Gionic
f (∆R, ∆α)
ionic int
h-bonds
+ ∆Glipo Alipo + ∆Grot N ROT,

(15)

where ∆R and ∆α are the ideal values learned from mining protein docked pairs, the ∆G∗
values are optimized to fit the training data, and N ROT is the number of internal rotatable
bonds (ignoring terminal -CH3 or -NH3 groups).
Empirical functions may also include terms for aromatic ring properties [136], metallic contacts [162], desolvation/hydrophobic properties [165], or even shape- and surface-matching properties [166]. In addition, the model upon which the parameters are trained and the final scoring
function is evaluated can also differ widely. Traditionally, most scoring functions employ a
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type of linear regression to determine the energy value, but some methods recently have shown
progress using support vector regression [166] or even random forests [167].
The strength of these methods is that they are very easy to compute, and have a multitude
of different parameters to optimize for. However, this is also a major limitation, as over-training
can lead to poor performance on non-similar protein interactions. As the number of proteinprotein interactions in the training set increases, the effect of over-training is minimized, but at
the cost of specificity: the properties of metallic ligands, for example, might be very different
from hydrophobic ones.

Knowledge-Based If the empirical scoring functions stray from the physical foundation of
the forcefield-based ones, then knowledge-based functions are decidedly (and often quiet openly)
not grounded at all in physical components. However, as the authors will point out, the functions
are quite fast, and often quite accurate.
The main impetus for using knowledge-based energy functions is that it is very difficult to
scale typical forcefield terms for both large proteins and small ligands. In addition, they do not
require fitting to a sometimes quite arbitrary learning function. Instead, they seek to represent
the entirety of the PDB as statistical properties. In this way, they can obtain a probability for
a given atom of a given type from the ligand to be a certain distance from another atom of
(possibly) another type from the receptor.
The typical energy for knowledge-based functions, KB score, is defined for the sum over all
atoms in the receptor and the ligand [168]:
X
KB score =
Aij (r),
(16)
kl
ij
r<rcutof
f
ij
where r is the distance between atoms of type i and j, subject to a cutoff at distance rcutof
f,
and the sum is over all atom pairs, kl, in the two proteins. Aij (r) is the specific score for each
pair of drugs, which varies only slightly based on the proposed scoring function. For DrugScore
[169], it is defined as such:

gij (r)
Aij (r) = − ln
g(r)
P P
g
i
j ij (r)
g(r) =
i∗j

(17)
(18)

where gij (r) is the normalized distance distribution function for atoms of type i and j at distance
between r and r + dr.
Finally, a scaling factor,  is used to relate the specific scoring function of the model to the
binding free energy:
∆G = KB score/
(19)
Improvements have been made to the function that include better weights, a larger input
database of protein-ligand pairs, or a better energy transition function (Equation 19). The
most significant improvements come in the number of ij states for which the function is defined.
P M F score [168] uses 34 states for the ligand and 16 for the receptor. DrugScore [169] uses
17 states for both the ligand and the receptor, combining sulfur sp2 with sulfur sp3 and N 4
(positively charged nitrogen) with N 3 . DSX [170], an extension of DSX, uses 69 unique states,
and found a success rate increase from 52.3 to 55.4%.

Evaluations and Consensus Scoring Several papers have showed that, while each scoring scheme captures fundamentally different aspects of the protein-ligand interaction, no one
method necessarily performs better than all others. To use a consensus scheme, individual functions score and then rank each docking pose. The final rank of an individual pose is the average
over all individual functions, and the accuracy of the consensus function is the deviation from
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Figure 5: The “anchor-and-grow” method, a common procedure for docking with flexible ligands.
Atoms in the ligand are docked to the receptor one at a time, in a greedy fashion. Ligand is from PDB
3rgf, shown as blue sticks, and receptor shown as surface colored according to likelihood of binding
location (red is unlikely; green is likely).

the top pose. Unfortunately, this does not translate well to computing values for δG, but these
can be computed offline with more compute-intensive algorithms.
Wang et al. showed how protein-ligand docking differed for 11 popular scoring schemes, and
then used all pair and triplet combinations of the top 6 schemes to evaluate consensus scoring
[150]. As could be expected, the consensus scoring schemes perform better than individual ones;
however, when the top two schemes are combined, the success rate does not improve, and when
the top three schemes are combined, the success rate only marginally improves (from 76% to
80%, compared with 84% of the top-scoring triplet).
Many other authors have found significant success (10-20%) for determining docked poses using consensus scoring [171, 172], which has caused other leading docking programs to implement
several additional scoring functions (like GOLD [151].

3.3.3

Ligand Flexibility

For protein-protein docking, sampling the entire conformational space for each protein is very
costly. Methods such as StoneHinge [173] identify bonds that are probably flexible in the protein,
and divide into “flexible segments.” However, most of the targets in protein-ligand binding are
very small, and (usually) the entire conformational space can be sampled.
A naive approach to flexible ligand docking is that used by Flex-E [174] for flexible receptor
docking. This method is to generate a large ensemble of putative ligand molecules, and then
dock each of them separately to the receptor (or ensemble of receptors). While this method may
not cover the search space as effectively as other methods, it allows the user to specify which
conformations are good and which are not possible.
One of the most commonly-used automatic methods for implementing ligand flexibility is a
greedy, incremental method [136, 137, 144, 145, 174], often referred to as the “anchor-and-grow”
method. As can be seen in Figure 5, the first step is to find a good match between one atom
in the ligand and another atom in the receptor. After this positive match is found, successive
atoms are placed in the neighboring regions, with some limitation on how far distant the search
will be employed. Additional atoms are added until a complete match is made between the
ligand and the receptor.
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While the anchor-and-grow method does not typically require the user to specify the bonds
that are flexible, it is not entirely autonomous. In order to reduce the search space, programs
typically require the user to identify the binding pocket, or a region to which the ligand binding
is limited. However, this information is typically known to the biologist, at least at some coarse
level.

3.4

Relationships Between ∆G and IC50

One of the major goals for this research is to use the values of ∆G computed during the proteinligand docking stage to impute potential IC50 values. Typically, the IC50 value is computed from
a linear regression model with hundreds of ∆∆G values and their corresponding dissociation
constants (Kd ’s). Let:
∆∆G = ∆G(receptor + ligand) − {∆G(receptor) + ∆G(ligand)} ,

(20)

which captures the total change in binding energy (binding free energy) from the combined
receptor/ligand pair to the uncombined single molecules. The imputed Kd value can then be
used to obtain a consistent value of IC50 . However, there are some limitations to this approach.
The first limitation is a functional one. When using a scoring function that includes a
few scaling factors that are several orders of magnitude bigger than others (such as the Θ∗
values in Equation 14), there is the possibility that very small changes in a small molecule
will not have any effect on the overall energy. This can be overcome either by re-learning the
parameters on training data composed largely of small molecules, or using a scoring function that
is more robust to such problems (such as a knowledge-based one). Even with this re-learning or
optimized scoring function, correlation coefficients can be as low as 0.4 and frequently do not
rise above 0.75 [162, 165].
The second problem is a theoretical one. The original Cheng-Prusoff equation, Equation 2
[43], was only shown to hold under certain assumptions. One of these assumptions is that,
for two competitive ligands, L and I with dissasociation constants KL and KI , respectively,
the equation KI = IC50 only holds under noncompetitive kinetics. When the two ligands are
competing, the concentration of both must be reported or the KI value is noninformative (see
[175]). Since Na+ and toxins like TTX or STX are competitive, a correct analysis of these values
must be used.
Additional approaches that have been used to empirically determine binding affinity have
been to use Kof f , which uses the residence time [176] instead of IC50 values:
Kof f =

1
.
residence time

(21)

Another option is to use pKd /pKi [165], or even to just compute the value of ∆G instead of
∆∆G, which is a much simpler task [177].

3.5

Internal Coordinates

An alternate representation of proteins, employed by [178, 179] and others is the internal coordinates representation. Under this representation, the position of each atom is only defined in
relation to the atoms around it, and the free variables are bond angles, bond lengths, and torsion
angles. This does not immediately reduce the total degrees of freedom (since in general, each
atom is bonded and therefore needs at least bond angles, bond lengths, and torsion angles);
however, if small-scale atomic vibrations are ignored, then bond lengths and angles become
constants, and the number of degrees of freedom is significantly reduced.
There are two different types of internal coordinate representations for proteins, the φ-ψ
torsion angle model and the (θ, τ ) representation.
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Figure 6: Graphical representation of the φ-ψ torsion angle model. All internal bond angles and lengths
are held constant, and the only rotatable torsion angles are the φ, ψ, and χj angles; ω is held constant
at π.

3.5.1

φ-ψ Torsion Angle Model

Under the φ-ψ torsion angle model, all bonds and angles are kept constant, except for two
backbone torsion angles, labeled φ and ψ, and the side-chain torsion angles, labeled χj (see
Figure 6). The ω torsion angle is kept constant at π due to the stoichiometry of the backbone.
All of these chemical stipulations lead to a model with significantly fewer degrees of freedom
without reducing the biological relevancy.
This internal angles representation was successfully applied to molecular dynamics (MD)
simulations. Traditional MD simulations model the protein in an aqueous solution, and use
Neuton’s laws of motions on a system of interacting particles to define the forces on each atom.
Coming up with a solution to this series of equations analytically is not possible, but if the forces
can be accurately modeled, the system can be simulated at discrete time slices. To simulate
the movements of the fastest-moving atoms (Hydrogens), the time slices for these “molecular
dynamics” (MD) simulations are typically on the order of femtoseconds. Unfortunately, the
quantum mechanical force equations are ill-conditioned, and numerical approximations prevent
simulations from lasting beyond the microsecond range [180].
The internal coordinates corollary of MD, known as Internal Coordinates MD, or ICMD,
uses the same idea as above, although instead of modeling the forces on each atom separately,
it uses the forces on each torsion angle. While the conversion from a Cartesian system of atoms
to the internal angles system does increase the complexity significantly, analytical solutions
do exist [181]. Because the model no longer needs to take into account the fluctuations of
hydrogen atoms (the position of most of these are ignored), the length of individual time slices
can be increased substantially, up to the order of picoseconds [179], which makes for much longer
simulation times. In fact, it performs as well—or better than—the explicit solvent MD method,
which requires representing each water molecule physically in the system [179].

3.5.2

(θ, τ ) Cβ Model

A second internal model that has seen recent success is the (θ, τ ) model (see Figure 7). Under
this model, each protein residue is reduced to only a single point in R3 —the location of the Cα
atom (only the backbone is represented; side-chain atoms are added later). Each successive Cα
position is defined relative to the previous position by two angles: one polar angle, τ , and a
second azimuthal angle, θ. Together, the two angles can be represented by a single point on the
surface of a sphere (see Figure 7).
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Figure 7: Plot of (θ, τ ) as vectors on the surface of the sphere. Colored regions belong to distinct classes
of angles, similar to the Ramachandran plots.

The (θ, τ ) representation has been used lately in the field of de novo protein structure
prediction. MD or ICMD are useful only if a model close to the actual model is known–
otherwise, it’s impossible to model long-range conformational changes. Traditional de novo
synthesis attempts to “fold” the protein in the same way it would fold in a cell—each successive
protein conformation having a lower energy value until the optimal lowest energy value has been
reached.
To simulate this protein folding, the (τ, θ) angles are sampled from possible set of angles,
similar to the Ramachandran angles (see Section 2.5.1). If the possible angle space is split
based off of several primary and secondary properties (amino acid type, secondary structure
type, neighboring amino acid type, etc), the plots can be represented by the Fisher Bingham
5-parameter (FB5) model, which is the corollary for vectors of a two-dimensional Gaussian on
the surface of the sphere. The probability of a vector on the sphere under this distribution can
be given as:



1
Pr(x) =
exp κγ1 · x + β (γ2 · x)2 − (γ3 · x)2
(22)
c(κ, β)
where c(κ, β) is a normalization constant, κ and β, are scaling parameters and γ1 , γ2 , and γ3
are vectors describing the mean location and two principal directions of the distribution.
This method for protein folding has seen success with HMMs [182], CRFs [183], and a CNF,
a more powerful CRF with an extra hidden neural network layer between the inputs and the
hidden outputs [184].

3.6

Graphical Models for Protein Modeling

A graphical model is an extension of a graph, used for reasoning about the structure and
properties of the nodes. For a given directed, acyclic graph, G = (V, E), where each vi , i ∈
{1 . . . N } represents event Xi , and ek = (vi → vj ) for k ∈ {1 . . . M } represents a conditional
dependency of Xj on Xi , the joint probability over the entire graph can be computed as:
Pr[X1 , X2 , . . . , XN ] =

N
Y

Pr[Xi | parents(Xi )],

i=1

where parents(Xi ) are the parent nodes of Xi . This is known as a bayesian network.
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(23)

Markov Random Field If the edges are undirected, the graphical model is called a Markov
random field (MRF) given it satisfies the following independence assumption:

P (Xi | Xj6=i ) = P Xi | XN (vi ) ,

(24)

where N (vi ) is all of the neighbors of vertex vi .
In other words, the probability of any event in the system, Xi , represented by a vertex,
vi , in G, is only dependent on the events associated with the connected vertices of vi —in the
neighborhood of vi , or N (vi ) [185]. All that is needed to completely characterize an MRF is a
joint compatability function, φi (Xi ), that represents the probability of the current configuration
of Xi , and a potential function, ψij (Xi , Xj ), that represents the pairwise probabilities of each
connected edge.
An additional property of MRFs is that they also satisfy the global Markov property, which
is that any two separatable subsets of the graph, XA and XB , are conditionally independent:
XA ⊥ XB | XS ,

(25)

where every path from any vertex in XA to any vertex in XB must pass through a vertex in
XS . This allows us to separate any graph into cliques, and the total probability of the model
becomes a product of the probability over each clique:
P (X) =

Y
1 Y
ψij (Xi , Xj )
ψi (Xi ),
Z
i

(26)

(ij)

where the product (ij) is over all neigboring pairs from a clique, (vi , vj ∈ N (vi )), and Z is a
normalization constant known as the partition function.
One of the more prominent MRF models is know as the Ising model, after Ernst Ising
[186]. This model has two discrete states for each variable: spin-up, or spin-down. Typically,
each discrete variable lies on a one-dimensional line or a two-dimensional grid, and the spin
configuration is σi ∈ {−1, 1}, i ∈ 1 . . . N . Then the energy for a specific configuration σ, H(σ),
is:
X
X
H(σ) = −
Jij σi σj −
hi σi
(27)
i

(ij)

Here, Jij = ln ψij (σi , σj ) is the interaction energy between two adjacent variables, and hi is the
“field” at each node. Since we only care about the direction of the spins, we can just use σi , σj ,
Jij and hi as constants.

Gaussian Markov Random Field If each Xi comes from a multinomial distribution of
normals, then the MRF becomes a gaussian Markov random field (GMRF), then the value of a
density function, f (Θ = C), where C is an assignment of the parameter space, Θ, where each
Xi = ci for i ∈ {1 . . . N }, becomes:


1
1
T
T
f (Θ = C) = exp − (C − µ) Q(C − µ)
.
(28)
Z
2
Z is a normalizing constant, µ is the mean location for each Xi , and Q is the precision matrix
of the graph (Σ = Q−1 is the covariance matrix). Additionally, Qij will only be nonzero if there
is an edge between vertex vi and vj in the graph. Since many neighborhood graphs have low
connectivity, the matrix Q will then be sparse.
By shifting the rows and columns of Q, one can use a band-Cholesky factorization to compute
Q = LLT efficiently. Sampling from a GMRF is then straightforward, and only requires solving
a least squares equation: LT x = z, where z is the vector of independent, standard normal
variables. The sparsity of L alse leads to very fast computations [187, 188].
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3.6.1

Calculating the Maximum a posteriori Assignment

Determining the maximum a posteriori (MAP) assignment of a general graphical model can be
shown to be NP-hard, with a reduction from the graph cut problem [189] or from SAT [190].
However, there are some methods that tend to converge on a correct solution, although there
are no definitive guarantees.

Belief Propagation Standard Belief Propagation (BP) involves messages, mij (xj ) that are
passed from one vertex vi , to another vertex, vj , and contain the “belief” about what state xj
should be in. The belief at node vi for what state xi should be in, bi (xi ), is proportional to the
product of the probability of that configuration, φi (xi ), and all messages coming into vi :
Y
bi (xi ) = kφi (xi )
mji (xi ),
(29)
vj ∈N (vi )

where k is a normalization constant. The belief to each message is then used to update further
messages to other nodes:
X
Y
mki (xi ).
(30)
mij (xj ) ←
φi (xi )ψij (xi , xj )
xi

vk ∈N (vi )\xj

When the graph has no cycles (i.e. a tree that can be rooted), general belief propagation
has two steps. First, for each leaf node, vi , create the belief messages, mij xj , and pass them to
the parent of vi , vj . Continue this process until the messages have reached the root, vr . Once
vr has been reached, the assignment of Xr can be decided, and the messages are passed back to
the leaves. This algorithm is guaranteed to converge on the correct solution.
For graphs that cannot be turned into trees, i.e. they have cycles or loops, loopy belief
propagation is used, instead. Instead of going from leaves to roots, the general idea is to start
from one side of the graph and proceed towards the other, and then back again. The number
of steps it takes to converge is related to the diameter of the graph, but no exact bounds can
be shown. In fact, in some cases, even if loopy BP converges on the maximum a posterior
assignment, it is not guaranteed to provide the correct marginal probabilities for each Xi [191].

3.6.2

Sampling from Graphical Models

The easiest method for sampling from a graphical model is to represent the data as a GMRF,
with a symmetric precision matrix, Q, and mean values, µ. However, in the event that the
graph cannot be represented as a set of pairwise Gaussian distributions, there are several other
methods for sampling from the joint distribution. The OpenGM package [192] provides a number
of methods for sampling from arbitrary graphical models, including Gibbs sampling and the
Swendson-Wang sampling method for Ising and Potts models.

3.6.3

Related Work Using Graphical Models

Graphical models have been used to represent proteins, but most of the focus has been on
possible conformers of residues, and not on the continuous space of atoms inside an electron
density cloud. Thomas et al. used an undirected graphical model to represent each residue in
the protein sequence. The states for each residue (Θ) were different amino acids from a multiple
sequence alignment [193]. Kamisetty et al. used two-way generalized belief propagation (GBP)
on proteins represented as MRFs to calculate the ∆∆G values for several mutant variants protein
structures. This work was successful in distinguishing from decoys [194].
There are several libraries that can be used for representing graphical models. Most of these
libraries require a discrete graphical model (such as OpenGM [192, 195]), but there are a few
that will allow for continuous distributions [196]. Recent work for discrete graphical models
has focused on a field related to BP, called survey propagation, which focuses on using the
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messages from belief propagation to reduce the complexity of the problem, and then solve it
with traditional satisfiability constraints [190].
There are also other methods for finding the MAP solution to a graphical model. These
include A∗ search, integer linear programming (ILP), max-cut, and many others. When choosing
a model, there are the obvious tradeoffs of running time and accuracy, but there are also more
subtle differences that occur depending on the input problem, and these differences must also
be considered [195, 197].

3.7

Uncertainty Quantification and Error Propagation

A quantity of interest (QOI) refers to a specific term that can be evaluated. Each QOI is a
random variable which depends on the model parameters and the input. The uncertainty of
these quantities can be modeled through statistical measures like variance, confidence intervals,
etc. In uncertainty quantification (UQ) we would like to provide a probabilistic certificate,
guaranteeing that for any input involving noisy data, X, the computed value f (X) of a QOI
(expressed as some complicated function or optimization functional) differs from the expected
solution, E[f ], by more than a given threshold, t, is below an error limit, . In other words, we
would like to create the following Chernoff-Hoeffding like bound [198]:
P rob(f, X, t, ) = Pr[|f (X) − E[f ]| > t] ≤ .

(31)

Equation 31 can then be used to quantify the uncertainty for a given QOI: if it is determined
that the variation among samples is large, than  will also be large.
Further, let the value of Y (the output) be dependent upon a set of variables X = {X1 , X2 , . . . , Xn },
where each Xi is a random variable (representing uncertainty in the input). Also, let the probability distribution (PDF) of each xi be known. Then bounding the uncertainty of Y is known
as uncertainty propagation (UP). If Y is a linear combination of X, Y can be computed directly.
If {X1 , X2 , . . . , Xn } are independent, then the joint probability of X can be sampled using
pseudo-random lattice sampling methods that guarantee that the distribution of Y will have
bounded error. If {X1 , X2 , . . . , Xn } are not independent, then a loose bound can be derived
using McDiarmid bounds [199]. And, if ck is the maximum amount that a change in xk can
induce on Y (while keeping other variables fixed), then the certificate for Y can be computed
as:


−2t2
(32)
P (|Y − E(Y )| ≥ t) ≤ 2 exp P 2 .
ck
Equation 32 can be used to determine the error that is propagated in a system. If the error at
each stage is quantified and the PDF is known, then the error of the entire system can also be
bounded.
This method of bounded differences is a modification of Markov and Chebyshev inequalities,
used for independent RV’s to derive Chernoff bounds [198], and introduced by Azuma [200] and
Hoeffding [201] and later extended by McDiarmid [202].

Martingales and McDiarmid inequality
To prove theoretical uncertainty bounds, one often uses Chernoff-Hoeffding style bounds such as
that found in Equation 31. However, this is useful only if the the underlying random variables
are independent and one is analyzing the sum of the random variables. In practical situations
the random variables have dependencies. In such cases, we can still prove large deviation bounds
using the theory of martingales.
Definition 3.1. Let (Zi )ni=1 and (Xi )ni=1 be a sequence of random variables on a space Ω.
Suppose E[Xi |Z1 , . . . , Zi−1 ] = Xi−1 . Then (Xi ) forms a martingale with respect to (Zi ).
We now introduce the Doob martingale. Martingales can be constructed from any random
variable in the following universal way.
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Claim 3.2. Let A and (Zi ) be random variables on space Ω. Then, Xi = E[A|Z1 , . . . , Zi−1 ] is
a martingale with respect to Zi . This is called the Doob martingale of A with respect to (Zi ).
The final ingredient we need for the McDiarmid inequality is the Azuma inequality.
Claim 3.3 (Azuma inequality). Let (Xi ) be martingale with respect to (Zi ). Suppose |Xi −
Xi−1 | ≤ ci . Then
!
X
2
2
Pr[|Xn − X0 | > t] ≤ 2 exp −t /2
ci .
i

We are now ready to state the McDiarmid inequality.
Q
Claim 3.4. Let (Xi ) be independent random variables. Let f : i Ai → R for sets Ai . Also,
suppose that |f (x1 , . . . xk , . . . , xn ) − f (x1 , . . . , x0k , . . . , xn )| ≤ ck . Then, for t > 0,
!
X
2
2
Pr[|f (X − E[f ]| > t] < 2 exp −2t /
ck .
k

The weak form of the McDiarmid inequality follows directly from the Azuma inequality but
we are not going to require that distinction here.

Extensions of Doob martingale
In applying McDiarmid’s inequality, we assumed some kind of Lipschitz nature about the composition function and the fact that the random variables are independent of each other. This
lead to relatively clean bounds. However, if one wishes to analyse a very general scenario, then
we can proceed as follows. First, there is a sequence of random variables (Xi )ni=1 taking values
in a set A say. They can be dependent in any way. Consider any function f : An → R. Then,
by Azuma’s inequality (mentioned earlier), we can have a certificate bound of the form
!
X
2
2
Pr[|f (X) − E[f ]| > t] ≤ exp −t /2
ci ,
i

where the only assumption we need is
EXi+1 ,...,Xn [f (X)|X1 , . . . , Xi ]
−EXi ,...,Xn [f (X)|X1 , . . . , Xi−1 ]| ≤ ci .
Thus, the change in expectation on fixing the i-th random variable should not be too large.
One can easily see that the conditions required for Mc Diarmid’s inequality immediately imply
the above hypothesis and thus the certificate bound follows. However, one can also put practically minimal restriction on the random variables and do the above computation on the amount
of perturbation in the expectation, at the cost of notational aesthetics.
We give more details now. As before there is a sequence of random variables (Xi )ni=1 taking
values in a set A, say, arbitrarily dependent on each other. Consider any function f : An → R.
Define a sequence of random variables for i = 1 to n − 1,
Bi = EXi+1 ,...,Xn [f (X)].
By definition, Bi is a function of X1 , . . . , Xi . Note that the sequence (Bi )ni=1 forms a martingale
with respect to Xi .
Suppose we had |Bi+1 − Bi | ≤ ci for i = 1 to n − 1. Note that B0 = EX [f (X)], and
Bn = f (X). Then, by using Azuma’s inequality on the martingale sequence (Bi ), we get
X
Pr[|f (X) − E[f ]| > t] ≤ exp(−t2 /2
c2i ).
i
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Note that the only requirement we needed for the certificate bound was |Bi+1 − Bi | ≤ ci . We
placed no restriction on the underlying random variables. We will now reduce this to a slightly
stricter, albeit easier to analyse requirement.
Suppose for every i, and every x1 , . . . , xn , x0i , we have
EXi |Xi+1,...,Xn f (X) − f (x1 , . . . , x0i , xi+1 , . . . , xn ) ≤ ci .
Then,
Bi−1 − Bi = EXi ,...,Xn [f (X)] − EXi+1 ,...,Xn [f (X)]
= EXi+1 ,...,Xn [EXi |Xi+1 ,...,Xn [f (X)]] − f (x1 , . . . , x0i , xi+1 , . . . , xn )
which is bounded by ci by assumption. Therefore, we can then use Azuma’s inequality on the
above martingale.

3.8

Existing NaV Homology Models and Their Limitations

With the recent release of the bacterial NaV Ab channel [40, 61], several mammalian NaV channels have been computationally modeled using these as a template. In this section, I will describe
two of the major channels and address their limitations.

3.8.1

Tikhonov and Zhorov Model

The Tikhonov and Zhorov model (TZ model) [203] was one of the first to use the NaV Ab crystal
structure as a template for the human NaV 1.7 sodium channel, but largely because the Payandeh
model [40] had just been published. To create the model, Tikhonov and Zhorov first optimized
the alignment between the NaV 1.7 sodium channel and the NaV Ab channel, and then used an
in-house multi-Monti Carlo minimization algorithm to dock TTX to the potential channel.
They primarily used data from previous TTX binding analyses [48] to ensure the correctness
of their model, and made the following conclusions:
• The selectivity filter residues (Asp-Glu-Lys-Ala) of the inner (S6) helix must necessarily
interact with the TTX molecule, but so also must the three carboxylates from the outer
(S5) helix (Glu1p53 , Glu2p53 , and Asp4p53 ). These outer carboxylates can not come in
contact with TTX via a straightforward alignment (pre-homology model) with NaV Ab, so
the alignment must be adjusted.
• Previous research postulated that highly-conserved tryptophan residues at position p52
were responsible for stabilizing the loop via inter-repeat hydrogen bonding. This was
confirmed in the model, where the hydrogen bonds were with threonine at position p48.
• Polar residues in position p48 should contribute to stabilizing the outer-pore structure by
interacting with polar residues in p57. A straightforward alignment did not allow for this
to happen, so the alignment needed to be adjusted.
• The carboxylate at position 3p55 does not have an effect on TTX binding, so it must also
face away from the pore.
The authors also used a local anesthetic, tetracaine, to ensure the inner pore was correctly
oriented, but it has been suggested that tetracaine will bind with almost any channel, and should
not be used for verifiability.

Limitations of the Model There are three major limitations of the model. First, the
model only includes the outer-facing pore of the NaV protein, and therefore does not create a
complete view of even just the pore. However, this is understandable, as the parameter space
for the entire pore might be too complex to analyze. The second limitation of the model is that
it was only compared with TTX, and not with any other toxins (such as STX), even though
there is a vast amount of information about both toxins. And finally, the authors do not try and
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show what the model might look like after mutagenesis: With an accurate sequence alignment,
what happens to the model after changing only a single residue?
I will address these limitations in my work.

3.8.2

Walker Models

The Walker models [49] addressed all three limitations of the TZ model, notably by using TTX,
STX, and gonyautoxin-III as binding toxins, and creating 6 different closely-related channels,
two based off the human NaV 1.7 model, and four based off the rat NaV 1.4 model, all with
varying susceptibility to the different toxins. The studies were based off four mutations they
found to be especially influential on susceptibility to the toxins: T1398M and I1399D in human
NaV 1.7, and M1240T and D1241I in rat NaV 1.4. The homology model of NaV 1.4 was created
with Modeler [124] from the KV AP bacterial potassium channel as input (PDB 1ORQ), and
used this to create the model for NaV 1.7. Docking for the experiments was performed by a
program called FRED.
The homology models were judged to be accurate on the basis of the following criteria:
• The work of Penzotti [42] provided several (6) mutations that have significant impact on
TTX and STX IC50 values (several orders of magnitude greater), and were determined in
the experimentally with mutagenesis channels. The authors showed that both the TZ and
Walker models are able to reproduce TTX interactions with these 6 residues.
• One of the limitations of the TZ model is that it does not provide docking results with any
other toxins. Additional data is also available for STX that helps determine the side-chain
placement to allow an interaction between D400 and Y401.
• The mutations M1240T and D1241I have a cumulative effect on the electrostatic surface
potentials, preventing the highly charged toxins from binding in the pore region. Additionally, this change is more pronounced in STX, but not as significant in TTX.

Improvements to the Walker Models Overall, the quality of the Walker models provided a significant improvement on the TZ model, and addressed the three major limitations
outlined above. What are the next steps in providing a more confident model? First and foremost, the authors still only used a single template for their homology modeling construction.
The RaptorX research [123] strongly suggests that multiple input templates provides a much
more confident model for the target than a single one. Walker suggests that the potassium
channels provide just as good a model as the sodium channels, but do not provide any support
as to why these models are not included. Finally, a second weakness is that the authors do
not attempt to provide a link between docking affinity and IC50 values. Instead, they place the
toxin in the pore, and determine the most energetically favorable location within the pore. This
only supports interactions within the pore, and not how well the toxin interacts with the pore
in general.
I will address each of these limitations in my work as well.
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4

Preliminary Results

Note: The bulk of this section has been modified slightly from [204]. The relevant parts have
been extracted to a format that will flow better with this paper.
The first step to quantifying the uncertainty in a homology-modeled sodium channel is to
determine a method for quantifying uncertainty in individual proteins, and determine how this
effects statistics computed on the model. To determine this, we developed a basic methodology
to quantify uncertainty in both individual proteins, and in the docking procedure.
Molecular structural models are typically parameterized using either a list of their XYZ
coordinates, or using internal coordinates (which is a series of bond length, bond angle and
dihedral angle). In the first representation the degrees of freedom or the space of configurational
uncertainty is related to each coordinate value; in the latter representation, typically the dihedral
angles are the only degrees of freedom since bond lengths and angles are considered constants.
X-ray crystallography experiments reconstruct a 3D electron density cloud from the diffraction pattern generated from a crystal lattice of the molecule. For high resolution reconstructed
electron densities, expected locations of individual atoms can be identified. Hence, it is common
to report such models using the XYZ coordinates of the atoms. However, expected location
is not necessarily perfectly determined. There is a degree of uncertainty which is expressed as
temperature factors or B-factors (see Section 2.5).
For the internal coordinate system, the assumption is that the entire molecule is like a
connected graph embedded in 3D space. Each node of the graph is an atom, and each edge
represent a bond. So, given the position of any one atom, and the bond length, bond angle (angle
at a node between two bonds), and dihedral angles (given three successive bonds, the dihedral
angle is defined as the angle between the two planes formed by bonds 1,2 and bonds 2,3); the
location of all atoms can be uniquely determined. Moreover, internal coordinates successfully
captures the dependence of atom positions on the positions of the neighbors. Also, since bond
lengths and angles have been empirically observed to be constants, this representation allows
one to reduce the number of degrees of freedom to only the change of dihedral angles (henceforth
called torsion angles since the change is similar to a twisting motion around a bond).

4.1 Statistical framework for uncertainty quantification and propagation
In these preliminary results, we adopted a method of bounded differences, which is a modification of Markov and Chebyshev inequalities, used for independent random variables to derive
Chernoff-like bounds. We derived a loose uncertainty bound based on Doob martingales as introduced by Azuma [200] and Hoeffding [201] and later extended by McDiarmid [202]. Then we
applied this model to bound the uncertainty in molecular modeling tasks that involve summations over decaying kernels (e.g. electrostatic interactions). We also extended the applicability
of McDiarmid-like bounds to cases where the random variables are not necessarily independent.
Since theoretical upper bounds often overestimate the error, we also explored an alternate
quasi Monte Carlo (QMC) approach [205, 206]. The QMC is useful in approximating the
distribution of values for the QOI under a given statistical model of the input uncertainty.
Once this distribution is determined, it can be used to empirically establish the uncertainty of
individual values of the QOI, as well as providing certificates like Equation 31. Although the
quality of the QMC based certificate itself depends on the quality and size of the samples, our
experiments showed that typically fewer than 200 samples under a low discrepancy sampling
technique provides sufficiently accurate approximations of the certificates.

4.1.1

Empirical uncertainty quantification using QMC

For a Quasi Monte Carlo method of uncertainty propagation, it is assumed that Xi are independent random variables and their probability distribution functions (PDFs) are known. Now,
a low discrepancy sampling of the product space X1 × X2 × . . . × Xn must be generated which
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would define an approximate PDF for Y from which we could compute all the necessary tail
bounds. We explored several such product spaces and used low discrepancy sampling strategies to derive PDF’s of functions, Y , with bounded error and guaranteed convergence. Note
that a simpler Quasi Monte Carlo (QMC) sampling can be applied to find the minimum ck for
each Xk , and then derive the overall bound. Hence the most crucial component of UQ and
UP under this QMC framework boils down to identification of the set of independent random
variables, X, which affect the computation of the QOI, Y , along with their approximate PDFs
and corresponding sampling techniques.

4.2

Defining and sampling the space of configurations

The statistical framework described above requires geometric models of the molecules, parameterization of the degrees of freedom available to the molecule, a mapping which allows one to
update the model based on sampled degrees of freedom, and an implementation of the QOI.
In this section, I describe how we derived the relevant degrees of freedom and set up the joint
probability distribution which gets sampled by the QMC protocol. We explored both vibrational/positional uncertainty variables (from B-factors), and flexible/configutational uncertainty
variables (internal torsion angles).
Given the x-ray structure M containing n atoms of a protein or a complex of two proteins
in the PDB file format, we extracted the anisotropic B-factors Bix , Biy and Biz for each atom
ai ∈ M . The distribution of the position of the atom in each direction is modeled as a Gaussian
distribution whose directional PDF is defined as:
1
√
x

exp−

(xi −µx )2
i
2σ 2

,
(33)
2π
q x
Bi
x
where σix is the standard deviation derived as
8π from the B-factor, and the mean µi is the
expected position of the atom. Note that for some x-ray structures only an isotropic B-factor
Bi is reported. In that case we simply assume Bix = Biy = Biz = Bi . As mentioned earlier,
we consider these distributions to be independent consistent with the assumptions made while
computing the B-factors themselves.
For the internal coordinates, we have already mentioned that the bond lengths and angles
are considered constants. The dihedral angles are also constant for some specific motifs, like
an aromatic ring, or the peptide plane. However, there are still some dihedral angles which are
free. For proteins, these consists of two angles on each peptide (a protein is a chain of peptides)
defined as φ and ψ, as well as zero or more free dihedrals on the side chain of each peptide.
For the purpose of this article, we shall simply assume that a total of m such dihedral anlges
are free. We shall express each such degree of freedom using a random variable distributed
uniformly between a range [lower, upper] where the limits of the range is derived from the so
called Ramachandran plot [59], which is an empirical study of dihedral angle values observed in
protein structures. Note that, the dihedral angle degrees of freedom are truly independent.
p(xi ) =

4.2.1

σi

Sampling

The joint distribution, either defined as the product space of the 3n independent Gaussian
distributions for the B-factor case, or the product space of the m independent uniform distributions for the torsion angles with within lower and upper limits defined by Ramachandran plots,
represents the space of possible configurations for the molecule. Hence, to sample the joint
distribution, we first sample the space [0, 1]3n using a pseudorandom number generator which
guarantees low discrepancy sampling in high dimensional product spaces [207] to produce a tuple
hux1 , . . . , uzn i. For the B-factor case, each number udi from this tuple is mapped to get a sample
adi (where d ∈ {x, y, z}) from a Normal distribution using the Box-Muller method [208], and
finally appropriate translation and scaling is performed to get a sample from the corresponding
Gaussian distribution as: sdi = µdi + σid adi . These samples hsx1 , . . . , szn i are used to displace the
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(a) Colored by temperature factor
alone

(b) probability distribution of all
possible samples

(c) uncertainty mapped to surface
coordinates

Figure 8: Sampling of protein surfaces for PDB 1oph. (a) Distribution of b-factors alone, where the
surface of the protein is colored red to green for high to low B-factor, respectively. (b) Volumetric map
showing the likelihood of the voxel being occupied by an atom, computed using a sampling of the joint
probability distribution of the atom positions. (c) Expected deviation of each point on the surface of
a single model, w.r.t. all models sampled based on the joint distribution of the locations of the atoms.
Green colored regions are expected to remain more or less stable in any sample, red colored ones may
vary a lot.

atoms to generate a new configuration. For the torsion angle case, the udi is mapped from [0, 1]
to the [lower, upper] range by simple uniform scaling, and then the resulting torsion angles are
applied using the Denavit-Hartenberg transformation [209] to produce a new geometric model
of the molecule.
Figure 8 shows an application of the sampling of the XYZ space, according to the B-factor
distribution. Note the correspondence between the distribution of all possible samples (8b) and
the B-factors present in the model (8a), but also note that these do not agree perfectly.

(a) all aligned conformations

(b) single conformations

(c) RMSD of all samples

Figure 9: Sampling the space of configurations for ligand 2rzf. (a) We show that applying the pseudorandom sampling on the space defined by the internal coordinates of the bad ligand model allows one to
generate an ensemble of structures (shown in blue). (b) shows three conformations of the same ligand.
The red one was deposited in the PDB first, was later found to be incorrect, and replaced with the
one shown in green. The blue conformation is a random sample with an RMSD closer to the correct
version (1.03 instead of 1.67Å) (c) provides a heatmap of the distance (in terms of RMSD) between
the samples which shows the randomness of the set of samples.

Figure 9 shows an application of the internal coordinates (dihedral angle) sampling applied to generate 1000 samples from a poorly configured model of an inhibitory ligand for kB
kinase β (PDBID:3QAD). A well-configured model for the same ligand is already available
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(PDBID:2RZF). In Figure 9a, we show the distribution of 1000 samples in 3-d space, and Figure 9c we show the RMSD difference between them. A low dispersion sampling guarantees that
at least one sample would be close to the good configuration. Indeed, in Figure 9b we show one
of the several samples which had a lower RMSD when compared to the good configuration.
An important point to note is that the above procedure, while maintaining the constraints
implied by the B-factors and the mean positions and only making small perturbations, does not
necessarily guarantee that the new configurations will be biophysically feasible. In particular
they do not preserve the bond angle and bond lengths. So, we use the Amber force field [159]
and energy minimization with implicit solvents to relax the sampled structures. We rejected
any sample for which the relaxed structure still had high van der Waals potential indicating
that some atoms are too close to each other. Accepted models were protonated and assigned
partial charges based on the Amber force field using the PDB2PQR program [210].

4.3

Uncertainty in secondary QOIs

The previous section concerned how to visualize and compute and visualize a single QUOI
(surface area) for a given protein. In this section, I will show how to quantify and visualize
the uncertainty in secondary QOIs—functions that require noisy parameters as input. For this
section, I will focus on PB energy and location of binding.

4.3.1

Uncertainty in energy calculations

Computation of PB (Poisson Boltzmann) energy first evaluates the PB potential on a volume
which encapsulates the molecule and the solvent. For this work, we use a simplified solution to
a boundary integral formulation of the PB equation [211]

Z 
E ∂Gκ (x, y) ∂G0 (x, y)
−
φ(y)dy
φ(x) − φgas (x) =
I ∂~n(y)
∂~n(y)
Γ
Z
∂φ(y)
dy,
(34)
+ (G0 (x, y) − Gκ (x, y))
∂~
n(y)
Γ
where Gκ (x, y) is the fundamental solution of the PB equation and φgas is the potential of the
molecule in a uniform dielectric.
This potential calculation itself requires a smooth surface representation of the molecule as
input, along with the positions and charges of the atoms. In this case, as well as bounding the
overall uncertainty for the final value of the PB energy, we can also bound the uncertainties
of the intermediate PB potentials calculated at each Voxel. We do this by defining the PB
potential at a voxel as separate QOIs and apply the QMC sampling to generate an ensemble of
atomic models and smooth surfaces, then evaluate the QOIs for each sample. Hence, we derive a
distribution for each voxel. The means of these distributions are rendered in Figure 10a showing
the negative and positive potential regions. The standard deviations of the distributions are
rendered in Figure 10b. Comparing the original uncertainties (B-factors in Figure 8a) to these
third level propagated uncertainties shows that while in some regions the uncertainties had a
cancellation effect, in some other regions they amplified.

4.3.2

Uncertainties in binding sites

Computationally predicting the correct binding site on a given protein for binding with a specific
ligand or a class of ligands is an important problem in drug design. Often the goal is the inhibit
or prevent a protein, R, from binding to a partner molecule, L. So, one tries to first identify
the site on R where L is supposed to bind. Then, one would explore a set of drug candidates
and try to find some L0 that would bind to the same site with stronger affinity than L, thereby
preventing L from binding there. In some cases, the configurations of both the protein, R, and
the ligand, L, must be re-resolved in each others presence, to get a more realistic estimate of
the binding strength (see Figure 11a).
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(a)

(b)

Figure 10: Secondary QOIs (PB energy) computed on a surface. (a) A volumetric map showing the
average PB energy surrounding the protein. (b) Expected deviation of each point on the surface of a
single model, w.r.t. all models sampled based on the joint distribution of the locations of the atoms.
Green colored regions are expected to remain more or less stable in any sample, red colored ones may
vary a lot.

(a)

(b)

Figure 11: Secondary QOIs (docking footprint) computed on a surface. (a) Possible binding footprints
for a sample of protein docking pairs, colored from green (most likely) to white (small likelihood) to
red (unlikely). (b) Binding footprint in the pocket of a receptor for a small ligand, using a rainbow
colormap with blue representing high probability and red representing low probability.
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Typically, protein-protein and protein-ligand binding interactions are computationally predicted by sampling the space of relative orientations (as well as each one’s internal configuration)
to find the optimal orientation. This procedure is often referred to as docking. However, due
to the combined uncertainties of the models, the energy/scoring function calculations, and sampling, one cannot simply assume that the highest scoring model out of the docking procedure.
Here, we show that even if one considers the top k results from the docking, then they can be
used to define a probabilistic model of the binding site. This model is robust from spurious
results and minor perturbations/errors in the scoring.
Given a validated scoring function F with bounded errors, specific configurations sR and sL
of two molecules R and L, and a low dispersion sampling of the space of relative orientations
SE(3), we compute a list of the top k ranked orientations. Let the i-th orientation is expressed
using a transformation Ti which is applied to sL (denoted Ti (sL )). Now, for each atom x on
molecule R, let BS(x) denote a random variable denoting the event that x is in contact with
sL upon binding; i.e. x is on the binding site. Now, we define the probability of BS(x, sL ) as
follows:
1X
(contact(x, r, Ti (sL )))
(35)
PBS (x, sL ) = P rob[BS(x, sL )] =
k i
where contact(x, r, Ti (sR )) is 1 if at least one atom in Ti (sL ) is within a pre-defined distance
cutoff r from x, otherwise contact(x, r, Ti (sL )) is 0.
Hence, we identify the binding site probabilistically. Given an accurate docking tool and
molecules in favorable configurations, the probabilities would be high for small contiguous regions of the molecule, R, and low in other regions. On the other hand, almost equal probability
across A would indicate poor docking prediction, and/or poor affinity between the molecules.
During ligand optimization for binding, one needs to sample the configuration for the ligand
and then, for each configurations, apply docking to predict the best ranked orientations (of the
sample configuration). In such cases, we augment the definition of the probability of an atom
being on the binding site by summing over all configurations, i.e.


1 X X
PBS (x, C L ) = P rob BS x, C L =
contact(x, r, Ti (sL ))
kN
L
i

(36)

sL ∈CN

L
is the N discrete samples taken
where C L represents the configurational space of L, and CN
from this space (see Figure 11b).
Given this probabilistic estimate of the binding site, we define a new scoring function to
rank the ligand configuration+orientations. For a given orientation Ti of a given configuration
sL , we define its score as follows:
X

bindingscore(sL , Ti ) =
pBS x, C L ∗ contact(x, Ti (sL )).
(37)
x∈R

Hence, configurations of the ligand which can bind at highly probably binding sites are rewarded.
All conformations can be ranked according to their binding scores, and the ligand with the
highest score will be returned as the result. In Figure 11b, the energy score from AutoDock,
-8.2kJ, is the same for best conformation (RMSD 1.069 from actual) and a poor conformation
(RMSD 3.24, not pictured). However, when scored under this modified function, the scores for
the good and poor conformations were 55,667 and 55,213, respectively.

4.4

Chernoff-like Bounds of Uncertainty

In this section, we detail the results of applying our QMC based UQ framework to generate
Chernoff-like bounds for a set of 61 protein complexes. Additionally, we provide a protocol to
determine the number of samples required to guarantee the accuracy of the empirical certificates
for specific proteins. The results clearly establish the necessity of rigorous quantification of
uncertainties, and also shows that such an endeavor need not be prohibitively time consuming.
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4.4.1

Benchmark and experiment setup

We applied the QMC approach of empirically bounding uncertainties of computationally evaluated QOIs to 61 crystal structures including 2 bound chains each. We took the ‘Rigid-body’
cases of antibody-antigen, antibody-bound and enzyme complexes from the zlab benchmark 4
[212].
For each of the complexes, we applied the XYZ sampling to the receptor and the ligand
(the two chains in the structure) separately, and evaluated the uncertainty measures for the
calculation of surface area, volume, and components of free energy including Lennard-Jones,
Coulombic, dispersion, GB and PB. We also computed the uncertainties in the binding interface
area, and change of free energy. In the following subsections we explore different aspects of this
analysis.

4.4.2

Uncertainty of unperturbed models

Figure 12 shows the distribution of values computed for the sampled models for PDB structure
1OPH-chainA. The red lines in the figure shows that the original coordinates does not always
provide the best estimate of the expected value of a QOI. The z-scores for these structures, with
respect to the expected values and standard deviations derived from the empirical distribution,
are 0.33, -0.82, 1.37, and 0.25 respectively for area, volume, GB, and PB. This emphasizes the
importance of applying some form of empirical sampling to find the best representative model
(one which minimizes the z-score, for instance).
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Figure 12: Histogram of sampled QOIs (surface area, volume, GB energy and PB energy) for 1OPH:A.
Clockwise from top left: surface area, volume, PB energy, and GB energy. The red vertical line is the
value of the QOI computed using the original coordinates reported in the PDB.
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Table 3: Chernoff-like bounds for the 1OPH protein. For each value of t, the corresponding values of 
are calculated from the 1000 random samples (see Equation 31 for definition).

t
area(A)
area(B)
∆area(A)
∆area(B)
vol(A)
vol(B)
∆vol(A)
∆vol(B)
LJ(A)
LJ(B)
∆LJ(A)
∆LJ(B)
CP(A)
CP(B)
∆CP(A)
∆CP(B)
GB(A)
GB(B)
∆GB(A)
∆GB(B)
PB(A)
PB(B)
∆PB(A)
∆PB(B)
4.4.3

0.001
0.911
0.911
0.964
0.973
0.727
0.765
0.877
0.895
0.230
0.281
0.636
0.967
0.536
0.594
0.851
0.828
0.970
0.964
0.986
0.982
0.970
0.966
0.990
0.984

0.005
0.613
0.582
0.823
0.889
0.088
0.174
0.485
0.495
0.012
0.005
0.079
0.625
0.018
0.013
0.363
0.351
0.835
0.817
0.929
0.934
0.864
0.838
0.942
0.940

0.01
0.326
0.306
0.650
0.771
0.003
0.005
0.169
0.176
0.012
0.004
0.034
0.210
0.012
0.004
0.081
0.070
0.660
0.618
0.863
0.866
0.727
0.672
0.863
0.870

0.02
0.050
0.052
0.358
0.560
0.000
0.000
0.009
0.006
0.012
0.004
0.020
0.030
0.008
0.000
0.014
0.012
0.396
0.310
0.725
0.726
0.508
0.403
0.719
0.748

0.03
0.012
0.003
0.167
0.375
0.000
0.000
0.001
0.001
0.006
0.003
0.015
0.020
0.000
0.000
0.012
0.012
0.208
0.137
0.605
0.601
0.315
0.232
0.585
0.640

0.05
0.000
0.000
0.031
0.155
0.000
0.000
0.000
0.000
0.001
0.000
0.012
0.015
0.000
0.000
0.003
0.000
0.061
0.019
0.364
0.372
0.114
0.047
0.378
0.463

0.1
0.000
0.000
0.000
0.005
0.000
0.000
0.000
0.000
0.000
0.000
0.001
0.001
0.000
0.000
0.000
0.000
0.012
0.003
0.099
0.094
0.014
0.004
0.106
0.164

Certificates for computational models

In the next section we discuss the likelihood of producing a large error in the calculation of
QOI, due to the presence of uncertainty in the input, in terms of Chernoff-like bounds. For
each model in the dataset, we computed the distribution, and then computed the probability,
, of a randomly sampled model having more than 0.1%, 0.5%, 1%, 2%, 3%, 5% and 10% errors
(t), where error is defined as |x0 − E[x]|/E[x] such that x0 is the value computed for a random
model and E[x] is the expected value (from the distribution).
Table 3 lists Chernoff bounds as described above for the two chains of 1OPH. The rows
named δarea(A) represent the quantity |area(A + B) − area(A) − area(B)| computed while
keeping A fixed and sampling the distribution of B; rows named δarea(B) report the same
quantity while keeping B fixed and sampling the distribution of A.
The take-away from this table is that for most of the quantities of interest we focused on,
the probability of incurring more than 5% error is negligible (if a randomly perturbed model is
used). We also note that the probability of error is higher for δ QOIs simply because the errors
of individual quantities are getting propagated and amplified. Uncertainties are also higher in
more complex functionals.

41

Table 4: Number of samples necessary to obtain a percentage distance from the expected value less
than τ = 0.05. Each entry consists of two numbers, the first is when compared with x + t samples
(where t is 10), and the second is the correlation of the Chernoff-like values when compared to the
entire dataset of 1000 samples. Data computed for PDB 1OPH, chains A and B.

area
vol
LJ
CP
GB
PB
4.4.4
cates

B
230/134
119/72
79/49
79/43
281/143
287/174

A
233/153
102/64
240/168
114/62
319/202
365/209

∆B
215/146
103/55
315/133
93/71
300/207
357/206

∆A
351/197
332/205
324/192
355/213
326/211
348/196

Number of samples sufficient to provide statistically accurate certifi-

The results reported in the previous two subsections highlights the importance of uncertainty
quantification and also shows that the mean coordinates do not always correlate well with the
QOI computed from the original molecules. Once a molecule has been sampled many times,
it is easy to determine the Chernoff-like bounds and quantify the uncertainty. However, it is
far too costly in terms of time to generate 1000 samples every time the value of a QOI should
be reported. For the next experiment, we sought to determine the minimal number of samples
before the gain achieved through more samples was negligible.
For each QOI, we calculated the mean quantity for a certain number of random samples, r,
then calculated the Chernoff-like bounds on this reduced dataset. We did the same for s random
samples, and computed the error between the two set of bounds (we used both s = 1000 for
correlation with the full dataset and s = r + 10 for an incremental correlation). If the error
between the these bounds was less than a given threshold, τ , then we determined we had reached
saturation. For our experiments, we used values of r from 2 to 1000 (full dataset), values of s
at either 1000 or r + 10, and a value of τ at 0.05.
An analytic solution for the average distance between two points in d-space has been derived [213], and the precomputed values for several dimensions are available online [214]. Our
Chernoff-like bounds had 6 values of t (dimension 6), which corresponds to an average expected
distance of 0.9689. We then considered the error between two points to be the percentage
distance (L2-norm) from this expected value.
Table 4 shows the number of samples required to reach saturation for each QOI. The variation
for PB energy from the full dataset (second number) varies from 174 to 209 (2nd number in each
cell), meaning that in order to calculate accurate accurate Chernoff-like bounds for the PB energy
for 1OPH chain B to at most 5% error, it is necessary to combine the result from 174 random
samples. As can be seen in Figure 13, the number of required samples varies significantly from
protein to protein. For instance, 1OPH has quite high B-factors, but converges much quicker
than 1DFJ, which requires 407 samples before saturation is reached.
In practice we will not have the full 1000 samples to compare with. Instead, we must use
the incremental method of sampling (r + 10), which corresponds to the first set of numbers in
Table 4. These numbers are still significantly less than 1000, but are also always greater than
the number of samples required for saturation against the complete dataset. Thus, we are also
assured that we are within the global error bounds.
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Figure 13: Plot of total B-factor (a measure of both size and uncertainty) against number of samples
needed before the relative error is negligible (τ = 0.05). The QOI is change in PB energy.
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5

Proposed Approach

The goal of this dissertation is to provide probabilistic scoring for protein homology modeling and
docking experiments in the presence of incomplete protein structures or multiple conformations.
In order to do this, I will use a low-discrepancy sampling technique to probe the set of possible
solutions to the homology modeling and docking problems.
There are four main aims of this proposal:
1. Define a probabilistic representation of protein molecules with incomplete structural details,
2. Generate well-distributed conformational samples of these molecules, within a bounded
region,
3. Generate a certified ranking procedure for scoring pairwise docking conformations of proteins represented by the probabilistic fashion of (1), and
4. Generate a certified ranking procedure for scoring the correct missing structure of an
unknown protein where the inputs are represented by the probabilistic fashion of (1).
Finally, once these four aims have been accomplished, I will use the methodology to determine
a confident structure for the human NaV channel.

5.1

Probabilistic Representation of Protein Molecules

The first and most important part of this research is to create a representation of a protein
that is both biologically relevant and computationally efficient. In addition, it is important to
describe a probabilistic representation of the protein so multiple samples of the protein can be
generated. These samples are important in the ranking procedure. For the following definitons,
let A be a protein with N residues. Let a be the amino acid sequence of A, so |a| = N .
The native representation of a protein is a graph in 3-dimensional Cartesian space, where
each node of the graph represents atoms and edges represent bonds. The position of each
node/atom is represented by a vector in R3 , requiring 3 parameters for each atom. If t̂ is the
average number of side-chain atoms per residue for a given protein, then this representation
requires a total of n = 3(t̂ + 4)N parameters, or degrees of freedom (DOFs).

5.1.1

Constrained Internal Coordinate Representation

An alternate representation of proteins, employed by [178, 179] and others is the internal coordinates representation. Under this representation, the position of each atom is only defined
in relation to the atoms around it, and the free variables are bond angles, bond lengths, and
torsion angles. This does not immediately reduce the total degrees of freedom (since in general, each atom is bonded and therefore needs at least bond angles, bond lengths, and torsion
angles); however, if small-scale atomic vibrations are ignored, then bond lengths and angles
can remain largely constant, leaving the only DOFs as the ψ, φ, and χi torsion angles (the ω
torsion angle on the backbone is held at 180◦ by the sp2 partial double bond [215]). If k̂ is the
average number of χi angles for a given residue (k varies from 0 to 5 in the standard 20 amino
acids), then the number of DOFs for this representation for a protein with N amino acids is
m = (k̂ + 2)N . Since in most cases k̂ + 2  3(t̂ + 4), this constrained internal coordinate method
allows for a lower-dimensional specification of the protein conformational space without a loss
in representation [216].

5.1.2

Local Frames

According to the format of [178, 217], this work will represent a protein with the bond length,
bond angle, torsional (BAT) internal coordinates. Define the molecule of interest as a tree,
T = {V, E}, where each node in the tree represents an atom, and the edges in the tree represent
rotating bonds between atoms. For now, assume that the bonded structure does not have loops
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Figure 14: Left, protein fragment with backbone and side chains. A single amino acid has φ, ψ, and
zero or more χ angles. Right, local frame for atom Qj , defined by the coordinate system uj , vj , wj .
By definition, the wj axis lies along bj , the bond connecting node Qj to Qi [217]. If Q0 is the root,
then parent(Qi ) = Qj and parent(Qj ) = Qk .

(see below for a modification to address molecules with loops) so the tree can be rooted at an
arbitrary atom. Call this node Q0 . Then each atom in the tree can be defined by its unique
path to Q0 . Call the child node Qi and the bond connecting Qi to parent(Qi ) is bi . In this
discussion, let Qj = parent(Qi ), and Qk = parent(Qj ) (see Figure 14). Also, WLOG let the
frame for Q0 be the origin of the Cartesian frame.
The local frame Fj is defined by the position of atom Qj and the axes uj , vj , and wj ,
where wj is parallel to bj (in the direction toward Qi ); uj is perpendicular to both bj and bk ;
and vj is perpendicular to both wj and uj , as in Figure 14. Then two frames are related by the
following Rj matrix:


cos(θj )
− sin(θj )
0
0
 sin(θj ) cos(δk ) cos(θj ) cos(δk ) − sin(δk ) −lj sin(δk ) 
,
(38)
Rj = 
 sin(θj ) sin(δk ) cos(θj ) sin(δk ) cos(δk )
li cos(δk ) 
0
0
0
1
where θj is the torsion angle of bond bj , lj is the length of bond bj , and δk is the bond angle
between bond bk and bj .
The location of a given child node in the tree, Qi , is defined by the unique path to the root
node. Let this path be {Qi , Qj . . . Q0 }, then the location of Qi in Cartesian space is determined
by multiplying all the R∗ matrices for each of the local frames on the path to the root:

T

T
x y z 1 = R0 · · · Rj · Ri · 0 0 0 1
(39)

Constrained Local Frames Since not all torsion bonds can rotate (bonds within rings,
the ω torsion angles of the backbone, etc.), removing these angles from the computation will
significantly reduce the DOFs. Similar to the methodology of [217], the atoms belonging to rigid
bonds will be collapsed to form an atom group. These atom groups will become the tree nodes,
and the position of the atom closest to the root will become the location of Qj . The edge from
Qi to Qj , bi , will become a virtual bond between Qi and Qj , as in Figure 15.
For a given protein, R, each amino acid is represented by 2 or more torsion angles: one for
each φ and ψ angle, and zero or more for each of the side-chain χ torsion angles. These torsion
angles are the parameters (degrees of freedom) for the graph, θ1 , θ2 , . . . , θN . If R has N amino
acids, then the total number of degrees of freedom, N = |Θ|, will be (k̂ + 2)N .

Molecules With Loops One of the assumptions of this model is that there always exists
exactly one unique path to the root—which means there can be no cycles in the structure. This
does not always hold for two different reasons. I will explain how to model loops using the
internal coordinate representation.
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Qi
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Qj
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Figure 15: Torsion angles that do not rotate (or have no effect on the overall structure of the protein)
are collapsed. The χ21 torsion angle (see Figure 14) does not change the location of any atoms, so
it is collapsed; ω torsion angles typically are planar, so the ω1 angle (and its corresponding node) is
collapsed. A virtual bond (blue) is added between Qi and Qj .

The first type of loops are trivially solved. Five amino acid side-chains contain rings (histidine, proline, phenylalanine, tryptophan, and tyrosine), or one or more loops that would break
the unique path assumption. However, the torsion angles in these rings are not independent,
and, in fact, remain largely rigid (aromatic rings remain planar). Since the bonds in these rigid
rings are not rotatable, the entire ring will be collapsed into an atom group, thus removing the
loop.
A protein backbone is created from a single strand of RNA, so it is entirely linear—without
loops. However, it is also the point of this work to model the flexible space of other compounds,
such as drugs or toxins. Thus, the second kind of loop is that which creates a loop with non-rigid
bonds. The loops will be removed in the following manner: Let Nl be the number of rotatable
bonds on the loop. When Nl is less than 6, treat the entire unit as a frozen ring, as above.
When Nl is greater than 6, represent the structure as an acyclic tree with Nl − 6 nodes, and
then use a loop closure method [178, 218, 219] to determine the position of the remaining 6
DOFs.

5.1.3

Probabilistic Model

The PDF of the given internal representation, Pr(Θ), where Θ = {θ1 , θ2 , . . . , θN }, is defined as
the product of the PDF of each individual angle, Pr(θi ). There are two methods to determine
the marginal distribution for each torsion angle, Pr(θi ).

Ramachandran Plots The first method is to use the frequency of individual angles from
existing high-resolution structures. These frequencies can be visually displayed through Ramachandran plots, such as those found in Figure 17. It can be seen in both of these plots that
there are conditional dependencies: values of φ and ψ are typically correlated, and values of the
χ angles are highly correlated with the angle of the backbone torsion angles. Thus, the PDF of
each individual θi torsion angle depends on the surrounding angles (for a dependency graph of
a simple protein piece, see Figure 16).
An assignment of angles to all χ1i . . . χki side-chain torsion angles is called a rotamer. A
backbone-dependent rotamer library is a discrete set of rotamers, grouped by their corresponding discrete φ and ψ angles and ranked by the frequency of occurrence in high-resolution crystal
structures, Pr(χ1 . . . χk |φ, ψ). Rotamers that do not occur above a certain threshold are removed
from the library [220]. These backbone-dependent libraries can be used (either smoothed or unsmoothed) to calculate the conditional probability of each side-chain torsion angle, Pr(χki |ψi , φi ).
Ramachandran plots from high-resolution structures will also be used to calculate Pr(ψi , φi )
[221].
The joint distribution of an assignment of angles in Θ, under the Ramachandran plots,
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Figure 16: Internal representation of protein as a Bayesian network. Labeling of Θ angles according
to Ramachandran distribution for protein from Figure 14 after removing fixed ω angle. The marginal
probability of each θi angle depends on the kind of angle: since θ2 is a χ angle, the probability is
Pr(θ2 |θ1 , θ3 ); the probability of θ3 is just Pr(θ3 , θ4 ); and the total probability according to Equation 40
is Pr(Θ) = Pr(θ3 , θ4 ) Pr(θ1 |θ3 , θ4 ) Pr(θ2 |θ3 , θ4 ) · . . . .

Figure 17: Ramachandran plots of various proteins. Left, plot for 4EKW (NaV Ab channel) backbone,
which can be used to infer Pr(φ, ψ). The x-axis is the φ angle, and the y-axis is the ψ angle. Blue
lines show gradients of Pr(φ, ψ), and black or purple circles represent individual angle values (purple
circle are outside the expected range of values). Figure generated from MolProbity [111, 112]. Right,
smoothed backbone-dependent probability distribution for one specific rotamer, isoleucine with χ1 set
at gauche+ (+60◦ ) and χ2 torsion angle trans (180◦ ). Image from [220].
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PrR (Θ), becomes a product over all N residues and all k side-chain torsion angles:
PrR (Θ) =

N
Y

Pr(φi , ψi )

i

k
Y

Pr(χji |φi , ψi ).

(40)

j

There are two options for sampling from Pr(φi , ψi ). The first is to obtain a library of
discrete angle values and their individual smoothed probabilities, such as that provided by Ting
et al. [221]. Samples can then be taken from the CDF of each distribution.
The second alternative is to employ something similar to that done with protein folding
with the (θ, τ ) distributions (see Section 3.5.2. Instead of modeling Pr(φi , ψi ), one can model
Pr(φi , ψi |Si ), where Si is state information about position i, including the amino acid typeÊand
secondary structure at position i, and the amino acid type and secondary structure at positions
before and after position i. Each distribution of Pr(φi , ψi |Si ) can then be modeled by a twodimensional Gaussian distribution, which can easily be sampled from.

Equations of Motion The second method is to use the Neutonian equations of motion to
determine the initial velocities of each atom. For atoms in Cartesian space, this is straightforward
(since each atom moves independently); however, the solution for internal coordinates is not as
straightforward because of dependencies on the torsion angles [222]. Instead, O(N ) running
time algorithms such as GNEIMO [223] must be used to determine the initial velocities. Once
the initial velocity has been established for each θi , the direction and magnitude of the velocity
of θi can be used as the mean and variance of a Gaussian distribution for Pr(θi ).
While this discriminative model is more realistic and attempts to capture the true dependencies of the angles, it possesses two major weaknesses. First, computing the initial velocity
for each parameter is a non-trivial task, requiring O(N ) time. But the second more major
problem is that the individual velocities are time-dependent, and must be reconfigured for each
sample. This prevents the model from describing the distribution of the molecule over the entire
space of possible configurations. The Ramachandran approach, on the other hand, is completely
configuration-independent, does not require costly energy calculations, and additional terms can
be added if necessary (such as the probability of bond lengths and angles, as in [224]).

5.2

Low-Discrepancy Sampling from Probabilistic Models

One of the major motivations for constructing a probabilistic model of proteins with internal
coordinates instead of Cartesian coordinates is a drastic reduction in the degrees of freedom,
and therefore a drastic reduction in high-dimensional space. However, the internal coordinate
representation still requires O((k̂ + 2)N ) degrees of freedom, where k̂ is the average number of
side-chain torsion angles and N is the number of residues in the protein. Even discretized
into


(k̂+2)N
◦
,
10 increments, the number of samples to completely cover the space is huge: O 36
which is exponential in N . For even a small molecule, a naive approach would require far too
many samples.
Previous research has shown that it is possible to construct a low-discrepancy sampling of
SO(3)N (the special orthogonal group of rotations in 3 dimensions) with far fewer samples [225].
The discrepancy, D, of a set of k sampled points, P , from a given measure space, X (such as
[−180◦ , 180◦ ]N ), is defined as:
D(P ) = sup
B∈J

µ(B)
|P ∩ B|
−
,
k
µ(X)

(41)

where µ(R) is the Lebesgue measure (the N -dimensional volume), and J is the set of all possible
N -polygons in X. In other words, this measure ensures that the points are well-distributed, fills
the space X, and that for any polygon in N dimensions, the percentage of samples within the
polygon is close to the percentage of volume the polygon contains.
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Since it is computationally impossible to generate all structures B ∈ J, Equation 41 must be
modified to empirically determine the discrepancy of k sampled points, P , using combinatorial
rectangles. Let Ra be the rectangle formed by the origin and point a ∈ P , and let n(Ra ) be
the number of points inside Ra and V (Ra ) be the volume (Lebesgue measure) of Ra . Let Ra∗
be the rectangle formed by taking the rectangular hull over all points, P , then the empirical
discrepancy can be calculated as:
D̂(P ) = max
a∈P

5.2.1

V (Ra )
n(Ra )
.
−
k
V (Ra∗ )

(42)

Generating Low-Discrepancy Samples

For this section and later sections, I will used bold-faced font when referring to a product
space, and a superscript to identify how the product space is characterized. For example, XA
refers to all possible Cartesian coordinates representations of protein A. Discrete subsets of
product spaces will be represented with a carot and subscript stating how big the sample is. For
A
example, X̂A
k represents k discrete samples from the distribution X . Plain-faced fonts refer
to individual elements of a distribution, and when it is necessary to distinguish between two
samples, a subscript will be used, as in XiA .
For a given protein, A, let XA be the structure of A in Cartesian coordinates. If XA can
A
be represented by N internal angles, then ΘA := θ1A × · · · × θN
is the distribution of these
A
internal coordinates as defined in Equation 40. Let Θ = {c1 , c2 , . . . , cN }, ci ∈ θiA be a specific
assignment of angles to variables in ΘA , and let X A represent the corresponding structure of
C in Cartesian coordinates. Then I will use the low-discrepancy sampler developed by Bajaj et
A
A
al. [225] to sample from ΘA and produce k discrete samples, Θ̂A
k = {Θ1 , . . . , Θk }, with their
A
A
A
corresponding Cartesian structures, X̂k = {X1 , . . . Xk }. Since this method of sampling is not
guaranteed to produce samples that are always biologically possible, I will discard those samples
that have a high degree of error (clashes, poor energy values, etc).
It should be clear that the distribution of each internal angle, θiA , does not cover all of SO(3).
Additionally, the distribution for two different internal angles, θiA and θjA , might not be the
same: torsion angles that correspond to hinge angles have a much higher flexibility than torsion
angles corresponding to buried atom groups. For this, it will be necessary to identify angles
with high flexibility (hinge angles can be identified with software such as Stonehinge [173], etc).
This information, in conjunction with the information gained from the Ramachandran plots,
will provide a confident sampling that effectively covers the sample space without requiring a
prohibitively large number of samples.

5.2.2

Determining Accuracy of Low-Discrepancy Sampling

The number of samples, k, is not necessarily related to the discrepancy, , but instead the number
of points needed to accurately cover all conformations in R3 . One question, then, that needs to
be answered is how many samples are required to sufficiently cover the conformations in R3 ?
One method for determining this is to use an incremental approach: start with a reasonable
value of k, and increase it until the max-min RMSD between any two samples in Cartesian
space does not decrease. A similar methodology was used to generate 1000 samples for the
small ligand for PDB:3QAD, and the resulting RMSD graph can be seen in Figure 9c.
However, one of the major methods for determining the accuracy of low-discrepancy sampling
is to compare it with the distribution of samples generated by MD simulations. It was shown
in [179] that a coarse-grained ICMD (internal coordinates constrained MD) performs just as
well as a fine-grained MD simulation with explicit solvent. However, ICMD is still time-based,
and as such suffers from the same limitations of traditional MD, i.e. relatively short time steps,
limited sample duration because of numerical error, and complex calculation of the equations of
motions. One of the major goals of this research is to provide a method of sampling that covers
the same conformational space at a fraction of the computational cost. Then the major method
of determining the performance of sampling is to compare against ICMD.
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D
RG
Let X̂M
= {X1M D , . . . , XkM D } be the set of k samples generated by ICMD, and let X̂P
=
k
k
P RG
P RG
{X1
, . . . , Xk
} be k samples generated by the pseudo-random generator (as described

above). I will then plot the distribution of probabilities (using Boltzman’s law, the negative
exponent of the energy), and compare them. If there is significant overlap between the two
distributions, then I will have determined that the pseudo-random sampling method performed
RG
well; if there are more samples from X̂P
with low probability (high energy), it will have
k
D
performed poorly; and if the distribution of samples from X̂M
has higher probability, it will
k
have performed better.

Important Questions to Consider The following questions will be considered as a part
of this section:
• What is the correlation between samples in the internal angles domain and structures
in the Cartesian domain? Does a low-discrepancy sample in the internal angles domain
correspond with low-discrepancy samples in the Cartesian domain, or are there gaps or
holes that would need to be filled? As of yet, this question has been unanswered; however,
there have been several studies that have shown that coarse-grained internal-angles samples
cover the space of actual conformations much better than fine-grained Cartesian sampling,
especially when performing molecular dynamics [179]. The sampling method chosen should
be at least as good as coarse-grained ICMD.
• How many samples in the internal angles domain are sufficient to provide adequate coverage? Are there simple measures that can be used to determine saturation? I propose
to use the max-min RMSD method (used in the preliminary results, Figure 9c), but it
may be the case that atom-atom measures similar to the Hausdorff distance (maximum
distance between corresponding atoms) will prove more useful.
• What correlations are there between number of samples sufficient for saturation and properties native to the protein? For example, Figure 13 suggests that neither total B-factor
nor number of atoms is sufficient to completely characterize uncertainty in PB energy (note
that protein 1DFJ chain I required a large number of samples even though it had a very
small number of atoms and relatively low B-factor uncertainty).

5.3

Generate a Certified Ranking Procedure for Pairwise Docking

Determining the correct docking conformation of two proteins is one of the major challenges
in protein discovery today. For large proteins, a good scoring function can be based largely
upon structural motifs, as both of the inputs are relatively rigid or only have large domain
shifts. Protein-ligand docking, on the other hand, draws more heavily from electrostatic energy,
as minor perturbations or shifts in the positions of single ligand atoms can create drastically
different shapes.
For this section of the proposed research, I will look at how allowed or expected changes in
the inputs can affect the best-scored docking poses in protein-ligand docking. As there are two
molecules involved in protein-ligand docking, there are two sources of uncertainty. The receptor
protein (the larger of the two) is assumed to be mostly rigid, but the ligand protein (smaller of
the two) is highly flexible. Some research has found success binding a flexible ligand to a set
of possible receptor conformations [174]. I will follow this approach, defining both the flexible
ligands and receptor conformations by a low-discrepancy sampling of their internal coordinates.

5.3.1

Probabilistic Docking

I will use two different probabilistic docking functions. The first function is energy-based, and
the second an empirical function, useful when docking energy values are all the same. Either
function can be used to generate certificates, as will be defined later.
The notation used for both functions is as follows: For a given receptor protein, R, let XR be
the space of possible receptor conformations in Cartesian space that correspond to samples of
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angles from the internal angle space, ΘR , and let X̂R
N be the N discrete low-discrepancy samples
L
L
from this space. Also define X and X̂M as the continuous space and M discrete samples of
the Cartesian ligand conformations. Let T (X A ) be a transformation of protein A in Cartesian
space (i.e. T ∈ SE(3)), then we can define a docking configuration between X R and X L as a
tuple d = [X R , X L , T ], where WLOG, T is the transformation applied to X L , or T (X L ). Then,
for each XiR and XjL , perform receptor-ligand docking to get the top τ docked conformations,
ij
dij
1 , . . . , dτ . Let the set of discrete docking results between all receptor and ligand conformations
ij
11
11 12
MN
be called D̂RL
}, where u = d ∗ τ .
u = {d1 , . . . dτ , d1 . . . , dk , . . . , dτ
The docking problem can now be defined as a minimization problem using a scoring function,
f , which will be defined in the next two sections:
FD (R, L) = arg min f (d)

(43)

d∈D̂RL
u

Energetic Docking Scoring Function One of the most important functions to proteinligand docking is to determine the change in free energy from the docking. Thus, this scoring
function, fE , will use the change in docking energy to calculate certificates of docking.
Let ED (d) be the change in free energy calculated after docking a receptor X R with a
conformation of a protein T (X L ). In other words, if G(R) is the Gibbs free energy of protein
R, then
 

R
L
R
L
ED (dij
(44)
k ) = G Xi ⊕ Tk (Xj ) − G(Xi ) + G(Xj ) .
To generate a probabilistic docking function, I will calculate ED (d) over all combinations of
X R and T (X L ). Using Boltzman’s law, this energy can be turned into a probability of docking:
Pr(d) =

1
exp [ED (sR ⊕ Tc (sL ))/kT ] ,
Z

(45)

where Z is the partition function or normalization constant determined by summing over the
scores for all possible receptor and ligand samples. This probability will be fE , used in Equation 43.

Empirical Docking Scoring Function Occasionally, the energy of the large receptor
eclipses the energy of the small ligand, and changes from one docking location to another are
negligible. In this case, it becomes necessary to develop a different probabilistic scoring function
that uses the location of each optimal docking instead of the energy. I will define this energetic
function here, as fE . I will use Equations 35 and 36 from the preliminary results (repeated here
for reference) to define the probabilistic binding score.
For each atom, x, on X R , let BS(x, X L ) denote the random variable representing atom x
being in contact with X L upon binding. Then define the probability of an atom being on the
binding interface site as (Equation 35):
PBS (x, X L ) = Pr[BS(x, X L )] =

1X
contact(x, r, Tk (X L ))
τ
k

where contact(x, r, Tk (X L )) is 1 if at least one atom in Tk (X L ) is within a predefined distance
cutoff r from x, otherwise contact(x, r, Tk (X L )) is 0. Using this definition, define a probability
of x being on the binding site for all conformations of the ligand, X̂L
M (Equation 36):


1
PBS (x, XL ) = Pr BS x, XL =
τM

X

X

X L ∈X̂L
M

k

where X̂L
M is the M discrete samples taken from this space.
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contact(x, r, Tk (X L ))

I will use the same methodology to define probabilities for an atom from a ligand sample, y,
being on the binding site for all receptor samples:
PBS (y, X R ) = Pr[BS(y, X R )] =

1X
contact(y, r, Tk−1 (X R )),
τ

(46)

k

where Tk−1 (X R ) represents the conformation of X R in relation to Tk (X L ) (since Tk is defined in
relation to X L ), and define the probability of y being on the binding site for all conformations
of the receptor, XR , as:


1
PBS (y, XR ) = Pr BS y, XR =
τN

X

X

X R ∈X̂L
M

k

contact(y, r, Tk−1 (X R ))

(47)

R
L
Finally, I will define a new docking score of dij
k , the docking of sample Xi with Xj in
R
configuration Tk . First, I will split each of the atoms from Xi into two disjoint sets: IR , the
set containing all atoms on the interface, and NR , the set containing all other atoms. Likewise,
the ligand atoms will be split into sets IL and NL . Then the binding site score for a specific
docked conformation, BS Score(dij
k ), becomes:


Y
Y
ij
BS Score(dk ) =Cint 
PBS (x, XL ) ∗
PBS (y, XR )
(48)
x∈IR

y∈IL


+ Cnonint 1 −


Y
x∈NR

Y

PBS (x, XL ) ∗

PBS (y, XR ) ,

(49)

y∈NL

where Cint and Cnonint are scaling parameters.
This score for a particular docking configuration, BS Score(dij
k ), is then the sum of the
probabilities of the atoms on the binding site minus the probability of atoms not on the binding
site. This will penalize docking configurations that have atoms that are not usually involved in
the docking procedure—but not just in one docking configuration, but over all configurations
for both the ligand and the receptor. This docking score will be fE , used in Equation 43.

Certified Bounds for Protein-Ligand Docking It is also important to generate certified bounds for the protein-ligand docking problem. One method is to use the McDiarmid
inequality found in Claim 3.7, repeated here for convenience:
Q
Claim. Let (Xi ) be independent random variables. Let f : i Ai → R for sets Ai . Also, suppose
that |f (x1 , . . . xk , . . . , xn ) − f (x1 , . . . , x0k , . . . , xn )| ≤ ck . Then, for t > 0,
!
X
Pr[|f (X) − E[f ]| > t] < 2 exp −2t2 /
c2k .
k

For this McDiarmid bound, the value of ck must be determined for each degree of freedom
in the model: the torsion angles for both the receptor and the ligand. Let ΘA
(i) be a sample from
A
A
A
A
, . . . , θN
fixed.
the internal angles representation of protein A while keeping θ1 , . . . , θi−1 , θi+1
A
Use the low-discrepancy sampler to generate a sufficient number of Θ(i) samples, and calculate
BS Score(d) for each of these samples. For example, keep all angles from ΘR and ΘL fixed
0
except for θiR . Generate N 0 configurations of ΘR
(i) , and create the corresponding N samples in
the Cartesian plane, X̂R
N 0 . Perform protein-ligand docking against the original protein complex,
L
0
X , and determine BS Score(dij
k ) for all N samples of the receptor with the ligand, over
R
all τ transformations. The value of ci for θi then becomes the maximum deviation between
BS Score values. Perform the same operation for each θiR while keeping the ligand fixed, and
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each θjL while keeping the receptor fixed. The McDiarmid bound can then be solved by the
above equation.
One of the problems with using the McDiarmid inequality as defined above is that it will often
over-estimate the true error bounds when the variables have complicated dependencies. Often,
as is the case with torsion angles, consecutive changes in angle value will have a cancelling effect.
For this reason, I will also develop Chernoff-Hoeffding style bounds. The Chernoff-Hoeffding
bounds will be determined empirically, in the same fashion as was described in the preliminary
work (Section 4.4.3), and will use Equation 31, repeated here for convenience:
P rob(f, X, t, ) = Pr[|f (X) − E[f ]| > t] ≤ ,
where t and  are both input parameters specified by the user.
Both the McDiarmid and Chernoff-Hoeffding style bounds can be used to impute the quality
of the functional being observed, such as protein-ligand docking (or homology modeling). A
tight bound implies that the docking (or homology modeling) result is very confident, or that
purturbations in the input model do not have a significant impact on the final result. If all
the results for protein-ligand docking have the same BS Score, then the binding site is highly
confident.

Important Questions to Consider The following questions will be considered as part
of this proposed work:
• What is the number of transformations, τ , that is necessary to determine the correct
binding location? This question will be answered by using the known binding location
of several ligands—such as the TTX toxin with the NaV channel or those from the zlab
benchmark 4 [212]—and scoring each high-ranking result based on the distance from the
known result.
• What changes need to be made to the empirical binding score, BS Score to improve
final ranking results? The current method provides sound statistical backing to provide
a certificate of ranking, but how well does this correlate with RMSD to native or other
important tests? Is there a better formula, such as the Rosetta scoring functions [226]?
• What should be the distribution of individual internal angles? Allowing hinges to be much
more flexible than the rest of the angles will increase the product space covered without
requiring too many samples. What are the additional constraints that should be placed
on individual torsion angles?

5.4

Generate a Certified Ranking Procedure for Homology Modeling

The certified ranking procedure for homology modeling is similar to that proposed for protein
docking, with one additional source of uncertainty. The input for homology modeling of two
proteins, a template A and query B, are the amino acid sequences for both proteins, a and b,
the Cartesian coordinate structure of the template, X A , and an alignment on a and b, α(a, b).
Thus, the sources of uncertainty are the Cartesian structure of the template, XA , as before, but
also the sequence uncertainty in a and b, and the alignment uncertainty from α(a, b). For this
work, I will assume that the sequence uncertainty is negligible (a very reasonable assumption,
see [17]) and will just focus on the structural and alignment uncertainty.
The structural alignment uncertainty will be modeled as above, generating a discrete set
of samples, X̂A
N , so all that is left is to model the alignment uncertainty. One of the more
crucial steps in template-based homology modeling is to provide an accurate sequence alignment
between target and template. During the refinement process of the TZ model, it was determined
that a straightforward sequence alignment (without insertions or deletions) between the NaV Ab
sequence and the four domains of the NaV 1.4 sequence would not explain crucial experimental
results. By adding a single insertion in each of the NaV 1.4 domains, the resulting homology
model was significantly improved. The Walker model showed a significant gain when multiple
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sequences were used, together, for the homology modeling template. However, using multiple
sequences also increases the chance of error in the multiple sequence alignment (MSA).
One of the major problems with traditional text alignment methods such as the NeedlemanWunsch algorithm is that they are discrete. Each amino acid can only be aligned to one possibility of match, insertion, or deletion (see Algorithm 1), even though there could be several
alignments that are equivalent.
Previous work I have published has shown that significant advantage can be gained when,
instead of aligning with a discretized Needleman-Wunsch, a probabilistic pair-HMM (pair Hidden Markhov Model) is used [101]. The result of this pair-HMM is a specific probability of any
amino acid in a sequence, xi , aligning with any other amino acid in a second sequence, yj , for
a given alignment, a∗ : P (xi  yj ∈ a∗ |x, y). The global alignment score will be the same as the
Needleman-Wunsch algorithm, but marginal probabilities will also be available. This well help
to overcome some of the problems seen it the TZ or Walker models, where slight shifts in amino
acid alignment create drastically different results.
Forrest et. al looked at the effect of alignment types on the homology modeled result in
channel proteins. They observed that a profile-to-profile alignment with the native BLOSUM62
matrix performed the best [96]. A profile-to-profile alignment uses multiple related sequences for
both the template and target, and generates a probability of each amino acid at each location,
i.e. Pr(ai = ARG).
For this proposal, it would be nice to include many proteins as input and use many-to-one
homology alignment software such as RosettaCM [227]. However, the sampling space of many
input proteins would be exponentially large and quickly become intractable. Instead, a single
protein will be used as the template structure, and the related proteins will be used to generate
the input template profile, as in [96]. There are many different eukaryotic sodium channel
sequences from different genes and different organisms. These eukaryotic protein sequences will
be used to generate a target profile. The template and target profiles will be used to generate
a profile-profile alignment with HMM, and the top ν alignments will be extracted and used
as samples for uncertainty quantification. Since the input alignments to homology modeling
software are discrete, alignments with the same characters will be removed.

5.4.1

Homology Modeling as an Optimization Problem

Let the space of possible alignments between sequences a and b, α(a, b), be Aab , i.e. α(a, b) ∈
A
A
A
Aab , and let the discrete set of ν top alignments be Âab
ν . As before, let X̂N = {X1 , . . . , XN }
be a discrete set of possible 3-dimensional structures for the template protein A generated by
sampling from the internal-angles space, ΘA . Let HB|A represent the space of possible proteins
of protein B given inputs from protein A, in other words, HB|A ⊆ XB , or the possible homology
modeled results are a subset of the possible protein structures. The discrete set of v homologyB|A
modeled structures of protein B, Ĥv , will be generated from the N discrete structures of A
B|A
B|A
B|A
B|A
and the ν top alignments of a and b, where Ĥv = {h1 , h2 . . . hv } = {X̂1B , X̂2B . . . X̂vB },
or a set of potential structures for target protein B. I will define homology modeling of proteins
as the following optimization problem, using a scoring function f that will be defined later:
FHM (X A , a, b) = arg min f (X B , a, b, α(a, b))

(50)

B|A

X B ∈Ĥv

To perform the minimization, I will follow a similar algorithm as defined above for receptorligand docking: For each sample of the structure, XiA , and top alignment, α0 (a, b), use an
existing homology modeling software (I will use Rosetta [226] because of its versatility and
performance) to create the top v structures of the query, X B . The Rosetta scoring function,
GR , [226] uses a combination of Ramachandran angle preferences, Lennard-Jones interactions,
Hydrogen bonding, solvation, rotamer self-energy, and an unfolded state reference energy to find
the minimal energy structure. This energy function performs similar to a traditional forcefieldbased energy function, such as the Amber energy, defined in Equation 14. Let GR (X B ) be the
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Rosetta energy scoring function, then the homology model probability, PrHM , of seeing a given
structure of protein B, XiB , given a sample of X A and an alignment of a and b, α0 (a, b), is:
c
PrHM (X A , α0 (a, b), XB
)=

1
exp(G(XiB )/kT ),
Z

(51)

where Z is the normalization constant determined by summing over all possible structure and
alignment samples.
McDiarmid bounds and Chernoff-Hoeffding bounds will be determined the same way as in
the docking scenario, using this probability to define both the maximum deviation values, ck ,
and the values for the Chernoff-Hoeffding expectation according to Equation 31.
One of the important contributions of this work is to quantify the results of homology
modeling under small perturbations of the input. Prior work has shown that the type of sequence
alignment can have a significant impact on the final result [96]. However, the goal of this work
is to quantify the contribution of variations in the sequence alignment to the predicted query
structure. Generating certificates for the predicted homology models is therefore a significant
contribution.

5.5

Homology Modeling and Docking of the Human NaV Channel

The final aim of this work is to produce an accurate, confident structure of the human NaV
channel, and provide confident estimates of the underlying error bounds.
To date, there have been several good models of NaV channels. The Tikhonov model [203]
was constructed from NaV 1.4, and the Walker models [49] consist of four rat NaV 1.4 models
(one wild type and three mutated genes) and two human NaV 1.7 models (one wild type and
one mutated genes). In addition, there have been several methods published in the past that
have proposed putative binding regions off of structural chemistry. These include the early work
by Hille [154], as well as the more recent work by [228–231] and many others. The first step in
producing a confident model of the pore is to tabulate all the known interactions between the
NaV channel and the known toxins, including TTX, STX, and gonyautoxin-III. Once this data
is tabulated, it will provide a valuable resource for researchers to evaluate and improve their
own models.
The second step of this aim is to provide a confident homology-modeled result of the NaV
channel. Since I will be using a profile-profile alignment, I will need multiple sequences for
both the query and the template. The query sequences will include sequences of one gene (i.e.
NaV 1.4) from multiple organisms. The template sequences will be those sequences belonging to
the similar models, outlined in Table 2. Since it is not necessary to only use soduim channels as
templates (as was discovered in the Walker model [49]), I will use available calcuim, potassium,
and sodium structures.
The last step of this aim is to increase confidence of the models generated above by the
protein-ligand binding with quantified uncertainty as proposed in this work. For each model
generated of the sodium channel, I will determine the Chernoff-like bounds for docking of several
toxins: TTX, STX, BTX, and gonyautoxin-III, as both negative and positive controls, and
compare them with empirical results. I will determine the Z-score for each toxin and each
certified bound, and then report the amount of uncertainty in the actual model. These Z-scores
can then be used to generate more confident homology models for each of the NaV genes.
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6

Conclusion

There are many sources of uncertainty that exist in the drug-discovery pipeline. Some of this
error may be due to human negligence, but some may be due to limitations in the algorithms
being used. The purpose of this proposal is to first, identify the sources of error throughout the
pipeline, and second, determine what error can be controlled for, and what is nondeterministic.
Constraining a model by its known interactions with other proteins will increase the confidence of the original model. It is important to understand how error propagates from crystal
structure through homology modeling and sequence alignment to docking and energy predictions. In addition, understanding how the error propagates at each stage in the pipeline will
enable researchers to known when they need to be thorough in sampling the input space—and
when the information gained through further samples will just be masked by errors in a later
stage. Finally, as the error through the pipeline is studied from start to finish, it will also be
possible to determine what changes should be made on earlier stages.
Quantifying the uncertainty in the drug discovery pipeline will provide valuable information
to computational modeling, but will also allow researchers to provide certificates for their reported numbers—and provide probabilistic guarantees for a quantity of interest that otherwise
might have been meaningless.
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[33] A. L. Goldin, T. Snutch, H. Lübbert, A. Dowsett, J. Marshall, V. Auld, W. Downey, L. C. Fritz,
H. A. Lester, and R. Dunn, “Messenger RNA coding for only the alpha subunit of the rat brain
Na channel is sufficient for expression of functional channels in Xenopus oocyte,” Proceedings of
the National Academy of Sciences, vol. 83, no. 19, pp. 7503–7507, 1986.
[34] H. Terlau, S. H. Heinemann, W. Stühmer, M. Pusch, F. Conti, K. Imoto, and S. Numa, “Mapping
the site of block by tetrodotoxin and saxitoxin of sodium channel {II},” {FEBS} Letters, vol. 293,
no. 1–2, pp. 93–96, 1991.
[35] S. H. Heinemann, H. Terlau, W. Stuhmer, K. Imoto, and S. Numa, “Calcium channel characteristics conferred on the sodium channel by single mutations,” Nature, vol. 356, pp. 441–443, Apr
1992.
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