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Review Milestone 4 (data ingestion pipelines)
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Recall: Silver has two main parts

Cleaned and validated Conformed e
e Convert raw into clean tables CRM 1
e Apply primary keys

_ CRM 2 Customer
e Reject rows that aren't real
e Merge new rows with existing ones _ CRMn

e Audit tables and logging

The data in Silver looks similar to the source system, just a cleaner, validated version of it.

e What is the primary key when the source doesn't have one?
e When CRM 1 and CRM 3 disagree, which one wins?

e Can we prove what we changed and why, six months from now?



Silver cleaning pipeline

Stage 2 Stage 3 Stage 4 Stage 5
Structure Values Relationships Validate &
audit
* Null rates » Convert types  Standardize * Apply primary  Constraints as
« Distinct counts Y + Rename > formats > keys > tests
« Min / max, columns * Normalize nulls  Apply foreign * Quarantine
distributions + Reshape: split, » Drop exact keys rejects
« String lengths explode, unpivot duplicates * Entity resolution * Lineage
* Drop junk » Flag outliers » Decompose columns
columns tables * Logging

Each task is version-controlled code, and every one is a deterministic rule except one.
Which one is probabilistic?



Where Silver lives
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dbt overview

Model source() ref() Test Macro

models/*.sql Bronze table another model schema.yml macros/*.sql

One .sql file = one Points at a Bronze Points at another unique, not_null, A reusable Jinja

Silver table or table. Where a model. dbt reads accepted_values, function. For

view. Plain model's lineage these to build the relationships. example, profiling

SELECT, no DDL. starts. DAG and the run Constraints as is a macro you call.

order. tests.

dbt run-operation — dbt run — dbt test —> | dbt docs generate

Profile Build Silver Constraints as tests ) Lineage & docs

You write SELECT statements with Jinja snippets; dbt compiles them, orders them by
dependency, and runs them in BigQuery.



A dbt model with Jinja

Model (SQL + Jinja)

-- models/silver/customers.sqgl

{{ config(materialized='table') }} Compiled SQL (what BigQuery runs)
{% set text cols = ['email', 'phone', 'city'] %}
select

select customer id,
customer id, » nullif(trim(email), '') as email,
{% for col in text cols %} nullif (trim(phone), '') as phone,
nullif (trim({{ col }}), '') as {{ col }}, nullif(trim(city), '') as city,
{% endfor %} cast (signup_date as date) as
cast (signup date as date) as signup date signup_date

from {{ source ('bronze', 'customers') }} from ‘my-project.bronze.customers’

Jinja runs first and produces plain SQL. Only the compiled SQL reaches BigQuery.



lceberg catalog setup

Written by Read by How it is set up

BigQuery-managed BigQuery A GCS bucket + a BigQuery
9 v 9 dbt / BigQuery Python via catalog federation =~ Cloud resource connection. No
Iceberg tables
(read-only) catalog resource.
Iceberg REST Python Python A catalog + namespace in the
catalog tables (Pylceberg) BigQuery (read-only) Lakehouse runtime catalog.

Rule of thumb: whoever writes the table chooses the catalog flavor.



