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Yifeng Zhu, PhD
The University of Texas at Austin, 2025
SUPERVISORS: Yuke Zhu, Peter Stone

In recent years, there has been growing interest in building general-purpose per-
sonal robots, driven by the promise that the robots can assist people with a large variety
of everyday manipulation tasks. Such robots must adapt their skills to a wide range
of completely new scenarios. This dissertation considers Open-world Robot Manipula-
tion, a manipulation problem where a robot must generalize or quickly adapt to new
objects, scenes, or tasks for which it has not been pre-programmed or pre-trained. This

dissertation tackles the problem using a methodology of efficient sensorimotor learning.

The key to enabling efficient sensorimotor learning lies in leveraging regular pat-
terns that exist in limited amounts of demonstration data. These patterns, referred to as
“regularity,” enable the data-efficient learning of generalizable manipulation skills. This
dissertation offers a new perspective on formulating manipulation problems through the
lens of regularity. Building upon this notion, we introduce three major contributions.
First, we introduce methods that endow robots with object-centric priors, allowing
them to learn generalizable, closed-loop sensorimotor policies from a small number of
teleoperation demonstrations. Second, we introduce methods that constitute robots’
spatial understanding, unlocking their ability to imitate manipulation skills from in-
the-wild video observations. Last but not least, we introduce methods that enable
robots to identify reusable skills from their past experiences, resulting in systems that

can continually imitate multiple tasks in a sequential manner.

i



Altogether, the contributions of this dissertation help lay the groundwork for
building general-purpose personal robots that can quickly adapt to new situations or
tasks with low-cost data collection and interact easily with humans. By enabling robots
to learn and generalize from limited data, this dissertation takes a step toward real-
izing the vision of intelligent robotic assistants that can be seamlessly integrated into

everyday scenarios.
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Chapter 1

Introduction

For millennia, humans have dreamt of autonomous beings that assist with mundane
daily tasks, a long-lasting theme from ancient Greek myths of self-operating automatons
to Isaac Asimov's futuristic robots handling laborious duties. These stories re ect the
innate desire of humans to create intelligent and autonomous robots that seamlessly
integrate into our lives, alleviating the physical and cognitive burdens of everyday
chores. The invention of the rst programmable robot arm, Unimate, in the mid-20th
century, marked a pivotal moment in human's quest for automation. The presence of
Unimate [1], along with the rst programmable computer, ENIAC [2], has fueled dreams
of building general-purpose personal robots capable of accomplishing a large variety of
tasks. Since then, people have envisioned a tangible future where personal robots carry
out tasks from cleaning and cooking all the way to nursing home services, addressing
the labor shortages worsened by aging populations. Nowadays, while the descendants
of ENIAC, like personal computers and smartphones, have become ubiquitous, personal

robots for household tasks like robot butlers remain out of reach.

The missing presence of general-purpose robots in our everyday environments
is primarily rooted in a fundamental challenge: enabling robots to accomplish a large
variety of manipulation tasks in open-world settings. Much research has studied manip-
ulation under \closed-world" settings using pre-programmed solutions, where scenar-

ios are constrained to those with known object geometries and locations, clean back-

1



grounds, and prede ned sets of tasks. However, this closed-world setting contrasts
starkly with the reality where personal robots must operate. The endless variety of
situations presents the complexities of robots' real-world deployment that are beyond

the reach of existing approaches.

To deploy robots in the real world, manipulators should be equipped with diverse
sensorimotor skills that operate in open-world settings. Sensorimotor skills refer to
computational programs that process sensory inputs and synthesize motor commands
for purposeful physical movements like completing certain goals in manipulation tasks.
In this setting, it is ideal for robots to quickly adapt their sensorimotor skills to new
objects scenes or tasks for which they haven't been pre-programmed or pre-trained,
a problem we termOpen-world Robot Manipulation . We use Open-world Robot
Manipulation as a systematic framework for studying the fundamental challenges of
deploying personal robots in our daily lives. Recent work has shown robots can operate
in open-world settings by directly using pre-trained Large Language Models (LLMs) or
Visual Language Models (VLMS) [3, 4, 5, 6] for decision making. However, these works
abstract away the mapping from inputs to robot actions using prede ned primitives,
limiting the motion expressiveness that is critical to synthesizing diverse contact-rich
behaviors. An alternative path explores training large models using vast amounts of
data collected on robots [7, 8]. Though it is intriguing that this approach tries to
reproduce the scaling laws in training Large Language/Vision Models, robotics tends
to operate in a low-data regime, making such a methodology su er from high costs
in hardware and operation, as well as substantial overhead for data re-collection upon
any major hardware changes. Thus, scaling up data collection in robot manipulation
induces high cost in the face of the countless situations inherent in Open-world Robot

Manipulation, encouraging alternatives to tackle the problem.

To tackle Open-world Robot Manipulation in a cost-e ective way, a promising
approach is for robots to rapidly acquire sensorimotor skills for new scenarios or tasks
using limited, high-quality data from the real world. E cient learning from limited

data is key to developing robots that operate pro ciently in everyday environments
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and can be easily con gured by end-users, making the process as intuitive as using
today's electronic devices. Robots that learn e ciently would allow users to specify
behaviors through easy teleoperation or video demonstrations. Théscient sensori-
motor learning paradigm holds the promise of building personal robots that can easily
learn new skills without signi cant time and e ort from users. Equipped with learning
mechanisms that can acquire new tasks e ciently instead of enumerating diverse situ-
ations a priori, personal robots could become as a ordable and widespread as today's

PCs and smartphones.

To enable e cient sensorimotor learning in Open-world Robot Manipulation, we
focus on developing methods that learn generalizable policies from a small amount of
demonstration data (collected through teleoperation or video recording). However,
open-world generalization from a few examples is nontrivial: Small demonstration
datasets fail to cover su cient distributions to approximate the countless situations
presented in open-world scenarios. To address this challenge, we leverage our key in-
sight: harnessingregularity in the physical world that is present in the demonstration
data. Regularity refers to the physical world's regular and consistent patterns or struc-
tures that reveal invariant features across various situations. Regularity is common in
the physical world and exploiting them can help robots learn, predict, and act e ectively

across the many di erent scenarios robots might encounter during deployment.

This dissertation provides a new perspective on learning-based robot manipula-
tion by systematically tackling problems with the notion of regularity. Regularity has
been a well-established concept in cognitive science used to study how humans learn
in the physical world and generalize from a small number of examples. The regular-
ities of the physical world are statistical, revealing regular and consistent patterns of
phenomena regardless of individual variations, yet humans excel at identifying these

regularities and developing intelligent behaviors based on them [9, 10, 11, 12, 13].

This concept of regularity has been less systematically explored in the discipline

of learning for robot manipulation. While the community has leveraged \structures" or



injecting \model priors" when developing data-driven approaches, there has not been
a systematic way of looking at the problem from the perspective gegularity . For
example, objects that a robot perceives respond to actions in a predictable way despite
the variations in visual appearance or spatial layouts; behaviors that a robot performs
in a task might be reused in another task even if the goal is di erent. All these common-
sense knowledge that seem obvious to humans are regularities in the real world that

can a ord robots' e cient learning.

In this dissertation, inspired by cognitive science and recognizing that robots
operate in the same physical world as humans, we attempt to wire robots' \brains" to
leverage regularity so that robots can learn e ciently like humans, just as evolution
has wired human brains to detect and extract the regularity of the physical world from
sensory inputs across time and space. Building upon regularities as a key principle,
we develop a suite of methods that enable robots to tackle open-world manipulation

challenges through e cient sensorimotor learning.

In this dissertation, we will identify the regularities that our methods exploit for
learning diverse manipulation skills from demonstrations. As we will elaborate in Chap-
ter 2, our methods center around three critical statistical regularities for generalization
in robot manipulation: object regularity, spatial regularity, and behavioral regularity
However, it is challenging to leverage these statistical regularities{|they cannot be
expressed in simple formulas or easily described by hand-crafted programs. Instead,
capturing such regularities requires a common-sense understanding of semantics and
space. Thanks to recent progress in computer vision and natural language processing,
we can leverage foundation models for programs to detect and extract these statistical
regularities. Foundation models [14, 15, 16, 17], a class of deep neural networks that
are pre-trained on internet-scale datasets of images and texts, serve as the substrate
for concept understanding and extracting semantics from real-world sensory inputs. In
this dissertation, a key design principle in developing the methods is to integrate foun-
dation models into work ows such that robots can achieve unprecedented performance

and generalization with just a handful of demonstration data.
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In summary, this dissertation studies the problem of Open-world Robot Manip-
ulation with a methodology of data-e cient learning. By developing methods to enable

e cient sensorimotor learning, we aim to answer the following research question:

How can robots exploit regularities in the physical world to e ciently learn gen-
eralizable manipulation policies?

This dissertation answers the question in the following ways.

1. Showing how a robot can learn a generalizable, closed-loop sensorimotor policy

from a small number of teleoperation demonstrations;

2. Showing how a robot can imitate manipulation skills from actionless video obser-

vations;

3. Showing how a robot can continually imitate multiple tasks in a sequential man-

ner.

The contributions in this dissertation are largely based on leveraging the three
major regularities in the physical world we identify (More details in Section 2.5). These
regularities provide priors for developing robot learning algorithms that e ciently learn

generalizable policies from a small number of examples.

1.1 Dissertation Overview

The rest of the dissertation is organized as follows. We rst formulate the
problem of Open-world Robot Manipulation and introduce necessary background in
Chapter 2. Chapter 2 is then followed by three groups of chapters: e cient imitation
learning with object-centric priors (Chapters 3 and 4), imitation from in-the-wild video
observations (Chapters 5 and 6), and lifelong robot learning with skills (Chapters 7, 8,
and 9). After these chapters, we provide a comprehensive literature review of related

work in Chapter 10. In the end, we summarize the contributions and takeaways from
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this dissertation in Chapter 11. While this dissertation is written to be read sequentially
from beginning to end, readers do not necessarily need to follow the sequential order.
To accommodate selective reading, we provide a visualization of chapter dependencies
in Figure

Chapter 2|10 are laid out as follows.

1. In Chapter 2, we present a formulation of Open-world Robot Manipulation, as
well as necessary background about policy learning and data collection that are
vital for readers to understand the rest of the dissertation. We also formally de ne
the three regularities that this dissertation focuses on: object regularity, spatial

regularity, and behavioral regularity.

2. In Chapter 3, we introduceVIOLA , an object-centric imitation learning frame-
work that enables robots to learn closed-loop neural network policies from a small
number of teleoperation demonstrations. In this chapter, we explain hoabject
regularity has motivated us to use vision foundation models to endow policies
with object-centric priors. This work was published as: Yifeng Zhu, Abhishek
Joshi, Peter Stone, Yuke Zhu. VIOLA: Imitation Learning for Vision-Based Ma-
nipulation with Object Proposal Priors. Conference on Robot Learning (CoRL
2022).

3. In Chapter 4, we introduce an object-centric 3D policy learning metho@&GROOT .
GROOT enables robots to derive behavioral cloning policies trained with demon-
strations collected under one setting while generalizing to backgrounds, camera
angles, and object instances that vary greatly from the data collection setting. In
this chapter, we explain howobject regularity has inspired us to derive the object-
centric 3D representations (point clouds) as policy inputs, a key design to achieve
generalizable policy learning. This work was published as: Yifeng Zhu, Zhenyu
Jiang, Peter Stone, Yuke Zhu. Learning Generalizable Manipulation Policies with
Object-Centric 3D Representations. Conference on Robot Learning (CoRL 2023).
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4. In Chapter 5, we formulate the problemopen-world imitation from observations
To tackle our posed problem, we introduce a methodDRION , that allows
a tabletop manipulator to imitate manipulation skills from single-video human
demonstrations. In this chapter, we explain howspatial regularity has inspired
us to create a spatiotemporal abstraction of a human video, termed a manipu-
lation plan, for the robot to synthesize its actions at test time. A preprint of
this work is on arXiv: Yifeng Zhu, Arisrei Lim, Peter Stone, Yuke Zhu. Vision-
based Manipulation from Single Human Video with Open-World Object Graphs.
ArXiv.

5. In Chapter 6, we further study the problemopen-world imitation from obser-
vations on humanoid robots, where we demonstrate how humanoid robots can
learn from single-video human demonstrations and acquire diverse manipulation
skills including bimanual, dexterous behaviors. In this chapter, we explain how
OKAMI exploits spatial regularity while leveraging the morphological similarity
between human demonstrators and humanoid robots. This work was published as:
Jinhan Li, Yifeng Zhu, Yuqi Xie, Zhenyu Jiang, Mingyo Seo, Georgios Pavlakos,
Yuke Zhu. OKAMI: Teaching Humanoid Robots Manipulation Skills through
Single Video Imitation. Conference on Robot Learning (CoRL 2024).

6. In Chapter 7, we introduce a bottom-up skill discovery method®UDS that dis-
covers reusable sensorimotor skills from unsegmented demonstration datasets. In
this chapter, we also explain howehavioral regularityhas inspired us to discover
reusable skills from demonstrations by identifying recurring temporal segments.
This work was published as: Yifeng Zhu, Peter Stone, Yuke Zhu. Bottom-Up
Skill Discovery from Unsegmented Demonstrations for Long-Horizon Robot Ma-
nipulation. International Conference on Robotics and Automation (RA-L 2022).

7. In Chapter 8, we introduce a continual imitation learning method. OTUS , which

continually learns new tasks by maintaining a library of discovered skills. In this
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chapter, we also explain howehavioral regularity has inspired us to identify re-
curring temporal segments using semantic features from vision foundation models,
a key design to enable skill discovery in the lifelong learning setting. This work
was published as: LOTUS: Continual Imitation Learning for Robot Manipulation
Through Unsupervised Skill Discovery. International Conference on Robotics and
Automation (ICRA 2024).

In Chapter 9, we presentLibero , a lifelong robot learning benchmark that sup-
ports community-wide research on continual imitation learning. We present a
procedural task generation pipeline that supports the programmatic generation
of manipulation tasks, leading to our task suites irLibero . This benchmark

is designed to support our experiments in Chapter 8. This work was published
as: Bo Liu, Yifeng Zhu, Chongkai Gao, Yihao Feng, Qiang Liu, Yuke Zhu, Peter
Stone. LIBERO: Benchmarking Knowledge Transfer in Lifelong Robot Learning
Conference and Workshop on Neural Information Processing Systems (NeurlPS
2023, Datasets and Benchmarks Track).

In Chapter 10, we survey the literature that is relevant to the contributions of
this dissertation.

In Chapter 11, we summarize this dissertation and discuss future directions.
In Appendix A, we summarize all the notation used in this dissertation.
In Appendix B, we summarize all the acronyms used in this dissertation.

In Appendix C, we provide additional details about implementations and model
designs in Part | (Chapters 3 and 4).

In Appendix D, we provide additional details about implementations and model

designs in Part || (Chapters 5 and 6).

In Appendix E, we provide additional details about implementations and model

designs in Part !l (Chapters 7, 8 and 9).
8



Figure 1.1: Overview of the chapter dependencies. An arrow connection means that
one chapter (or a group of chapters) should be read before anotheFhe chapters
from di erent parts can be read independently. Large arrows are used when at
least one of the connections is a group of chapters.

1.2 Contribution Overview

This dissertation makes the following contributions to the robot learning litera-

ture:

An object-centric imitation learning framework for learning generalizable manip-

ulation policies using behavioral cloning. (Chapter 3)

One of the rst Transformer architectures in implementing closed-loop sensori-

motor policies. (Chapter 3)

The rst end-to-end closed-loop neural network policy that can make co ee au-

tonomously. (Chapter 3)



The rst object-centric 3D method for learning behavior cloning policies that
generalize to unseen background changes, diverse camera perspectives, and new

object instances. (Chapter 4)

Formulation of a newly posed problemopen-world imitation from observationfor
the community to study how robots learn from human videosvithout extra e ort
in collecting meta-training data and assuming ground-truth object categories are

unknown. (Chapter 5)

An algorithm for a tabletop manipulator to imitate from a single video recording

of a human demonstration. (Chapter 5)

An algorithm for humanoid robots to imitate manipulation skills from single-video
human demonstrations. This algorithm exploits the morphological similarity be-
tween humans and humanoids and enables robots to acquire diverse sensorimotor

skills, including bimanual dexterous manipulation. (Chapter 6)

A bottom-up skill discovery approach learning a library of sensorimotor skills
from unsegmented demonstration data. (Chapter 7)

A lifelong skill discovery algorithm that continually maintains a library of senso-

rimotor skills. (Chapter 8)

A lifelong robot learning benchmark for evaluating lifelong learning algorithms of
robot manipulation policies. Unlike the majority of robot learning benchmarks,
our benchmark can include more tasks than existing task suites due to our new
design of procedural generation pipeline, which can create new manipulation tasks

programmatically. (Chapter 9)
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Chapter 2

Problem Formulation and
Background

We introduce the problem formulation of Open-world Robot Manipulation and all the
necessary background for tackling the problem. This chapter is laid out as follows.
We introduce our mathematical formulation of Open-world Robot Manipulation (Sec-
tion 2.1). Then we introduce the general policy formulation of sensorimotor skills (Sec-
tion 2.2), followed by a description of imitation learning algorithms and demonstration
data collection used throughout the dissertation (Sections and 2.4). Then we de-
scribe object regularity, spatial regularity, and behavioral regularityin robot manipula-
tion that serve as the substrate for methods developed in this dissertation (Section 2.5).
Finally, we introduce the joint con gurations and task-space control of the robots that
are used throughout our real-robot experiments in this dissertation (Section 2.6). For

a full list of notations used in this chapter, please see Appendix

Markov Decision Process For Vision-Based Robot Manipulation. Before in-
troducing Open-world Robot Manipulation, we rst describe the common formulation of
vision-based robot manipulation using Markov Decision Processes [18, 19, 20]. A vision-
based robot manipulation task can be formulated as a nite-horizon Markov Decision
Process (MDP), which is de ned as a tuple< S;A;P;R;Hmax; o >. S is the state
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space of all robot's observationsA is the action space of robot command®, (S¢+1 jSt; &)

Is the stochastic transition probability function that describes the dynamics of transi-
tioning to any possible next states given the current state and action&(s;; &; St+1)

is the reward function that describes task goaldi hax is the maximal horizon, and

is the initial state distribution. The objective of tackling a task is to design or learn

a policy that maximizes the expected return: maxJ( ) = E[P f;gax R(st; &; St+1)]-

We consider a sparse-reward setting, which does not need additional reward-shaping
functions that often require an extensive amount of time to design. In this setting,
R(st;a;si+1) = 1 when a robot accomplishes the goal of a task, otherwise 0. The

objective in the sparse-reward setting is equivalent to expected task success rates.

2.1 Open-world Robot Manipulation

In this dissertation, we introduce Open-world Robot Manipulation a class of
manipulation problems in open-world settings where a robot must quickly adapt to new
objects, environments, or tasks for which the robot hasn't been pre-programmed or pre-
trained. In this problem, a robot is expected to perform a wide range of tasks that will
be speci ed by humans. Solutions to the problem are policies that can generalize across
diverse objects, scenes, and tasks. We use the Contextual Markov Decision Process
(CMDP) [21] to model vision-based robot manipulation in the open-world setting. In
the CMDP formulation, we treat human user speci cations as \contexts," separating
them from the robot's own sensory observations. This separation models human inputs
or speci cations explicitly separated from the states in the robot's decision-making
process. A contextc speci es the task that a robot needs to complete, and can take

various forms, such as language instructions or demonstrations.

A CMDP formulation of an Open-world Robot Manipulation task is de ned as
atuple < S;A;C v (c) >, whereCis the context space of human speci cations and
m IS a function that maps any contextc 2 C to a nite-horizon MDP ; (¢) =<

S;A;P%R%Hmax; o >. In our problem setting, we assume the function mapping
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v 1o be surjective so that every considered task in an experiment can be clearly
speci ed by a contextc. A task T® ( § R°®) is uniquely de ned by the initial state
distribution o and its reward function R® that indicates if the task goal specied by
c is achieved. Since this dissertation considers robot manipulation, whose dynamics
are governed by the laws of physics, the transition probabilities are universal across all
tasks. Therefore, while the original formulation of a CMDP includes context-speci c
transition probabilities P€, P € is independent of the context variable and the superscript
can be omitted. The solution to the CMDP is a policy that conditions on a speci ed
task T¢, denoted as (;T°).

In Open-world Robot Manipulation, we categorize generalization scenarios into
two settings: intra-task and inter-task. The intra-task setting involves adapting to
diverse initial states within a task, while the inter-task setting involves learning across
multiple tasks and quickly adapting to new tasks. The intra-task setting corresponds
to the systematic generalization of a policy evaluated on a single task. The inter-task
setting, on the other hand, is equivalent to multitask and lifelong robot learning, where

a robot must learn and adapt to a sequence of tasks throughout its deployment.

By considering these two generalization settings, we unify policy generalization
within the same task and across di erent tasks under the single framework of Open-
world Robot Manipulation. This uni ed perspective enables the robotics community
to address both single-task policy learning and multitask/lifelong robot learning within
a coherent framework. In the rest of this section, we introduce each setting in detail.

Systematic Generalization Over a Task. In the intra-task setting, we focus on
developing a robot policy with systematic generalization over a manipulation task.
Systematic generalization evaluates how well a constructed or learned policy can gen-
eralize to conditions beyond those seen during training. This generalization includes
both visual and spatial aspects.

In this dissertation, we identify four dimensions of policy generalization that
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can describe intra-task variations: background changes, di erent camera viewpoints,
new object instances, and diverse spatial layouts. We explain each of the variations
as follows. 1)Background changes Any visual changes in the scene, except for the
foreground objects involved in a speci ¢ manipulation task, are considered background
changes. 2)Di erent camera viewpoints: Cameras during deployment can be mounted
at angles di erent from the ones during training. 3)New object instances We consider
new objects in the same category as those seen in the demonstration trajectories. These
objects mainly di er in color or size while having similar geometry. 4PDiverse spatial
layouts. The spatial layouts of objects vary and extend beyond the location range of
objects during the training stage but remain within the boundary of the robot's feasible

workspace. Figure visualizes the four axes of variations.

Figure 2.1: Intra-task generalization involves four dimensions of variations: background
changes, di erent camera viewpoints, new object instances, and diverse spatial layouts.

Formally, a policy needs to be learned to tackle a tasH ¢ specied by a
context variable c 2 C. As we have mentioned above¢ can be specied through
language instructions, demonstrations, or any other forms that humans use to show

the robot how to perform a task [22]. The initial state distribution § of a task T°
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Is characterized by four axes of variation. The range of; is determined by the span
of features along these axes. We can express the relationship between the initial state
distribution and these variations as § = ( bg; cam; obj; spatial)- 1he features are
typically speci ed implicitly based on con gurations of the environmental setup in the
initial states, and their ranges are determined by the possible con gurations a robot
might encounter. Specically, pg 2 g, Where .4 is the space that covers possible
background variations and lighting conditions in everyday environments. cam 2 cam»
where .. IS the space that covers possible camera perspectives, including both camera
locations and angles. o, 2 opj, Where o is the space of features that covers the
presence of possible instances of task-relevant objects. Finallypaiai 2 spatial» Where
spatial IS the space of features that covers the possible locations of the objects. Note
that the boundary of 4 is also con ned to the feasible workspace of a robot. The
objective of learning a policy is to maximize the expected return of a policy over the
initial state distribution  of a given taskT®:

Pgnax
max Jinwa ( ;T°) = E R(s; @; Ste1) (2.1)

sar 6 GTO)
Multitask and Lifelong Learning. The inter-task setting of Open-world Robot

Manipulation is equivalent to the formulation of multitask and lifelong learning. The

formulation is the foundation of the methods developed in Chapters 7, 8, and

In multitask learning, a robot is assumed to have direct access to all the tasks
that need to be learned. In lifelong learning, the robot can access only a subset of
tasks at any given time. This dissertation considers both cases in a single formulation
as follows. Consider a robot sequentially learniny! tasks f T%gM, in open-ended
environments overL.x Steps. The robot encounters the tasks in sequendégmo,
Tomoms, ., Tmax 1Mimax , Wwhere 0<Km; <M (0 | Lpya)andmy, = M. Here,
we refer toT as the m-th task. The formulation is equivalent to multitask learning
when L = 0; otherwise, it represents lifelong learning wheh .« > 0. The goal of
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lifelong learning is to derive a policy that not only performs well on new tasks but

also retains pro ciency in previously learned tasks.

The lifelong learning process can be divided into two stageshbase task stagéor
learning a multitask policy overT “mo, and alifelong task stagevhere the robot sequen-
tially learns all the other tasks T®mom1, ..., Timax 1™Lmax throughout its continual
deployment. Thebase task stagés equivalent to the multitask learning setting. Upon
learning the m-th task T, the objective of nding a generalist policy is to optimize
the overall expected return across all the previously learned tasks:

1 X
max Jiner ( ) = = B Jinra ( ;TY) (2.2)
whereJinwa ( ; T%) is de ned in Equation that describes the expected return

of a policy over a single task.

Evaluation Metrics For Lifelong Learning. We describe three standard metrics

to evaluate policy performance in lifelong learning [23, 24]: FWT (forward transfer),
NBT (negative backward transfer), and AUC (area under the success rate curve). These
three metrics are introduced in our published work at the Conference and Workshop
on Neural Information Processing Systems Datasets and Benchmarks Track, 2023 [25].
This work is collaborative work with Bo Liu, Yuke Zhu, and Peter Stone, and my
contribution is introduced in Chapter 9. Figure explains FWT, NBT, and AUC in
detail. All three metrics are calculated in terms of success rates, where a higher FWT
suggests quicker adaptation to new tasks, a lower NBT indicates better performance
on past tasks, and a higher AUC means better average success rates across all tasks

evaluated.

2.2 Sensorimotor Skills

The sensorimotor skills of a robot are its computational programs that process

sensory inputs and synthesize motor commands for purposeful movements such as com-
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Figure 2.2: This gure visualizes the three lifelong long metrics evaluated over a task
denoted as FV'{,Tm, NBT ., and AUC,,. They are computed as f(f_,llows FWE = rpy,
NBTm = i Mo (mm  Tim), @nd AUChH = ot c(fmm + 1% eq Tim)- Here,

r; denotes the agent's success rates on a tgskand r; denotes the average of success
rates of agents' intermediate checkpoint models when learning on a taskFWT, NBT,
and AUC measure the overall performance of a policy in the entiredifelong learning

processp(le oveiM tasks). TheyF@re computed as follows: FWT = mz[M]FV‘,’w@,
NBT = o) NBIn and AUC = M2[M] Alm

pleting goals in manipulation tasks. In this section, we introduce the policy formulation
of sensorimotor skills used in the dissertation. We rst introduce the general policy for-
mulation and the notation and then describe the hierarchical formulation of visuomotor
policies used in Chapters 7 and 8. In this dissertation, we refer to the policiessenso-
rimotor policies or visuomotor policiesinterchangeability. We use the term visuomotor

policies when we emphasize that images are the major input modality of the policies.

Policy Formulation. In Section 2.1, we formulate Open-world Robot Manipulation
as a CMDP, where its solution, a policy denoted by ( ; T¢), models a sensorimotor skill.
To explicitly denote inputs and outputs, we write the policy as eithera (jst; 0

or (&jst;c). The policy can be implemented using either a neural network or an
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optimization program. When a policy is designated for solving a single task, we drop

the context variable c for simplicity in notation.

Hierarchical Policy Formulation. In practice, learning policies that directly map
from state inputs to action outputs can be computationally prohibitive and subject to
error compounding for long-horizon tasks. Also, policies easily su er from catastrophic
forgetting when learning over a sequence of tasks in the lifelong learning setting [26, 27]:
ne-tuned policies can easily overt to new tasks and completely fail on the previous
tasks. To make policy learning tractable and scalable, we factorize a robot policy into a
two-level hierarchy: a high-level policy ,, and a library of K low-level policiesf E)giK:l,
where the low-level policies are commonly termed low-level skills. This factorization
has bene ts for both intra-task and inter-task generalization in Open-world Robot Ma-
nipulation. When a task involves multiple subgoals to complete, we can learn multiple
low-level policies for achieving individual subgoals in a much shorter horizon and use
a simpler high-level policy to stitch low-level policies together. When the robot needs
to learn multiple tasks or adapt to new tasks sequentially, the factorization enables the
robot to reuse its learned policies from previous tasks. The policies in such a two-level

hierarchy can be expressed as follows.

X .
(@ajs;0 = (i js; 01l = k) Dagsi!) (2.3)

i=1

In this hierarchical policy formulation, ! is the skill parameters of a low-level
policy f) that are agnostic to the task speci ed byc. In this way, we can split a policy
into two parts, one that reasons how to accomplish the speci ed task® while reusing
the low-level policies. The combinatorial complexity of reasoning over low-level skills
becomes computationally feasible when the high-level policy, predicts a categorical
distribution over the low-level policies. Equation can be written in a more concise

form as follows.

(ajs; 0 = w(k!js;o) P(ajs:!) (2.4)
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where k  Categorical; p(s; ), P(st;0) = (Pa(St; ©);P2(st;0)::ii; Pk (St: €) rep-
resents the probability of selecting a low-level skill conditioning ors; and ¢, and
L pi(s;0) =1

For all our methods that use the hierarchical policy formulation, we assume a
nite set of distinct skill policies f E)giK:l , which we refer to as a skill library. Whenever
we use a skill library, the selection of skills is categorical. Whdf = 1, the hierarchical
policy is equivalent to a single policy, as the prediction of the high-level policy,
is always the only low-level policy available. Without loss of generality, all the robot

policies in this dissertation can be uniformly represented in Equation 2.4, whelke 1.

2.3 Imitation Learning of Robot Manipulation

In this section, we introduce the standard imitation learning algorithms used in

this dissertation.

2.3.1 Behavioral Cloning (BC)

Behavioral cloning is chosen as the imitation learning algorithm for training
policies in Chapters 3 and 4. Behavioral cloning can be applied when a human spec-
i cation c is provided in the form of demonstrations. LetD® = f °gll, denote N
demonstrations for taskT¢. Each { = (0pg;a0;01;a;:::;0 ¢j) wherej H max -
Here, o, represents the robot's sensory input, including visual observations and propri-
oception. The visual observations are captured as either RGB or RGB-D images, while
proprioception refers to the con guration of the robot's arm joints and gripper states.
In practice, the observationo is often non-Markovian. Therefore, we follow works in
partially observable MDPs and represens; by the aggregated history of observations,
l.e.,Sy 0 ¢, (00;01;:::;0)s[28]. When learning usingD¢, behavioral cloning opti-
mizes the policy with the following surrogate objective function instead of the expected

task success rates:
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Pignax
min JBC. ()= E Lec (ST a (2.5)

st;at D¢
t At t=1

where Lgc is a supervised learning loss, e.g., the negative log-likelihood loss.

Furthermore, a behavioral cloning policy in robot manipulation is often modeled as a

Gaussian Mixture Model (GMM) [29, 30]. The loss function to optimize such a policy
can be written as follows: |
I§<mix ) )
Leum( )= E peclog kNC T () ()
k=1
2.6
}5(mix ( )
where 0  1; k=1
k=1

where is the learnable parameters of a GMM policy model, anH ,x represents the

number of modes in the GMM.

2.3.2 Hierarchical Behavioral Cloning (HBC)

Section introduces the hierarchical policy formulation that models a senso-
rimotor skill. Training a hierarchical policy using behavioral cloning, also known as

hierarchical behavioral cloning [31], is vital to policy learning in Chapters 7 and

In this section, we introduce the hierarchical behavioral cloning algorithm. Hi-
erarchical behavioral cloning aims to train policies that take the hierarchical form.
Without loss of generality, we consider a general hierarchical policy formulation (Note
that this is a simpli ed formulation compared to the hierarchical formulation in Sec-
tion ) (&ajs) = 4 (®)is) (&) (t);s). Here, (t) represents intermediate
variables that are predicted by a high-level policy ., (also known as a meta-controller
in the literature [31]) and subsequently used as inputs to the low-level policy . A
concrete example of (t) in our hierarchical policy formulation of sensorimotor skills is
the tuple (k;!).

Implementing a hierarchical behavioral cloning algorithm requires augmenting

demonstrations with \pseudo-labels" of (t). Speci cally, an augmented demonstration
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datasetD¢ = f °gl\, must be created fromD¢, where each augmented trajectory takes
the form ¢ =(0p;a0; (0);01;a1; (1);::::Q ¢).

With the augmented demonstration datasets, learning a hierarchical policy through
hierarchical behavioral cloning is done by training , and every low-level policy (Li)

separately through behavioral cloning, using the labels from the augmented datag¥t.

2.3.3 Generalization of Imitation Learning Policies

Systematic Generalization for Imitation Learning Policies. In Section 2.1, we
have introduced the notion of systematic generalization in Open-world Robot Manipu-
lation. When we consider imitation learning algorithms, the systematic generalization
of a policy is equivalent to the generalization of a policy beyond the distributions cov-
ered by demonstrations. Concretely, we quantify the systematic generalization of an
imitation learning policy as follows. The demonstration dataseD° of a task T¢ speci-
es an initial state distribution covered during training, which we denote as ?°. When
learning policies through imitation learning, we quantify the systematic generalization

of a policy by computing the expected task success rates ovém 5°.

Lifelong Imitation Learning. In the context of sparse-reward settings for lifelong
learning, we consider a practical scenario where a user provides a small demonstration
datasetD“ whenever a robot needs to learn task®" in the sequence. We refer to this
problem as lifelong imitation learning. This dissertation also uses behavioral cloning in
lifelong learning settings. Upon learning then-th task during the lifelong task stage, we
assume thatf D% g, are not fully available when learningT °~. The policy is learned

with the following surrogate objective function:

x Pax

1
— E
m i=0 si;ar D t=0

H BC -
min ‘]inter )_

Lec (s;T%);a (2.7)
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2.4 Demonstration Data Collection

In this dissertation, we assume demonstrations for imitation learning are pro-
vided either using teleoperation devices (SpaceMouses) or video recording devices (cam-
eras, iPhones). We visualize the devices in Figure 2.3. In this dissertation, demonstra-
tions take the form of teleoperation data in Chapters 3, 4, 7, and 8. Video data is used
in Chapters 5 and

Figure 2.3: We show the devices used for collecting demonstrations through either
teleoperation or video recording.

Teleoperation.  Teleoperation has been a well-established standard for humans to
control robots remotely without manually dragging them around (known as kinesthetic
teaching). Teleoperation allows humans to control robots' low-level, detailed actions
while the robot records all the observations and actions as if it were performing the
tasks on its own, collecting high-quality demonstration data without a demonstrator oc-
cluding large portions of visual observations. We can collect a demonstration trajectory
in the form of (o; &),-;. 4, » WhereHnmax is the timestep when a demonstrator speci-
es the termination of an episode. To collect high-quality data for training policies, a
demonstrator typically terminates an episode when a manipulation task is successfully
completed.

All the teleoperation data in this dissertation is collected using a Spacemouse.
We choose the SpaceMouse for the following reasons: 1) They are easy to use, as they

share similar characteristics as normal mouses, allowing a person to place a SpaceMouse
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on the table without holding it in the air all the time (like holding a VR joystick); 2)
The control degree-of-freedom (DoF) of the joystick in a SpaceMouse is six, making it
easy to map a control command to a 6-DoF task-space control of an end e ector. Also,
the buttons on the sides provide an easy interface to open/close the gripper; 3) These
devices only require simple software settings to connect to normal PCs.

Video Recording.  Videos are another form of data that are easy to collect and cap-
ture daily interactions without any robot action labels. People nowadays use cameras
or smartphones daily to record videos of themselves doing things like cooking, sorting,
and cleaning. Such data is crowdsourced on online platforms such as YouTube and has
become a rich, readily available source of daily activities. These data capture human
knowledge about contact-rich interactions that are useful for robots to learn manip-
ulation. While there are a variety of cameras available, we speci cally focus on the
following devices for recording videos: RealSense D435i cameras and iPhones/iPads.
RealSense D435i is a camera type that is commonly used in robot systems nowadays,
and iPhones/iPads are among the most widely used daily devices. Using videos recorded
by iPhones/iPads also promises a near future when everyone can record a video with
his or her device and teach robots new manipulation skills. In this dissertation, we
use RGB-D videos as input data for robots to learn from visual observations. All these
cameras provide depth recordings: RealSense D435i cameras have built-in infrared (IR)
depth sensors, while the latest iPhones/iPads have TrueDepth cameras that can record
depth images.

2.5 Regularity in Robot Manipulation

In Chapter 1, we introduced the notion ofegularity as a fundamental concept for
designing e cient sensorimotor learning methods. We de ne regularity in the physical
world as the presence of regular, consistent patterns and structures that reveal invariant

features across various situations.
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We use several instances to illustrate that regularities have been leveraged widely
in robotics and machine learning, even though these instances have not been examined
explicitly under the perspective of regularity. In SLAM (Simultaneous Localization and
Mapping), researchers formulate problems as factor graphs with sparse connections [32],
enabling real-time solutions that would be computationally intractable with dense con-
nections. This approach inherently leverages a key regularity: the sparse dependency
patterns between visual features and robot observations, as only certain landmarks are
visible from each robot pose. Beyond robotics, Large Language Models in natural lan-
guage processing parse input sentences into sequences of substrings based on statistical
frequencies in linguistic datale ectively exploiting the regularity that certain word
combinations consistently appear together across di erent texts. Similarly, computer
vision researchers improve vision model performance on ImageNet [33] by normalizing
image inputs using the mean and variance of dataset-wide RGB distributions. The
insight of image normalization stems from the regularity that pixel values in natural
images consistently follow characteristic statistical distributions. Therefore, image nor-
malization can e ectively reduce the negative impact of distribution biases on model

performance.

These examples illustrate how researchers have been leveraging regularities in
their algorithms or models, whether consciously or unconsciously. In this dissertation,
we explicitly leverage regularities to develop algorithms and models for learning gener-

alizable manipulation policies.

In the remainder of this section, we describe the three major regularities men-
tioned in Chapter 1: object regularity, spatial regularity, and behavioral regularity Ex-
ploiting these three regularities in the physical world serves as the premise for the
methods proposed in Chapters 3|8. We begin by presenting the de nitions of each
regularity, accompanied by concrete illustrations. We then describe how each regularity
connects to speci ¢ parts of this dissertation. In individual chapters, we motivate our

methods by highlighting their connections to regularity so that readers can understand
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how this perspective shapes the development of our methods. Note that these three reg-
ularities are by no means mutually exclusive, nor do they completely cover all patterns
and structures in the physical world. They are important regularities for developing

e cient sensorimotor learning methods considered in this dissertation.

It is important to note that our contribution does not lie in the proposition of
these regularities|they are inherent properties of the physical world, which the eld
has tapped into. Instead, we provide a holistic perspective on learning-based robot
manipulation through the lens of regularities. We envision that this perspective will
guide the development of future methods in a principled manner, whether they are

based on classical motion planning or large robot foundation models.

2.5.1 Object Regularity

Interactions with objects fundamentally shape how humans engage with the
physical world. Humans are often unaware of their sophisticated understanding of
objects because object reasoning is deeply ingrained in their physical interactions with

the world.

The advanced ability of humans to reason about object interaction is attributed
to the existence of object regularity. Here, we formally de ne object regularity as the
regular and consistent patterns in which objects appear and behave within the physi-
cal world. Under this broad de nition, we are particularly interested in the following
two key aspects: 1) Despite variations in visual appearance, such as changes in light-
ing, background, and camera perspectives, the inherent semantics of an object remain
unchanged. 2) Functionality persists across objects within the same category. These
invariant properties implied by object regularity highlight the importance of leveraging
object priors in visual observations for learning robot manipulation. Rather than treat-
ing images as mere collections of pixels or uniform patches, we can decompose images
into regions of objects. In this way, robots can exploit the rich semantic information

even with limited demonstration data. Moreover, designing methods based on object
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regularity is critical for achieving intra-task generalization of sensorimotor skills. Fig-
ure visualizes a concrete example to illustrate object regularity. Exploiting object
regularity serves as a cornerstone for developing e cient sensorimotor learning methods
mentioned in Chapters 3 and 4. Studying how robots exploit object regularity also has
profound implications for building object reasoning capability for intelligent robots.

Figure 2.4: We use an example to illustrat@bject regularity Objects of interest from
the left scene appear and behave regularly despite visual variations, no matter how the
background, lighting, and camera angle change.

2.5.2 Spatial Regularity

Spatial understanding of the world is critical for an intelligent agent, whether
human or robotic, to comprehend tasks and interact with the environment e ectively.
Humans can form such an understanding becausgatial regularity exists in the physical
world, and humans excel at exploiting such a regularity. We hypothesize that for robots
to acquire such an advanced level of understanding, they also need to exploit spatial

regularity.

Formally, we de ne spatial regularity as follows. Certain patterns exist inspa-
tial relationships between objects and manipulators that regularly determine successful
task execution, with such patterns remaining invariant across di erent manipulator em-
bodiments. Concretely, this de nition implies that the successful completion of a task
is governed by the topology or semantics of object layouts that ful Il speci c goals, in
spite of changes in task-irrelevant features or the operator's identity (be it a human, a

tabletop manipulator, or a humanoid robot). Figure shows an example to illustrate
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spatial regularity.

Figure 2.5: We use an example to illustratespatial regularity. In this example, we
consider a task goal of having a co ee mug on top of a table mat. Despite variations
in object locations or di erent robot embodiments, the task goal is achieved as long as
the spatial relation between the co ee mug and the table mat satis es the goal.

Spatial regularity enables learning from visual observations without needing
ground-truth action labels. An intelligent agent, either a person or a robot, can in-
terpret the invariant spatial relations between objects of interest while ignoring the
location variations of irrelevant objects. It can also reason about actions that move
objects around and reproduce certain spatial relations between objects of interest that
have the same semantics or topology as the spatial relations present in the visual ob-

servations.

By focusing on the invariant patterns in spatial relationships that determine task
success, we can create intelligent robot autonomy that e ectively learns from visual
observations. Such autonomy makes robots learn from human videos, a data source
that is easier to obtain than teleoperation data. Spatial regularity is the premise for
methods developed in Chapters 5 and

2.5.3 Behavioral Regularity

While imitation learning from demonstration trajectories can capture the low-
level motions of manipulation tasks, it often fails to preserve the semantic meaning be-
hind these movements|the underlying purpose and structure that makes a sequence of
actions meaningful. Instead of viewing manipulation purely through the lens of contin-
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uous trajectories, we can gain deeper insights by considering behaviors as fundamental

building blocks that combine to create more sophisticated manipulation capabilities.

We formally de ne behavioral regularity as the principle that manipulation be-
haviors can be decomposed into recurring primitives that regularly appear across vari-
ous tasks. Behavioral regularity suggests that because of common substructures shared
across daily manipulation tasks, we can break trajectories down into recurring seg-
ments and identify reusable components rather than treating each new task as an en-
tirely unique problem. Figure shows an illustrative example to explaibehavioral

regularity.

Figure 2.6: We use an example to illustrateehavioral regularity The gure shows three

di erent tasks. Behaviors in each task can be decomposed into primitives, abstracted
in the central diagram. Squares of the same color refer to a recurring primitives (
corresponds to a distinct primitive behavior). This central diagram shows that primitive
behaviors can appear across tasks. We highlight the recurring primitives by circling out
the corresponding squares in the central diagram. In this gure, we also annotate the
recurring primitives with language descriptions to explain which behavior each primitive
corresponds to.

Leveraging behavioral regularity in policy learning reduces the amount of train-
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ing data required while simultaneously learning more tasks than baseline methods that
don't exploit behavioral regularity. As a result, robots can continually learn to solve

new tasks e ciently.

Moreover, developing methods that exploit behavioral regularity has implica-
tions for building intelligent robot autonomy. We can explore and understand how to
design procedural memory for a robot [34], a critical mechanism for the robot to reuse
its past experiences for learning in new situations and enhance existing abilities through
new experiences. Understanding how to design procedural memory for robots is crucial
for achieving inter-task generalization in Open-world Robot Manipulation (Section 2.1)
and enabling lifelong robot learning in general. Exploiting behavioral regularity serves

as the fundamental premise for the methods developed in Chapters 7, 8, and

2.6 Robot Joint Con guration and Task-space Control

This dissertation uses two types of robots in real-robot experiments: Franka
Emika Panda and Fourier-GR1 humanoid. Figures and visualize these two
types of robots. A Panda robot is equipped with a parallel-jaw gripper, while a GR1
robot is equipped with a pair of InspireHand dexterous hands. The Panda robot is used
for experiments in Chapters 3, 4, 5, 7, and 8. The GR1 robot is used for experiments
in Chapter 6. This section introduces their joint con gurations and the task-space

controllers in the following paragraphs.

Robot Joint Con gurations. We describe the joint con gurations of the Franka
Emika Panda robot and the Fourier-GR1 humanoid robot. Figures and visualize
the joints of both robots except the ones on end-e ectors for clarity. The joint con gu-

ration constitutes a robots' proprioceptive state, consisting of joint angle readings from
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Figure 2.7: This gure shows joint con gurations, task space commands, and the base
frame for task-space commands for a Franka Emika Panda arm.

Figure 2.8: This gure shows joint con gurations, task space commands, and the base
frame for task-space commands for a Fourier-GR1 humanoid robot.

the robots' joint encoders, as well as the joint angle readings from either the gripper
or dexterous hands. The joints are denoted ag2 R", where n is the number of joints
that can be controlled. A Franka Emika Panda robot with a parallel jaw gripper has
n = 8 degrees of freedom in total. A Fourier-GR1 humanoid robot mounted with two

dexterous hands has = 44 degrees of freedom in total.
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Task-space Control. Throughout this dissertation, we choose the task-space control
command of a robot as a policy actiora. For a robot to executea on the hardware,

a is converted into a sequence of high-frequency control signals that actuate the robot
through designated rmware. Task-space control commands are computed based on
the robot's end-e ectors' locations, with the coordinate frames chosen to be the robot
base as visualized in Figures and 2.8. This dissertation implements two types of
controllers for executing task-space control commands: In Chapters 3, 4, 7, and 8 where
robot teleoperation data is provided, a task-space force controller, Operational Space
Controller (OSC), is implemented [35]. OSC converts the task-space commands di-
rectly into joint torques, enabling the robot to accomplish speci c tasks with compliant
motions. For Chapters 5 and 6 where no teleoperation data is provided, we implement
a controller based on inverse kinematics: the implemented controller rst takes in task-
space control commands and uses an inverse kinematics solver to obtain desired joint
con gurations [36, 37]; then a joint impedance control law is implemented to compute
the joint torques that actuate the robot to reach the desired joint con gurations [38].
The implementation of the joint impedance controller allows a robot to exhibit behav-

iors as compliant as an OSC.

2.7 Summary

In this chapter, we have introduced the formulation of Open-world Robot Ma-
nipulation and sensorimotor skills. We have described the imitation learning algorithms
that are used in the following chapters, as well as the data collection process of demon-
strations. We have also explained the regularities that are exploited in the following
chapters(Chapters 3|9). In the end, we have introduced the two types of robots used

in real-robot experiments, focusing on their joint con gurations and task-space control.
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E cient Imitation Learning with
Object-centric Priors



Chapter 3

Imitation Learning with Object
Proposal Priors

Vision-based manipulation is a critical ability for autonomous robots to interact with ev-
eryday environments. It requires robots to understand the unstructured world through
visual perception to determine intelligent behaviors. In recent years, deep imitation
learning [19, 39, 40] has emerged as a powerful approach to training visuomotor poli-
cies on diverse oine data, particularly demonstrations collected via teleoperation.
The success of deep imitation learning stems from the e ectiveness of training over-
parameterized neural networks end-to-end with supervised learning objectives. These
models excel at mapping raw visual observations to motor actions without manual en-
gineering. While deep imitation learning methods often distinguish themselves from
reinforcement learning counterparts in their scalability to long-horizon tasks, a large
body of recent work has pointed out that imitation learning methods lack robustness to
covariate shifts and environmental perturbations [41, 42, 43, 44, 45, 46, 47]. End-to-end
visuomotor policies tend to falsely associate actions with task-irrelevant visual factors,

leading to poor generalization in new situations.

In this chapter, we introduce how to achieve e cient deep imitation learning
while deriving generalizable manipulation policies. The key to solving this problem is

to leverageobject regularity as in Section , making robots always attend to objects
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of interest despite visual variations that di er from demonstration datasets. Speci -
cally, we propose a solution that endows imitation learning algorithms with awareness
about objects to improve their e cacy and robustness in vision-based manipulation
tasks. As cognitive science studies suggest, explaining a visual scene as objects and
interactions between the objects helps humans learn fast and make accurate predic-
tions [10, 11, 12]. Inspired by these ndings, we hypothesize that decomposing a visual
scene into factorized representations of objects would enable robots to reason about the

manipulation workspace in a modular fashion and improve policy generalization.

To this end, we develop anobject-centric imitation learning approach, which
infuses object regularity into the model architecture of visuomotor policies. Training
policies with this regularity makes it easy for the model to focus on task-relevant visual

cues while discarding spurious dependencies.

The rst and foremost challenge of such an object-centric approach is to deter-
mine what constitutes anobject and how objects are represented. The de nitions of
objects are often uid and task-dependent for manipulation tasks. This chapter studies
the notions of objects operationally and considers objects as disentangled visual con-
cepts that can inform the robot's decision-making. Prior works have explored learning
visuomotor policies with awareness of objects, but they are limited to simple control
domains [42], or single object manipulation [48]; or require costly annotations for object
detection [49]. We are motivated by the recent advances in visual recognition, in partic-
ular, image models for generating object proposals, which are localized bounding boxes
on 2D images [50, 51]. These object proposals capture the regularity of \objectness”
across appearance variations and object categories. They have served as intermedi-
ate representations for downstream vision tasks, such as object detection and instance
segmentation [52, 53, 54]. In this chapter, we investigate using object proposals from
a pre-trained vision model as object-centric priors for learning visuomotor policies in

manipulation.
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3.1 VIOLA

We introduce VIOLA (Visuomotor I mitation via Object-centric LeA rning), an
object-centric imitation learning model to train closed-loop visuomotor policies for robot
manipulation. Our work in this chapter was published at the 6th Annual Conference on
Robot Learning [55]. The high-level overview of the method is illustrated in Figure
VIOLA rst uses a pre-trained Region Proposal Network (RPN) [51] to get a set
of general object proposals from raw visual observations. We extract features from
each proposal region to build the factorized object-centric representations of the visual
scene. These object-centric representations are converted into a set of discrete tokens
and subsequently processed by a transformer encoder [56]. When trained on supervised
imitation learning objectives, the transformer encoder learns to focus on task-relevant
regions while ignoring the irrelevant visual factors for decision-making through a multi-

head self-attention mechanism.

3.1.1 Object-centric Representation

This section describes how to build the object-centric representation, denoted
asz. VIOLA rst obtains general object proposals using a pre-trained RPN. Then,
it computes region features from proposals and obtains a per-step featiweusing the
region features and three context features. In the en®IOLA builds z through the

temporal concatenation of per-step features from a history of observations.

General Object Proposals. At each time stept, we generate object proposals from
the workspace image. We use a pre-trained RPN, which takes an RGB image of the
workspace as input and outputs a number of bounding boxes localized over the image,
each bounding box being an object proposal. We select the t@pproposals based on
the highest con dence scores from RPN predictions, which indicate regions that contain
objects with the highest likelihood. The intuition of using a pre-trained RPN is that

it captures the regularity of \objectness” in RGB images through the supervision of
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Figure 3.1: VIOLA Overview. VIOLA rst obtains a set of general object proposals
from raw visual observations. It extracts object features from the proposals to build
the object-centric representation. The transformer-based policy uses multi-head self-
attention to reason over the representation and identify task-relevant regions for action
generation.

natural image datasets. Zhou et al. introduced Detic, whose RPN trained on an 80-class
training dataset can be generalized to a 2000-class testing dataset [54]. Our preliminary
study has suggested that Detic's generalization ability also holds for localizing objects
on raw images in our simulation and real-world tasks despite the domain gaps. Given
the superior performance of pre-trained Detic RPN, we choose it to localize regions

with objects in all our experiments.

Region Features.  For our policy to reason over objects and their spatial relations,
we need to identify what objects each region contains and where these regions are from
the top K proposals. To encode this information, we design \dsual feature and a
positional feature for each region. To extract the visual feature from a region, we learn
a spatial feature map by encoding the workspace image with the ResNet-18 module [57]
and extract the visual feature using the ROI Align operation [50]. We use a learned
spatial feature map as the visual features rather than from a pre-trained feature pyramid
network in object detection models because we share the same intermediate objective of
localizing objects as object detectors but di erent nal objectives for the downstream
tasks|pre-trained feature pyramid networks are optimized for visual recognition tasks,
but we need actionable visual features that are informative for continuous control.

Such a design choice is supported by our ablation study in Section . For positional
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features, we encode the coordinates of bounding box corners on images using sinusoidal
positional encoding [56] (See implementation details in Appendix ). We atten
each visual feature and add it to the positional feature of the same region to obtain a

region feature.

Context Features. We extract the region features for the policies to reason over
individual objects. However, they are insu cient for decision-making in vision-based
manipulation tasks, so we introduce three context features to assist decision-making.
As regions only encode local information, we add global context featureto capture
the current task stage from observation. The global context feature is derived by
computing Spatial Softmax over the spatial feature map of the workspace image [58].
During manipulation, the robot's gripper often occludes objects in the workspace view,
so we add areye-in-hand featurefrom the eye-in-hand images to encode the information
about occluded objects. We also encode the robot's measurements of its joints and the
gripper into proprioceptive featuresfor the policy to generate precise actions based on
the robot's states. We aggregate the context and region features at each time step

into a set, referred to as the per-step featurh.

Temporal Composition. We build object-centric representatiorg, through the tem-
poral composition ofh; that captures temporal dependencies and dynamic changes of
object states. Building policies over a sequence of past observations rather than the
most recent observation has been shown e ective by prior work [30, 39]. In our method,
the temporal composition also increases the recall rate of object proposals over image
observations, making the policy more robust to detection failures than using a single im-
age. Concretelyz is built from a set of per-step featureh, ;g,_' from the last t,+1
time steps. To preserve the temporal ordering of per-step features, we add sinusoidal
position encoding of temporal position§ P E;g._" to the per-step features, resulting in
our object-centric representationz, = fh, ; PE;g_" (Details of sinusoidal position
encoding are provided in Appendix ). Our ablation study in Section shows
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Figure 3.2: VIOLA Model Architecture. At time t, VIOLA computes the per-step
features h; using the top Q object proposals. Then, it constructs the object-centric
representation z; by composing per-step features from the last ty + 1 time-step
observations along with their temporal positional encodings. The transformer encoder
reasons overz; to output a latent vector of the action token, &, which is passed
through a multi-layer perceptron (MLP) to generate robot actions.

the importance of temporal positional encoding that retains the temporal ordering of

features inz.

3.1.2 Transformer-based Policy

We desire a policy focusing on task-relevant region features zm to generate
actions. Regions that associate with task-relevant objects facilitate the accurate pre-
diction of actions, while regions with task-irrelevant objects are likely to confound the
policies. We seek to use a transformer [56] as the policy backbone, which can rea-
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son over objects and their relations using its self-attention mechanism. The core of
a transformer is an encoder layer, which consists of a multi-head self-attention block
(MHSA), a layer-normalization function [59], and a Feed-Forward Network (FFN) con-

sisting of fully-connected layers. A transformer encoder layer takes as input a se-

sub-blocks in parallel, which computes attention weights over all the tokens and a
weighted sum of input token values. Through an MHSA block, a token that cor-
responds to a task-relevant region is assigned higher attention weights than a to-
ken that corresponds to a task-irrelevant region. Each transformer encoder outputs
Yout = FEN(LayerNorm(MSHA( Y™™)), where each row ofY °"t is an output latent vec-

tors y°U that corresponds toy". Our transformer-based policy is a stack of multiple
transformer encoder layers, which allows for a higher degree of expressiveness over input
tokens compared to a single layer.

For our policy, we tokenize our object-centric representation;, treating each
region and context feature vector as an input token. To make action generation attend
more to task-relevant region features than task-irrelevant ones, we append a learnable
token, action token, to the input sequence of a transformer. The action token design
resembles the speci c class tokens of transformer-based models in natural language un-
derstanding tasks [60] or visual recognition tasks [61], in which the speci ¢ class tokens
are used for outputting latent vectors for downstream task predictions. Similarly, we
can get the output latent vector & from the action token, which learns to attend to
task-relevant regions through training supervision. In the end, we pasg through a
two-layered fully-connected network, followed by a GMM (Gaussian Mixture Model)
output head, which has been shown e ective to capture the diverse multimodal behav-

lors in demonstration data [62, 30].
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Figure 3.3: Visualization of the initial and goal con gurations for real-world tasks.

3.2 Experiments

We design our experiments to answer the following questions: 1) How well does
VIOLA perform against state-of-the-art end-to-end imitation learning algorithms? 2)
How does it take advantage of object-centric representations? 3) What design choices
are essential for good performance? 4)YdOLA practical for real-world deployment?

5) How do we decide the number of object proposals extracted from each image obser-

vation?

3.2.1 Experimental Setup

Task Details. We conduct quantitative evaluations in simulation and real-world
tasks to validate our approach. We design simulation tasks using Robosuite simula-
tion [63] and use the tasks for quantitative comparisons betwe@AlOLA and base-
lines. We also validate our design choices through ablation studies in simulation. We
design three simulation tasksSorting , Stacking , Kitchen , and three real-world tasks,
Dining-PlateFork , Dining-Bowl , Make-Coffee. These six tasks cover a wide range
of manipulation behaviors that include prehensile and non-prehensile motions. For the
Sorting task, the robot needs to pick up two boxes sequentially and place them to-
gether in the sorting bin. For the Stacking task, the robot needs to stack the same

type of boxes in a designated region. For thi€itchen task, the robot needs to place the
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